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ABSTRACT Streaming media growth has increased demand for intelligent, non-intrusive placement
of advertisements that balance monetization targets with viewer experience. Traditional rule-based
heuristics such as scene change or silence discovery fail to capture contemporary video consumption
diversity, complexity, and cognitive variability. Here, we present a comprehensive summary of artificial
intelligence (AI) methods for optimizing ad break placement within streaming systems. We introduce a new
three-phase taxonomy Data, Decision, and Delivery organizing state-of-the-art techniques within computer
vision, natural language processing, affective computing, and reinforcement learning. AdBreakScore(t),
a cognitively and emotionally guided model of appropriateness evaluation for advertisements, underpins
this work with additions to model ethical and computational constraints. We analyze multimodal scene
interpretation, viewer engagement prediction, and adaptable scheduling to illustrate prospects and trade-offs
along technical, cognitive, and regulatory axes. We conclude with future directions neurophysiological
engagement modeling, generative storyline alignment, and edge-compliant delivery aiming to advance
development of viewer-centered, adaptive, and ethically principled systems for placing advertisements within
an ever-changing digital media landscape.

INDEX TERMS Ad placement optimization, streaming media, artificial intelligence, multimodal analysis,
viewer engagement prediction, reinforcement learning, cognitive load modeling, affective computing,
context-aware advertising, ethical AI.

I. INTRODUCTION
Streaming platforms have dramatically changed the way
viewers engage with content. From long-form episodic con-
tent to short-form social feed videos, consumers increasingly
seek seamless, personalized, and immersive engagement.
Nevertheless, revenue generation with advertising remains a
fundamental economic imperative, creating ever-increasing
friction between revenue maximization and viewers’ satis-
faction. Poorly timed or interruptive ad breaks disrupt story
flow, cause negative reactions, and increase user drop [1],
[2], [3], [4], [5]. Conversely, ads judiciously integrated with
consideration of user intent, mood, and storytelling rhythm
can increase engagement as well as brand efficiency [3], [6].
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Traditional ad placement heuristics employing scene
change, silence detection, or fixed timing cannot accom-
modate the scale, heterogeneity, and diversity of modern
video content [7]. Such heuristics are poorly suited to
high-variance settings where media significantly differs in
pacing, structure, and emotion [8]. Furthermore, they neglect
viewers’ cognitive and emotional receptivity, a factor which
plays an important role in ad impact [6], [9]. Manual
techniques further are not scalable to a volume high enough
for real-time, mass-scale streaming systems [10].
AI and machine learning (ML) innovations provide a

realistic alternate solution. Recent initiatives use computer
vision, natural language processing, affect computing, and
reinforcement learning frameworks to automate ad placement
via multimodal analysis [11], [12], [13], [14]. AI systems
are in a position to determine context-sensitive, emotionally
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consistent, and cognitively appropriate insertion points by
extracting information about visuals, audio, text, and user
behavior. These are promised to deliver as much tech-
nical scalability as personalized, adaptive, and ethical ad
delivery. Recent surveys have cataloged prominent themes
in AI-driven ads mainly targeting, personalization, and
optimization but the area remains disconnected, and sparse
work provides an end-to-end, AI-centric perspective weaving
together technical, cognitive, structural, psychological, and
ethical aspects into an integrated taxonomy [14], [15], [16],
[17]. Additionally, a lack of shared taxonomic structures
makes it difficult to compare and measure distinct techniques
effectively. To address this void, this survey presents a sys-
tematic overview of AI-driven ad break optimizationmethods
in streaming media. It introduces a novel taxonomy that
combines cognitive science, real-time systems, multimodal
data fusion, and ethical constraints into a unified analytical
lens.

MAIN CONTRIBUTIONS
Our review has the following main contributions:

1) Holistic taxonomy: We propose a three-phase taxon-
omy Data, Decision, and Delivery that classifies AI
methods of ad placement by including multimodal con-
tent analysis, engagement-aware decision modeling,
and adaptive delivery orchestration.

2) Cross-domain synthesis: We synthesize computer
vision, NLP, reinforcement learning, affective comput-
ing, and ethical AI design insights, providing a unified
overview that transcends disciplinary boundaries.

3) Taxonomy evaluation criterion (AdBreakScore):We
propose AdBreakScore(t) and the soft-penalty variant
AdBreakScore*(t) as the primary taxonomy metric
of evaluation, assessing ad fittingness from narrative
structure, cognitive load, and emotive tone dimensions
and taking

4) Model-method mapping: We assess and catego-
rize exemplary systems against the given taxonomy,
depicting trade-offs among semantic richness, latency,
interpretability, and feasibility of deployment.

5) Towards a future-oriented research agenda: We
sketch some new trends including neurophysiological
model of engagement, story flow alignment with gen-
erative methods, and edge deployment with retained
privacy as future directions to guide next-generation,
viewer-centric ad insertion frameworks.

A. SCOPE AND LIMITATIONS
In this paper, we propose a novel taxonomy of AI-powered
ad placement in streaming video, collectively classifying past
work across narrative, cognitive, and affective dimensions.
Our contribution is purely taxonomic: we classify, synthesize,
and identify gaps in the literature but report no new empirical
data, algorithms, or experimental verification. Though we
introduce AdBreakScore(t) as a conceptual evaluation crite-
rion within the taxonomy to guide future practical testing, its

FIGURE 1. A conceptual framework for ad break identification.

empirical validation falls outside the scope of this paper and
is offered as a critical direction for future research.

Our taxonomy was built through a systematic review that
initially identified 400+ papers through database searching,
of which 125+ papers were shortlisted for further analysis
after being put through a multi-stage screening process. The
review covered works published between 2015 and 2025,
and was further supplemented with seminal foundation works
which are key to comprehending ad placement optimisation.
Shortlisting of papers was done considering inclusion criteria
that focused on AI-based methods that are relevant to ad
placement, from direct ad placement studies to foundation
studies in related areas which provide key insights relevant
to ad optimisation. Screening was done through title/abstract
screening, evaluation of complete texts, snowball sampling,
and expert opinion to obtain comprehensive coverage.

The rest of this paper is organized as follows: SectionII
defines the ad break placement problem and introduces
the AdBreakScore evaluation criterion. SectionIII articulates
significant challenges along cognitive, content, computation,
and ethical axes. SectionIV presents the proposed taxonomy
and surveys AI approaches. SectionV discusses future
directions for integrated, user-aligned ad placement systems.
Section VI provides concluding remarks.

II. PROBLEM DEFINITION
As explained in the Introduction, finding optimal advertise-
ment breakpoints within streaming media entails something
more than technical accuracy. It needs to balance narrative
cohesion, cognitive effect, affective tone, and practical con-
straints for deployment. To formally articulate this problem
space, we present a conceptual model describe a given
ad break point’s appropriateness along three fundamental
dimensions: narrative alignment (Nt ), cognitive load com-
patibility (Ct ), and emotional congruence (Et ). Figure 1
illustrates this conceptual model and its associated scoring
formula, integrating the three dimensions with soft-penalty
adjustments for ethical and computational constraints.

Without committing to a specific predictive or implemen-
tation approach, the model should, however, be perceived
as highlighting important aspects to take into account in
ad break decisions. We consequently go on to enrich it
with a soft-penalty formulation with both ethics as well as
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computation in mind, in an effort to accommodate real-world
constraints when it comes to deployment.

AdBreakScore(t) = w1 · Nt + w2 · Ct + w3

· Et + w4 · (Nt · Ct · Et ) (1)

where:

• Nt - Narrative alignment score (e.g., scene transitions,
topic boundaries).

• Ct - Cognitive load suitability score (e.g., attention reset
opportunity).

• Et - Emotional congruence score (e.g., tone consistency
with surrounding content).

• w1,w2,w3,w4 - Weights controlling the contribution of
each component and their interaction.

While this score represents optimal cognitive and per-
ceptual conditions for advertisement placement, real-use
must adhere to ethical and computational considerations.
To consider this, a soft-penalty formulation is proposed that
softens the score in accordance with real-world viability:

AdBreakScore∗(t)=AdBreakScore(t) ·

(
1 − λeth · PEthical(t)

− λcomp · PComputational(t)
)

(2)

where:

• PEthical(t) ∈ [0, 1] - Ethical penalty based on fairness,
transparency, or protection constraints.

• PComputational(t) ∈ [0, 1] - Computational penalty (e.g.,
latency, resource availability).

• λeth, λcomp - Coefficients adjusting the penalty severity.

This definition provides a disciplinedway to review current
approaches and identify gaps in the literature. In subsequent
sections, we apply AdBreakScore as the evaluation criterion
of our taxonomy to assess the current state of AI-based
ad placement systems, classify their compliance with these
major dimensions, and examine design trade-offs within
ethical, cognitive, and operational areas.

III. KEY DIMENSIONS IN AD BREAK OPTIMIZATION
Grounding our work with these conceptual foundations,
we then study each of our major dimensions further. This
section employs the AdBreakScore(t) evaluation criterion to
structure those significant demands and analytical consid-
erations impacting intelligent ad break optimization. Each
of these dimensions, narrative alignment (Nt ), cognitive
load compatibility (Ct ), emotional congruence (Et ), ethi-
cal constraints (PEthical(t)), and feasibility of computation
(PComputational(t)), serves as a foundation to structure our
research landscape and identify open challenges to be
addressed by AI-driven methods. Figure 2 illustrates our
ad break optimization challenge’s significant dimensions
clustered into the four general categories of neuropsycho-
logical factors, content-centric segmentation, computational
and operational constraints, and compliance and ethics
considerations.

FIGURE 2. Core dimensions of the ad break optimization challenges.

A. NEUROPSYCHOLOGICAL FACTORS
Neuropsychological measures directly affect variables in
our AdBreakScore(t) model whose cognitive appropriateness
(Ct ) and affective matching (Et ) constitute fundamental
conditions for optimal breakpoint detection.

• Cognitive Load (Ct ): Attention, Load, and Engage-
ment
Audiences have finite mental capacity to pay attention
over extended periods and thus don’t always maintain
continuous attention throughout extended periods of
viewing. Brief mental ‘‘resets’’ [3] through properly
scheduled ad insertion can counteract cognitive exhaus-
tion. Interruption and engagement during moments
when cognitive load is highest have been proven through
EEG-based testing to drive attention and decrease intru-
sion and increase receptivity during those instances [18],
[19], [20], [21]. Empirical modeling reveals that ad
features like skip timing, length, and placement—
produce measurable impacts on the user’s retention
and perceived experience and that early or mid-rolling
ads that are skippable tend to have greater Quality of
Experience (QoE) ratings [4], [22]. On the other hand,
ads presented too early or too late in relation to viewers’
expectation about their narratives tend to interrupt
cognitive flow and increase dissatisfaction [22]. These
findings highlight how ad stops must be planned and
executed not only according to content segmentation
but also in synchronization with viewers’ cognitive
processing cycles.

• Emotional Tone(Et )
Emotional tone also have a vital impact in shaping the
effectiveness of advertisements. Congruency of emotion
a harmony of the tone of an ad with surrounding
content is shown to increase persuasiveness and lower
intrusiveness [9], [22], [23] and contextually oriented
contextual ad frameworks like SOCA have also achieved
measurable relevance improvements by harmonizing
ads with positive or neutral emotional tone [24]. Zaltman
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and Zaltman’s deep metaphor theory also supports the
above by the assertion that ads are more impactful when
they resonate with the unconscious emotional schemata
of audience members [25]. Recent evidence also shows
that emotions elicited by ads are more intensely influ-
enced by context of scenes and concertedly attended
regions than by telling details, highlighting the power
of visual harmony and focus attention in affective ad
design [26]. Ad presentation after emotional highs or
after resolution points is more organic in feeling and
less intrusive [9], while interruptions during highs lower
engagement and interrupt flow [9], [20], [23]. Consistent
tone is essential, ads launching dramatic breaks in tone
are liable to bring about annoyance and reduce their
effect. Viewer reactions and decision-tree algorithms
validate that such consistent ads are more convincing
and receive more positive reviews [9], [27]. To further
validate the above, affective computing techniques—
e.g., emotion monitoring, engagement prediction, and
sentiment analysis—can identify optimum points in
real-time for ads to be displayed [9]. Such tools
make dynamic ad adaptation possible based on emo-
tional readiness. Besides, contextual harmony further
enhances attention transfer from editorial to advertising
material. Increased engagement with preceding editorial
material enhances attention to ads and lifts perception
and recall [28].

• Personalization and Individual Differences
Relative value of story coherence (Nt ), cognitive appro-
priateness (Ct ), and emotional tone correspondence (Et )
can greatly vary from viewers. So, weight parameters
w1, w2, w3, and w4 for AdBreakScore(t) equation
can be optimised through adaptive tuning based on
viewer profiles. Cognitive attributes such as executive
function (EF) bear a direct relationship with how
individuals interact with persuasory information. For
instance, those who possess more controlled reasoning
(cool EF) are more likely to detect persuasory intent
when encountering influencer videos and respond more
favourably to it than individuals who possess poor
emotion regulation (hot EF), who are more likely to
be branded unless disclosures are presented [28]. Per-
sonalisation increases attention and viewer satisfaction.
Eye-tracking experimental evidence indicates that per-
sonalised overlay advertisements acquire 69% attention
from viewers rather than 29% for non-personalised
advertisements and are perceived as less intrusive [29].
Such discoveries reveal that personalising ad content
turns out to be less about personalising and more
about selecting correct form—for instance, overlays
as opposed to added video interruptions being less
intrusive. One such application is De Michele and
Furini’s [30] Tailored Advertisement System (TAS),
using viewers’ demographics and close-caption analysis
to present contextually relevant adverts on VoD services.

Through matching adverts with user profiling as well
as programme semantics, TAS demonstrates how per-
sonification can deliver engagement gains and reduction
of interruption. Furthermore, cognitive learning styles
also influence viewers’ responses to advertisements too.
With contextual relevancy of mobile video advertise-
ments strongly facilitating gaze activity according to
Huang et al. [31], sequential learners fixated more often
and global learners fixated for more prolonged periods.

B. CONTENT-CENTRIC SEGMENTATION
Ad detection success depends on segmentations and viewing
of video content. Storytelling flow and genre-based pacing
both directly influence storytelling alignment score (Nt ) in
scoring function AdBreakScore(t), and larger values for Nt
especially when scaled through weight factor w1 indicate
better ad insert appropriateness.

• Structural and Genre-Level Variability Video dura-
tion differs significantly by genre—sports, movies,
news, and user-created video—eachwith its own pacing,
editing, and storytelling style [32], [33], [34]. Each
alters locations for natural segmentation points so that ad
insertions in some are more appropriate than others. For
instance, sports programming is punctuated by frequent
interruptions perfect for commercials, and dramatic
storytelling creates tension that resists being broken.
Even in broadcast TV, segmentation approaches vary
by genre [18]. Such variety makes it more difficult
to create generic ad break models, since adaptive and
context-rich algorithms that generalize over formats are
now in demand. To meet this challenge, studies refer to
approaches that integrate scene clues, event probability,
and audio-visual structure for strong segmentation [34],
[35], [36]. STIP-based feature detection [34], audio-
visual stream fusion [13], and template matching [37]
provide examples of genre-aware approaches. These
become ever more crucial as platforms move to mobile
and short-form video.

• Content-Centric Segmentation Whereas neuropsy-
chology (Section 2.2.1) is concerned with the internal
mental and affective state of viewers, narrative and
scene-level dynamics is concerned with how content
structure informs optimal ad placement. Story-based
videos such as films, series, and documents—have
typical and therefore predictable emotional trajectories
involving build-ups to tension peaks and Resolution
Points. These changes create predictable moments of
peak and low engagement that can be used to plan ad
insertion optimally without disruption. Studies reveal
that pauses added after points of resolution seem more
authentic and more accepted [22]. In support of this,
ad systems need to get past rigid time points and apply
temporal analysis to coordinate pauses within story
transitions. Incorporating story flow into segmentation
logic creates ad placements that are less intrusive and
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more effective because they respect the flow of the story
and minimize friction within the viewing experience.

C. COMPUTATIONAL AND OPERATIONAL CONSTRAINTS
Ad-break detection needs to operate under strict constraints
such as latency, limited resources, and platform variabilities,
particularly for streaming and edge applications. These
constraints are embedded into the soft-penalty formulation of
AdBreakScore*(t), where PComputational(t) adjusts the score
based on system feasibility.

• Low-cost approaches under Content Complexity
Rule-based and lightweight segmentation algorithms
offer speed and ease but suffer in dealing with content
variation. For instance, [32] presents an audio-based
algorithm for low-overhead global detection and with
video features being used for refinement. In a similar
perspective, [38] implements a DFA-based framework
based on silence detection and shot boundary for
real-time segmentation without deep learning.
These approaches are effective under controlled con-
tent structures but do not have the flexibility to
cope with dynamic and diverse media. In sports
videos, [34] proposed an event detection technique
based on more context-aware using bag-of-words
(BoW) and spatio-temporal interest points (STIP) to
extract motion-based features while keeping computa-
tional cost-effectiveness.
While strong in special-purpose areas, these low-cost
approaches show weakness when dealing with unstruc-
tured, rapidly changing material, calling for more
intelligent and adaptive pipelines.

• Balancing Speed and Accuracy in Hybrid Pipelines
To overcome basic model limits, hybrid and cascaded
models have been introduced to reconcile performance
and latency. These typically start with a low-latency
front-end i.e., detecting silence segments from audio
then request visual CNNs or deep models for context
enhancement [13], [35]. By tiering models into levels
of abstraction, these pipelines sacrifice computational
power for adequate accuracy. Additions such as algo-
rithmic pruning and modality choice enable real-time
responsivity even on low-spec hardware [37]. This
tradeoff is always present: creating a system responsive
enough to handle real-time content delivery but with
contextual sensitivity sufficient for intelligent ad place-
ment.

• Scalability and infrastructure challenges Despite the
use of more complex model architectures, deploy-
ment remains a problem in reality. CNN-based high-
accuracy frame-level detectors and template matching in
cloud-based models like AdNext [39] remain inappro-
priate in latency-limited or bandwidth-limited scenarios
because these must be offloaded to remote infrastruc-
ture. Smaller but scalable solutions like LiveSense [13]
address that with short and fixed-length video windows

and pre-trained multimodal models in order to process
feeds in real-time with minimal cloud exposure. Nev-
ertheless, maintaining reliability running on a variety
of platforms, device hardware and software capabil-
ities, and networking conditions remains a constant
concern. This conflict between model complexity and
practicality of deployment is specifically relevant in
newmobile-first and edge-based content domains where
computational budgets are very low.

D. ETHICAL AND COMPLIANCE CHALLENGES
Ad break technologies based on AI must be not just techni-
cally correct but also compliant with ethical and compliance
standards. As advertising becomes increasingly personalized
and merged into programming, dilemmas emerge around
viewer protection, transparency, and platform accountability.
Ethical factors such as transparency and fairness are captured
by the penalty term PEthical(t), which lowers the values of
AdBreakScore(t) in sensitive contexts or vulnerable viewers
groups.

• Transparency and Content–Ad Separation One of
the leading ethical challenges in ad integration with AI
is obscuring clear lines of demarcation between adver-
tising and content. Unmarked product placement or
sponsored content by influencers supported by implicit
advertising, for instance, hides such lines and confuses
consumers. Hackley et al. [40] also suggest that this
integration conceals the intent to persuade in ads and
is particularly problematic in situations where nothing
is revealed as to whether they are visual or auditory.
Devarajan [12] also suggests that with even higher, more
advanced capabilities in AI, ad integration with content
threatens to eradicate viewer agency specifically when
placement is combinedwith narrative continuity. Having
a transparent content–ad demarcation is thus essential,
both in order to be ethically compliant as well as in order
to be trusted by the user.

• Child Protection and Compliance with Regulation
The Kids represent a specialist online ad population.
Regulations such as the US Children’s Online Pri-
vacy Protection Act (COPPA), and EU and Chinese
counterparts to COPPA, place restrictions on behavior
targeting, call for verifiable parental consent and data
minimization practices [41], [42]. Anderson [41] tells
that COPPA has created increased transparency in some
respects. The likes of TikTok and YouTube, however,
continue to leverage age verification loopholes that
enable children to be targeted by or shown unsuitable
advertisements [43], [44]. These violations mirror a gap
between current regulations and practice on commonly
used platforms.

• Gaps in Enforcement and Accountability within
Platforms At last, even where regulations exist, they
also tend to be enforced variably [45]. Verdoodt et al. [42]
add that ethical responsibility also falls among

163848 VOLUME 13, 2025



W. D. Silva, A. Fernando: Toward Intelligent Ad Breaks: A Survey and Taxonomy of AI-Driven Ad Placement

both regulators and online platforms. But business
imperatives push corporations to circumvent or warp
regulations, particularly in rapidly changing, globally
distributed content markets. Without enforceable stan-
dards and accountabilities at the platform scale, even
well-designed regulations fail. Devarajan [12] calls for
firmer policy levers to guarantee algorithm fairness and
avoid exploitation most urgently for already vulnerable
populations like children.

Together, all four illustrate the multifaceted ethical terrain
surrounding ad break placement using artificial intelligence.
Resolving those challenges requires more than regulatory
compliance, but instead a proactive, people-oriented design
approach that aims for transparency, fairness, and protection
for especially vulnerable consumers.

IV. TAXONOMY OF AI STRATEGIES FOR AD PLACEMENT
OPTIMIZATION
In response to the multidisciplinary challenges defined
in Section II ranging from narrative engagement and
content understanding to computational tractability and
ethical stance AI-driven ad placement systems draw upon
a tiered set of techniques. These techniques vary from
low-level scene understanding to high-level decision making
and delivery orchestration. Figure 3 illustrates a structured
taxonomy of AI approaches organized into three central
stages of the ad placement pipeline: Data, Decision, and
Delivery.

The following taxonomy categorizes AI-driven techniques
according to their functional role in optimizing components
of the AdBreakScore(t) evaluation criterion. Each of them
can be interpreted as impacting one or more of the sub-
scores: Nt (narrative alignment), Ct (cognitive suitability),
Et (emotional congruence), or soft-penalty modifiers in
AdBreakScore∗(t). This mapping provides a practical base
for transferring these techniques into expressions of their
near-term impact on ad placement quality.

A. BREAKPOINT DETECTION MODELING
Effective placed breakpoints exist along scene transition
points, topic changes, or emotional resolution points in a
narrative, and these perceptually and psychologically become
bearable for an audience. This subsection outlines the
computer vision methods, Natural Language Processing, and
multimodal ones that enable such a detection, for instance,
scene boundary identification between scenes, saliency-
sensitive modeling, space-time matching, and low-level
combination of semantic characteristics between modalities.
These methodologies apply largely to the AdBreakScore(t)
evaluation criterion by identifying structure cues, and are
classified under the Data phase of our taxonomy.

1) SCENE TRANSITION AND SHOT BOUNDARY DETECTION
Detecting natural scene transitions is the building block for
non-intrusive ad breaks. Ad breaks that occur at narrative

boundaries e.g., shot transitions, scene transitions, or points
of sensational resolution cause much less disruption to
the viewer. Early approaches such as vADeo [46] used
Scale-Space Analysis (SSA) on low-level visual features
(color, texture) and audio descriptors (MFCC) to identify
logically consistent ad breakpoints beyond basic raw cuts.
VideoSense [47] combined visual discontinuity detection
(color histogram-based and intensity-based motion) with
combination of visual feature analysis and segmentation
closely resembles for the detection of ‘‘attractive’’ ad slots
with the preservation of scene continuity. Wen et al. [9]
instead complemented affective computing with emotion
modeling, adding shot segmentation through the analysis of
visual features (e.g., color, brightness, length) for predicting
valence and arousal and, consequently, choosing emotion-
congruentinsertion points.

Shot Boundary Detection has undergone substantial
advancement with the development in deep learning. Current
methods consist of the following.

• Thresholded color histogram differences, with key
frames set as each shot’s first and last frames. [48]

• Deep feature extractors (such as ResNet + multi-layer
perceptron (MLP)/LSTM [49], [50] for semantic shift
detection in shot sequences.

• Clustering and attention mechanism [51] and enhanced
frame-level similarity/difference-based method [49],
[52], [53]

• HSV histogram profiles, motion fields, and ORB
features for content-based ad placement [32].

• TransNet V2 [54] that utilizes dilated 3D convolutions
and factorized kernels for the detection of hard cuts
and smooth transitions, providing robust real-time
performance.

Some methods generalize beyond pure shot detection
into semantic scene boundary modeling. For instance,
Rao et al. [55] presented a Local-to-Global Scene Segmen-
tation approach, learning from large-scale labels (e.g.,
MovieScenes) in order to infer temporal consistency through
multimodal fusion. Chong et al. [56] likewise focused on
semantic consistency through the matching of video scenes
and the ad vectors through multimodal CNN predictions.
Architectures such as Temporal Convolutional Networks
(TCNs) [57] and Graph Neural Networks (GNNs) [58]
enable longer-range and structure-sensitive modeling of the
dynamics in the scenes extracting temporal dependencies and
complicated shot relationships for the purposes of accurate
breakpoint detection.

2) SALIENCY DETECTION AND VIEWER ATTENTION
MODELING
Saliency-based attention modeling informs the Ct (cognitive
suitability) component of the AdBreakScore(t) by identify-
ing low-attention moments ideal for minimizing perceived
interruption. Ads that cover visually critical areas e.g.,
speaker faces, action zones, emotional impact elements
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FIGURE 3. Functional taxonomy of AI strategies for ad placement optimization. Techniques are grouped by their operational role
in the pipeline—from detecting content boundaries to modeling user engagement.

can derail the immersive experience and lead to user
dissatisfaction. Saliency-based modeling lets an AI system
identify areas where high visual attention is anticipated [59]
and insert advertisements into passive zones that maintain
narrative continuity and visual consistency [60]. Spatio-
temporal models motivated by the human middle temporal
(MT) visual area [61] add motion contrast and local
coherence for enhanced gaze prediction in moving scenarios.
Candidate-based models like Rudoy et al. [62] leverage gaze
transitions for sparse saliency prediction, while DeepGaze
II [63] uses deep learning for eye-tracking-based saliency.
Multimodal approaches (e.g., Clark et al. [64]) integrate
EEG/physiological signals to analyze ad attention redirec-
tion. A number of experiments [65] also prove that variations
in the low-level visual features brightness, contrast, and color
orientation distort the fixation of the viewer and affect per-
ception of advertisements. These observations emphasize the
value of saliency aware ad placement, whose goal is to avoid
salient visual locations and instead place advertisements in
contextual, non-intrusive positions. Real-world application
relies directly on this observation. AdOn [66], for instance,
combines face detection, text detection using OCR, and
saliency maps for frame intrusiveness analysis across scenes.
Recent advancements further refined this path. Lu et al. [67]
proposed a saliency-guided evaluation system for integrated
video advertisements based on a deep saliency predictor
model with space-time attention patterns and multi-scale fea-
ture fusion. A 3D convolution backbone network (S3D) with
dot-product attention is adopted for the model to resemble
human visual behavior undermotion scenes. In live streaming
scenarios, LiveSense [13] employs an attention-conscious
rendering strategy and positions floating ads in low-saliency
areas and only increases them on user engagement (e.g., click,
hover). Rather than using saliency maps alone, LiveSense
incorporates historical engagement data (CPKU) along with
spatial heuristics in order to make inferences about passive
areas in real-time facilitating non-intrusive, contextually
sensitive delivery of the advertisements.

3) TEMPORAL AND SPATIAL CONSISTENCY
On interactive video platforms, ad insertions, as well as
taking place at semantically appropriate points, must also be
temporally stable and spatially coherent. On panning-camera,
transition, or long-motion videos, ads without appropri-
ate anchoring become jerky and visually discontinuous.
Temporal methods for analyzing video, particularly optical
flow-based tracking, enable systems to anticipate pace and
movement, keeping ad content visually continuous with
regards to time. Wong et al. [68], [69] proposed a method
that leverages Lucas-Kanade optical flow tracking for ad
placement stabilization between frames. It automatically
detects and tracks desired regions (e.g., crowd in a stadium)
in a manner that it accommodates perspective-correction-
based insertion varying with pan and zooming actions on
the camera. It causes the ad to stick to the same part of
the visual environment, in this way guaranteeing immersive
experience. Similarly, Efimova et al. [70] proposed to replace
banners by attaching them to the 3D-tracked scene via
the Voodoo camera tracking system. It keeps the banner
position invariant in time across frames, but avoids frame-
to-frame jitter due to inconsistent detection. Their approach
computes a homography matrix based on camera movement
and 3D keypoints in order to realistically align the embedded
banner in space with the geometry of the scene. Moreover,
3D-aware ad composition techniques utilize monocular depth
estimation and camera pose tracking in a bid to sustain correct
alignment in complex scenes. Bacher et al. [71] combined
SfM [72], SIFT features [73], and bundle adjustment for
perspective-correct ad placement, with occlusion handling
via rendering-based segmentation. Efimova et al. [70] also
incorporate occlusion handling through MODNet, a human
matting model, to preserve the realism of ads when people
walk in front of them. These approaches can be of greatest
value in genres like news, sports, and live, in which in-
scene transitions take place continually. Temporal and spatial
coherence in such systems enables in-scene advertising
placement that respects the viewer sense of reality and space.

163850 VOLUME 13, 2025



W. D. Silva, A. Fernando: Toward Intelligent Ad Breaks: A Survey and Taxonomy of AI-Driven Ad Placement

B. CONTEXTUAL RELEVANCE MODELING
While structural breakpoints are requested relative to time,
effective placement of advertisements also necessitates
semantic and affective congruence with the adjacent video
content. Here we survey AI-based methods of retrieving
narrative context and detecting affective cues. These improve
neuropsychological and ethical concerns through greater
viewer comfort, extended immersion, and avoiding tonal
disruption. These correspond to the Et (Emotional con-
gruence) and Nt (Narrative alignment) dimensions of the
AdBreakScore(t) model so that advertisements, not only
appropriately timed, are also contextual and emotionally
seamless.

1) OBJECT AND VISUAL CONTEXTUAL SYSTEMS
Earlier solutions such as VideoAder [74] made use of
conventional computer vision techniques (e.g., hierarchical
clustering and SIFT) for object identification (e.g., PCs or
telephones) and ad matching with adaptive visual queries.
Deep learning achieved significant gains with CNN-based
models [75], improving object identification as well as
limited awareness of context. A couple of systems also
incorporated user demographic signals for personalization
e.g., OLVA [75] used CNN-based gender identification for
ad targeting assistance for cloth advertisements, while Yes-
Net [76] additionally advanced detection with global scene
context by deploying spatial RNNs for enhancing focus
identification across scenes. It replaced non-maximum sup-
pression with RNN-based filtering for capturing relationships
between objects and k-means clustering for adaptive anchor
boxes. It allowed more precise ad targeting with much
larger click-through rates in a commercial IPTV service.
DeepLink [77]made use of face alignment with SeetaFace for
face identification alongwith cosine similaritymatching from
a curated set of sitcom-stars for celebrity-aware ad placement
inside sitcom content.

2) LANGUAGE AND TRANSCRIPT-BASED SCENE
UNDERSTANDING
Text-based signals from transcripts, captions, and scripts
constitute a main part of understanding scenes. Context ad
placement from classical approaches depends upon the ASR
and NLU pipelines for extracting semantic signals from
a video. Ferreira et al. [78] introduced a formulation from
scripts that treats keyword selection as a classifier with
attributes such as term frequency, part-of-speech tags, and ad
inventory. Extending further from this work,Welch et al. [79]
exploited statistical N-grams, topic modeling (LDA), and
external knowledge like Wikipedia to extract keywords
from scripts, closed captions, and transcripts from ASR.
Its unsupervised nature provides richer contextual coverage
especially with noisy or sparse text. Yi et al. [80] used
supervised learning with pointwise mutual information
(PMI) for keyword-situational category mapping to enhance
ad relevance. More recently, advanced ASR systems as

Whisper, Wav2Vec 2.0, and DeepSpeech generate accurate
transcripts even in noisy conditions. These are embedded
using transformer models like BERT or RoBERTa to extract
keywords, detect emotions, and identify scene-level themes.
Such pipelines offer scalable, robust solutions for semantic
understanding from video audio. Complementing these deep
models, TAS [30] by De Michele and Furini proposes a
lightweight alternative that uses keyword extraction from
closed captions to enable time-aligned ad targeting based
on scene semantics. While less computationally intensive,
it aligns conceptually with transcript-driven approaches to
content-aware advertising. Together, these methodologies
support linguistically mindful ad targeting such that not
merely keyword matching but also more enriching contextual
correlation linking ad themes with both changing narrative
flow as well as emotional trajectory of content is facilitated.

3) MULTIMODAL SCENE UNDERSTANDING AND FEATURE
FUSION FOR AD RELEVANCE
As advertising moves from object-level detection to narrative
alignment, multimodal systems are central to segmenting
scenes and aligning ads with narrative flow. Through the
integration of visual, audio, text, and semantic cues, these
systems look tomaximize relevance andminimize disruption.
Fusion integrates heterogeneous features in order to capture
a unified context, whereas reasoning creates cross-modal
interactions such as dependency, consistency in tone, and
narrative progression. Such fusion enables the optimization
of the interaction term w4 · (Nt · Ct · Et ) from the
AdBreakScore(t) evaluation criterion and facilitates more
holistic breakpoint decisions considering narrative, cognitive,
and emotional consistency, classified under the Decision
phase of our taxonomy. Fusion strategies broadly fall into
three categories. Early fusion integrates low-level features
prior to modeling. Mid-level fusion integrates intermediate
representations within the course of modeling in order to
provide richer cross-modal interaction. Late fusion combines
unimodal model predictions through scores or rules.

Song et al. [81] utilised a deep mid-level fusion approach
in a two-step video-in-video ad insertion framework. Six
modalities of semantics, sentiment, scene, object, audio, and
color are integrated with a neural fusion network trained
for topic classification. The merged presentations allow for
coarse hash-based searching with further fine-grained cosine
similarity scoring for identifying optimum points of insertion
with greatly increased contextual relevance and ad engage-
ment. Using analysis of structure of scenes, DEEP-AD [36]
makes use of graph-based algorithms for determining shot
transitions and consolidating scenes by mid-level fusion of
visual (HSV, ResNet), spectrogram (audio), and semantic
(faces, objects, places) information. Late fusion is utilised
for rank determination based on duration of scenes, semantic
meaningfulness, and silence for optimising viewer pleasure
while maintaining storytelling flow. SemanticAd [82] uses
a late fusion approach with segmentation of TV news films
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into story units based on facial clustering, visual attributes,
and patterns of audio. Ad insertion is determined by a unified
score with duration of scenes, objects/places’ semantic
similarity, and silence of audio in ensuring maximised
contextual relevance with minimum intrusiveness. Video
eCommerce++ [83] fuses visual semantics, user behavior,
and platform preference at the matrix level through mid
fusion. It applies factorization models (ICRR, D-HRMF)
to estimate scene salience via VSIM, which enabling
adaptive, user-aware ad placements. Madhok et al. [84] pro-
pose a hybrid mid-level fusion system combining detection
(YOLO), scene boundary detection (PySceneDetect), audio
transcription, and sequence-to-sequence summarization. This
enables semantically coherent, event-level ad insertion in
narrative-sensitive environments.

ActVA [85] illustrates a graph-structured mid-level fusion
approach designed for activity-level ad targeting. Instead of
depending on fixed scene labels, it creates activity graphs
where multimodal atom features (pose, face, object, scene,
subtitle keywords) act as nodes and semantic interactions
(e.g., pose-object, pose-pose) as edges. This representation
enables training-free, real-time ad assignment by computing
graph similarity between ad queries and video content—
offering fine-grained matching that scales to diverse, non-
predefined advertising demands. For streaming contexts with
limited resources, Kovaliuk et al. [37] present a lightweight,
real-time system that avoids deep learning. It relies on Prewitt
edge detection, MFCC audio features, and TF-IDF keyword
extraction, enabling efficient on-device inference without
cloud dependence. LiveSense [13] extends this by integrating
C3D-based visual features, SoundNet audio embeddings, and
viewer interaction data (CPKU) in an implicit mid-level
fusion framework tailored for live-streaming. This enables
disengagement-aware ad placement aligned with real-time
viewer signals.

More recently, systems like ContextIQ [86] move beyond
hard fusion by adopting a modular expert-based retrieval
architecture. Rather than jointly training multimodal embed-
dings the dedicated expert encoders process each modal-
ity (video, audio, transcript, metadata) individually. The
semantic representations are scored individually and fused
by an interpretable mechanism, providing greater flexi-
bility and scalability. Following this modular approach,
De Silva et al. [87] present a contrastive learning-integrated
framework in which CLIP-ViT and BERTopic are aggregated
for multimodal topic modeling interpretability. Visual and
text data are processed by independent pipelines and deliver
coherent topics projected against IAB content taxonomies
by cosine similarity. Contrastive embeddings deliver strong
image-text alignment and large language models (LLMs)
deliver human-understandable topic labels. Such a design
shifts from hard mid-level fusion to modular, taxonomy-
abiding retrieval resistant to noise, multilingual content-
extendable, and scalable to advertising-while-protecting-
privacy. Moreover, leveraging pre-trained foundation models
such as vision-language transformers reduces labeled data

requirements, enhancing efficiency and domain adaptability
at scale.

4) EMOTION AND SENTIMENT ANALYSIS FOR
EMOTIONALLY ALIGNED AD PLACEMENT
Ad tone congruous with content mood has a leaning towards
continuity of story and viewer engagement. Wen et al. [9]
recognized affect-congruent ads that match or slightly vary
from the emotional message of the content inducing stronger
viewer responses, while congruently not matching ads induce
discomfort. Making the same operational, Wen et al. [9]
posited decision tree model of YouTube ad persuasiveness
prediction from emotional congruence (valence and arousal)
with ad value, advert informativeness, entertainment, irri-
tation, and message engagement. Congruent negative-high
arousal pairs boost perceived ad value and positive-positive
pairs boost entertainment. Their model yields action-able
insertion thresholds, supporting priming model of emotion
effect [88] and informing emotionally matched insertion
strategies. Ramagundam and Karne [89] discussed an
emotion-based Trans-LSTM model examining viewer emo-
tion with watch time, comment, and like-based interaction
metrics. This manner, emotional analysis is facilitated even
if the direct video content analysis turns out not be viable,
basing rather upon behavioural signals for viewer response
inferring. More recent formulations like TIMAN [90] and
MEDT [91] have an emphasis upon the joint use of visual
data, text, and audio data. TIMAN, an architecture based
upon the Transformer framework, draws features fromwithin
modalities as part of an emotional state of a piece of a
video, classify-short. MEDT [91] exploits sentiment anchor
based upon natural-language and maps it with temporal
variations of the visual and acoustic features, observes
sentiment. In live streaming, danmaku provides real-time
emotional feedback. Li et al. [92] and Zhao et al. used the
hybrid approach combining the sentiment dictionary with
naïve Bayes classifier, exploring danmaku sentiment in real-
time. Zhao et al. [93] discussed an original deep-learning
pipeline, MIBE-RoBERTa-FF-BiLSTM, for danmaku sen-
timent with a domain-specific lexicon from new-word
discovery and sentiment tagging, Maslow’s hierarchy [94]
of needs. Bhattacharyya et al. [95] converted multimodal ad
content into narration and zero-shot emotion classification
for the quantification of persuasive tone. Rawat et al. [96]
developed an interdisciplinary framework of an assortment
of a facial emotion recognition module, acoustic energy
tracking, text sentiment with CNN and VADER, and prema-
ture action classification with LSTM for the determination
of neutral zones most suited for advertisement insertion.
Ulges et al. [97] demonstrated affect-aware ad planning by
converting YouTube commenter demographics (age/gender)
into visual concepts. As a whole, these strategies simulta-
neously detect emotional content and dynamically switch
based upon the way that a viewer is perceiving. Commercials
self-censor during periods of extreme emotion (violence
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or hopelessness) and air during low-intensity moments,
increasing fulfillment, brand sentiment, and ad recall.

a: MAPPING AD PLACEMENT STRATEGIES ACROSS SYSTEM
MATURITY LEVELS
Following on from the above taxonomy, this subsection con-
solidates the heterogeneity of approaches in the data-phase
illustrated in Table 1 in a maturity-based classification.

Core techniques-shot detection, saliency prediction, spa-
tial anchoring, and sentiment modeling are mapped along
four design phases: This multi-layered viewpoint explains the
development of capabilities, blending richness in semantics
with the needs of live operation:

• Heuristic models are still fast but are brittle in semantic
complexity.

• Hybrid systems Manually designed features combined
with machine learning to generalize patterns, offering
interpretability and moderate semantic depth.

• Deep semantic models are precise in context but
streaming inefficient.

• Adaptive models in real-time serve production needs
but sacrifice narrative consistency.

Table 1 below gives an overview of representative tech-
niques and systems, comparing their respective benefits and
trade-offs in these.

The evolution of ad placement models from heuristics to
deep semantic and real-time adaptive models is part of the
optimization of the basic quantities of the AdBreakScore(t)
evaluation criterion, namely, narrative alignment (Nt), cog-
nitive load compatibility (Ct), and emotional congruence
(Et). Although it is challenging to compare performance
directly due to differences in system objectives, non-uniform
datasets, and disparate measures of metrics, trends are
revealed by collected values tabulated in Table 1. Hybrid
models prevail in accuracy and balance, especially in shot
detection (up to 95% F1) and object recognition (up to 96%
precision) with good trade-off amongst interpretability and
deep semantics. Deep semantic models yield high contextual
knowledge but are found to register low AP/F1 metrics and
are computationally expensive. Real-time adaptive systems,
designed to operate in the live environment, register medium
to high accuracy, e.g., F1 ≈ 78%, mAP ≈ 79%, and register
low latency but often lose out in terms of narrative and
contextual coherence. Although the contrastive models in
ad placement through multimodal alignment, for example,
such as in the form of CLIP [98], have been studied in
the past, there is certainly untapped potential in taking
advantage of more sophisticated Vision-Language Models
(VLMs), Large Language Models (LLMs) [99], and rea-
soning models [100] to high explainability. Further use of
explicit reasoning models such as neuro symbolic systems
or causal inference architectures which could enhance the
interpretability and coherence of ad placement decisions by
modeling interdependencies among narrative, cognitive, and
emotional factors in the AdBreakScore(t) formulation. These

models have huge potential in the augmentation of contextual
knowledge, narrative coherence, and user intent modeling
in which today’s real-time and hybrid systems are generally
limited.

b: EVALUATION OF EXISTING WORK USING THE
ADBREAKSCORE(T) EVALUATION CRITERION
We assess representative ad placement approaches from
the literature by mapping their strengths and limitations
onto the AdBreakScore(t) evaluation criterion components:
Narrative Alignment (Nt ), Cognitive Suitability (Ct ), Emo-
tional Congruence (Et ), the interaction term (Nt · Ct ·

Et ), and penalty-adjusted variants (PEthical,PComputational).
Table 2 summarizes this mapping for representative method
clusters, providing a qualitative comparison of how well each
approach addresses these dimensions.

c: KEY FINDINGS FROM THE EVALUATION
Our evaluation reveals four key patterns:

1) Narrative-dominant early methods - Most early
approaches (e.g., [33], [47], [48], [49]) emphasize
narrative alignment (Nt ) via visual analysis (scene/shot
boundaries) but neglect cognitive (Ct ) and emotional
(Et ) factors, limiting viewer-centric optimization.

2) Growth in emotional modeling, but cognitive gap
persists - Recent works (e.g., [9], [91], [92]) inte-
grate richer emotional congruence (Et ) using affective
computing, yet cognitive suitability (Ct ) remains
under-represented in model design and validation.

3) Minimal interaction-term optimization - Very few
systems explicitly model or optimize the combined
interaction term (Nt · Ct · Et ), missing opportunities
to exploit synergies between narrative, cognitive, and
emotional dimensions.

4) Trade-off between depth and efficiency - Compu-
tational efficiency varies widely; streaming-oriented
solutions (e.g., [13], [38]) prioritize real-time per-
formance (PComputational high) but often sacrifice
multi-dimensional analysis depth.

C. VIEWER ENGAGEMENT MODELING
Predictive analytics uses statistical modeling and machine
learning to forecast advertisement placement and user
interaction behavior [101]. Accordingly, given historical view
behavior, user activity, and contextual metadata, such systems
are able to estimate viewers’ advert receptiveness at given
times and thus optimize efficiency with minimal sacrifice on
user experience [102], [103]. These predictions are directly
applied to the Ct term of the AdBreakScore(t) evaluation
criterion to facilitate identification of points of cognitive
receptivity. Moreover, real-time limits that were captured
through such models also facilitate of PComputational(t), imple-
mented within the soft-penalized score AdBreakScore∗(t)
and are classified under the Decision phase of our
taxonomy.
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TABLE 1. Taxonomy classification of AI Approaches: Scene/Shot Detection, Saliency modeling, & Object/Context recognition.
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TABLE 1. (Continued.) Taxonomy classification of AI Approaches: Scene/Shot Detection, Saliency modeling, & Object/Context recognition.
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TABLE 1. (Continued.) Taxonomy classification of AI Approaches: Scene/Shot Detection, Saliency modeling, & Object/Context recognition.

TABLE 2. Evaluation of representative ad placement approaches mapped to AdBreakScore(t) components (data phase).

1) USER ENGAGEMENT PREDICTION
Optimizing ad break placement largely depends on forecast-
ing user engagement to avoid viewer fatigue. Earlier work
has placed user engagement, measured as the percentage
of a video watched before quitting, at the center of
personalized content recommendations, customer retention,
ad relevance, andA/B testing [104].McDuff andBerger [105]
demonstrated facial expressions could accurately predict ad

shares and showed that some emotions primarily high-arousal
ones in the form of disgust and joy were linked with
increased engagement and motivation to share in video ads.
Their large-scale study used automated facial action coding
and temporal segmentation, showing that facial responses,
especially toward the end of a video, are reliable predictors
of engagement. These findings show that real-time emotion
recognition can inform strategies for viewer retention and ad
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placement. Building on this, the first industrial investigations
such as YouTube’s Dynamic Ad Loads (DAL) system [106]
showed the way in which real-time user activity can guide
dynamic ad insertions. DAL used session-level activity data
to balance engagement and revenue, laying a foundation
for modern personalized ad systems. These approaches
highlight the potential to extend emotion and attention
models [107], [108] often using spatio-temporal features
and LSTMs into smart ad break optimization. However,
they also raise privacy concerns when using sensitive data
like gaze or facial expressions. In contrast, prior work like
Wu et al. ‘‘Beyond Views’’ [109] introduces strong measures
(e.g., relative engagement) from large-scale samples at
the video level but does not model user-level sequential
behavior at the individual level. Cold-start predictions from
the model are rely on metadata (duration, topics, and
channel prior), which indicates engagement is predictable
even in the absence of behavioral signals. However, this
approach abstracts the individual variability and the temporal
dynamics in viewer trajectories. Excluding behavior-based
models, Stappen et al. [110] propose a new method for
user engagement estimation from statistical features of
continuous emotional time-series signals arousal, valence,
and trustworthiness to YouTube videos. This affect-driven
method facilitates prediction of engagement in the absence
of user history and hence perfect for cold-start optimization
of ads. Emotionally impactful moments (e.g., arousal troughs
or trust valleys) can inform the timing of the ad breaks in
order to target attention at a peak and user fatigue at a trough.
Extrapolating on these patterns, DIGITWISE [104] proposes
a more sophisticated method by mapping Digital Twin (DT)
ideas and XGBoost models together in order to model and
foresee user engagement. It provides a new direction in user
modelling by utilizing user-conditional sensitivity profiles
developed from prior interaction data beyond the generic
behaviour tracking or broad quality measures.

2) VIEWER DROP-OFF PREDICTION
Relative engagement measures [109] for conceptualiz-
ing viewer retention can inform strategic placement of
adverts before anticipated drop-off. Complementing this,
Dedieu et al. [111] propose forecasting session length at
login to directly estimate user-specific drop-off time. Identi-
fication at an early stage of high-risk sessions is supported
by this method and enables tactical interventions like ad
pacing, skipping, or promoting engaging content before drop-
off. Earlier research by Wassermann et al. [112] indicates
machine learning models particularly ensemble methods
capable of accurately forecasting user engagement and
Mobile Video Streaming Quality of Experience (QoE) from
only the network level indicators. Their findings show user
engagement can be correctly classified into drop-off levels
with such models as random forests and stacking ensembles
at up to 90% accuracy. Drawing on these approaches,
Qiao et al. [113] show a large-scale analysis of adaptive video

streaming using session duration as a proxy for viewer
drop-off. Their findings show rebuffering frequency and
bitrate switching rather than aggregated stall time stand
out as dominant predictors of disengagement, arguing in
favour of playback stability over peak quality. Through the
use of machine learning models and interpretable partial
dependence analysis, they uncover nonlinear quality metric
interactions with engagement. Their QoE-optimized ABR
algorithm yields 3.4% average session increase in duration,
offering proof-of-concept for the practicality in real-time
drop-off prediction and strategic placement of ads by
engagement-aware models. Drawing on these results, such
viewer drop-off probability estimator designs such as logistic
functions may be guided by engagement anticipation models
towards providing real-time, interpretable user disengage-
ment prediction in favour of more strategic viewer-sensitive
placement of ads. Lebreton et al. [114], [115] created two
lab-configured models for predicting viewer drop-off in
adaptive bitrate streaming. The former forecasts the com-
pletion rates of videos with high accuracy (Pearson r =

0.96) using interpretable parameters such as stalling position,
stalling duration, and MOS (mean opinion score). The
latter models drop-off temporal dynamics user quiting ratio
considering the coding quality in the past, interruptions
during play back, and user behavioral cues in the past, making
time-incident forecasting of viewer abandonment possible.
The models highlight that drop-off probability increases
sharply after brief stalling and rises further when stalling
happens near the end of the video, providing actionable
insights for engagement-aware playback control and ad
timing strategies. Other than network- and behavioral cues,
content-based characteristics particularly visual salience have
the potential to significantly contribute towards viewer drop-
off forecasting. Huber et al. [116] demonstrated that videos
with more low-level visual salience (e.g., motion, color,
contrast) retained viewers significantly longer, proved by the
means of survival analysis. The findings indicate perceptual
design of the content in the videos may influence the
retention profile. Incorporating salience-driven metrics into
viewer drop-off prediction models may offer a lightweight,
complementary signal for subtle interventions, such as
salience-aware ad placement.

3) SURVIVAL ANALYSIS
Survival analysis facilitates optimizing video ad placement
by predicting viewer drop-off despite diminishing attention
spans and rising exit rates. Aguiar et al. [117] provide a com-
pelling use of survival analysis to model the probability of
users continuing to watch a video beyond specific completion
thresholds (e.g., 25%, 50%, 75%). Survival curves in the
analysis exhibited sharp drop-off points for certain content
types (e.g., news) and longer-lasting attention by others
(e.g., entertainment and weather). Such results allow content
providers to identify high-retention windows in the timeline
of the video and capitalize on them in advert placement
in targeted windows. Cox and Oakes’ classical survival
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analysis [118] provides the background for the approach.
Their approach emphasizes the modelling of time-to-event
data such as viewer time-to-leave the appropriateness in the
utilization of survival curves and hazard functions in the iden-
tification of disengagement trends. That makes it especially
well-suited in the dynamic identification of windows for
optimum placement according to viewer retention trends. Qiu
and Cui [119] apply Cox regression to model user satisfaction
in online video streaming, treating session end-time as the
event in a survival framework. Using predictors like buffer
time rate, buffer count rate, and video popularity, their
model estimates the risk of user disengagement. The model
is high accurate, with 90% predictions. Such findings are
beneficial in adaptive ad scheduling by determining when
the viewer will most likely drop off and position ads more
effectively. Their research indicates both the conditions in the
network and the appeal in content are prominent in predicting
viewer retention, offering a richer foundation over which
to optimize timing of ads compared to engagement-only
models. Lebreton and Yamagishi [120] analyze user quitting
behavior in a real-world live TV streaming platform using a
combination of temporal usage patterns and quality metrics
(e.g., bitrate, stalling, loading delays). Building on this,
survival analysis can also be used to optimize which video ads
are selected and shown by modeling user engagement after
the ad is clicked or tapped. Kapoor et al. [121] use survival
analysis for the task of forecasting post-click dwell time on
native ad landing pages and introduce a procedure which
predicts the probability a user will continue to be interested
after some threshold. Their method uses a Random Survival
Forest model and trains on landing page characteristics and
user interaction history in such a way that it can output
survival curves predicting the distribution over dwell time.
While the original application focuses on native display ads,
the same principles can be extended to video advertising,
where watch time can be modeled analogously to dwell time,
and video-specific features (e.g., autoplay, video length, topic
category) are used as predictors. Integrating survival-based
watch-time prediction into video ad ranking systems enables
dual optimization both for when to show ads and which
ads to show enhancing both user experience and campaign
effectiveness.

D. AD SUITABILITY AND EFFECTIVENESS MODELING
In order to maximize ad performance and relevance, plat-
forms are increasingly using predictive models to forecast ad
completion, viewability, and emotional receptiveness. Such
models make decisions regarding which ads to display, when,
and how. Zhang et al. [122] presented an attention-based
deep CTR model based on gated recurrent units (GRU) for
latent extraction for user interest in a series of ad interaction
histories. This design greatly enhances the ability to predict
clicking based on temporal dependency in addition to
attention-weighted temporal signals from historical behavior.
In comparison, a feature-based strategy specific for YouTube

is provided in Mehta and Deshmukh [123], where static
engagement metrics in the forms of likes, dislike, views,
comments are utilized for engagement metric-based models
like decision trees, artificial neural networks for ad view
sentiment predictions. While Zhang et al.’s work excels in
sequence modeling for display advertising, Mehta and Desh-
mukh prove robust ad view predictions are possible within
a video stream environment without user history, where
contextual features, interaction-based features are harnessed.
Gunasundari and Balakumar [124] presented a PLC and
Logistic Regression two-stage modeling approach with good
ad viewability predictions based on behavioral, contextual
features. Although developed for web page interactions,
their model demonstrates the potential of interpretable
behavioral features for viewability prediction offering a
foundation adaptable to video environments. In a recent
development, Ramagundam and Karne [89] presented Trans-
LSTM, a deep learning-based model combining LSTM,
Transformer models for viewer sentiment in ad-supported
video content. By processing sequential signals including
likes, comments, shared, watch time, etc., the model retains
ad-based emotional engagement. Trans-LSTM, compared
with common classifiers Logistic Regression, Naïve Bayes,
reported improved accuracy, demonstrating successful ad
completion predictions with emotional-based ad placement
recommendation. In complementarity with these approaches,
Rajaram et al. [125] propose a three-stage causal ML model
for predicting session level measures of engagement Binge-
ability and Ad Tolerance to inform ad scheduling decisions
in stream-based platforms.

a: FOR BRIDGING PREDICTION AND DECISION EXECUTION
While this survey highlights advancements in predictive
modeling (e.g., engagement, drop-out, emotion), much less
work has been done on applying these insights in ad
optimization decisions. In addition to reinforcement learning
(Section IV-E), very few works detail how predictions
are used to drive scheduling in practice. Future research
must explore explicit decision models, rule-based reasoning,
and hybrid pipelines balancing engagement, revenue, and
ethical restrictions. In order to provide some organization
for the current scope of viewer modeling strategies, Table 3
map representative engagement prediction tasks across two
key axes: Tactical vs. Strategic predictions and Risk vs.
Opportunity goals. This dual view offers a functional
breakdown of the roles predictive models serve within the
broader ad optimization pipeline.

• Tactical Predictions: Permit short-term, session-scale
intervention for near-immediately shifting conditions
optimization agreement e.g.,identifying when users are
likely to abandon or skip an ad, and making adjustments
in pacing or format accordingly. Such models are
often founded on rapid, interpretable procedures such
as ensemble classifiers, logistic regression, or gradient
boosting.
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• Strategic Predictions: Inform long-term optimization
of engagement, retention planning, and adaptive pacing
instead of cohort-based. They often utilize temporal
structures like LSTMs, TCNs, or survival analysis to
capture broader behavioral trends

• Risk management tasks: include viewer abandon
forecasting or probability of survival assessment, both
aimed at minimizing user churn as well as ensuring
experience quality.

• Opportunity maximization tasks: are tasks with ad
completion likelihood or user prediction receptiveness,
making choices with regard to which ads are served,
when.

Despite the strengths in currentmodeling approaches, there
is limited understanding about how the predictions impact
decision logic directly. Table 3 serves as a conceptual bridge,
showing how predictive outputs can benefit operational
scheduling and adaptive delivery strategies.

b: DECISION PHASE APPROACHES EVALUATION VIA THE
ADBREAKSCORE(T) EVALUATION CRITERION
We assess representative decision-making approaches from
the literature by mapping their strengths and limitations
onto the AdBreakScore(t) evaluation criterion components:
Narrative Alignment (Nt ), Cognitive Suitability (Ct ), Emo-
tional Congruence (Et ), the interaction term (Nt · Ct ·

Et ), and penalty-adjusted variants (PEthical, PComputational).
Table 4 summarizes this mapping for representative method
clusters, providing a qualitative comparison of how well each
approach addresses these dimensions.

c: KEY FINDINGS FROM VIEWER ENGAGEMENT MODELING
EVALUATION
Our evaluation of decision-phase approaches reveals four
critical patterns:

1) Foundational Cognitive/Behavioral Dominance
Foundational work (e.g., YouTube DAL [106],
Wu et al. [109], Wassermann et al. [112]) prioritized
cognitive factors (Ct) session behavior, QoE metrics,
and drop-off prediction—while largely neglecting
narrative structure (Nt). This resulted in models
optimized for immediate engagement/revenue balance
but insensitive to content flow.

2) Recent Emotional Sophistication with Persistent
Isolation Contemporary approaches demonstrate sig-
nificant advances in emotional congruence (Et).
Emotion-Driven clusters (McDuff & Berger [105],
Stappen et al. [110]) leverage biometrics and temporal
emotional signals, while Hybrid Survival models
(Kapoor et al. [121]) extend Et to post-ad engagement.
However, Ct and Et remain siloed: emotional models
ignore QoE/behavioral cues, and cognitive models
neglect affective context.

3) UnderexploredComponent InteractionsNo approach
holistically models synergistic interactions between

Nt··Et. DIGITWISE [104] comes closest by integrat-
ing user sensitivity (Ct) with behavioral data but still
omits narrative integration (Nt). Survival Analysis
(Aguiar et al. [117]) considers content type (Nt) and
retention (Ct) but excludes emotional peaks (Et). This
represents the most significant research opportunity for
maximizing AdBreakScore.

4) Persistent Efficiency-Comprehensiveness Trade-
offs Real-time systems (e.g., YouTube DAL [106],
Qiao et al. [113]) prioritize low computational
complexity (enabling live deployment) at the expense of
multimodal depth. Conversely, high-accuracy models
(e.g., Emotion-Driven, Hybrid Survival) require greater
resources, limiting scalability. This dichotomy under-
scores the challenge of balancing responsiveness with
holistic optimization.

These patterns reveal that while current approaches
effectively optimize individual components (Ct or Et), they
fail to holistically maximize the AdBreakScore evaluation
criterion.

E. ADAPTIVE AD SCHEDULING
Beyond selecting where to advertise, modern systems also
have to select when, how often, and what advertisement to
display, all while learning about user behavior and platform
boundaries. Such ongoing optimization is clearly a sequential
decision problem under uncertainty. Reinforcement learning
(RL) solutions are perfect for this, as their learning process
can be adjusted to optimize a utility function such as
AdBreakScore∗(t) a cognitively and emotionally guided,
penalty-normalized evaluation criterion of ad suitability
that optimally trades off engagement against ethics and
computational tractability.

1) DYNAMIC AD TIMING OPTIMIZATION
This section covers two major reinforcement learning meth-
odsMarkov Decision Processes and Deep Q-Networks which
are used to determine where and when to insert ads in a way
to maximize the overall long-term engagement and revenue
and minimize user fatigue.

• Markov Decision Processes for Ad Placement
Reinforcement Learning models consider ad placement
as a sequential decision-making problem when framed
as aMarkov Decision Process (MDP), with user engage-
ment dynamics captured in the form of states, actions,
and rewards. Liu and Yang extend this framework
towards interactive video advertising through the use of
behavior logs to form user profiles and optimizing ad
strategy according to user feedback in real-time [126].
An MDP is mathematically defined as:

(S,A,P,R, γ ), (3)

where:
– S represents the state space (e.g., user engagement,

video type, current ad load).
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TABLE 3. Classification of predictive models for user engagement and ad optimization, categorized into tactical and strategic tasks, with representative
trend visualizations.

TABLE 4. Evaluation of viewer engagement modeling approaches mapped to AdBreakScore(t) Components (decision phase).

– A denotes the action space (e.g., inserting an ad,
delaying an ad).

– P(s′|s, a) is the transition probability function.
– R(s, a) represents the reward function (e.g., max-

imizing watch time while minimizing ad skip-
ping, aligning with Ct and Et components of
AdBreakScore(t))

– γ is the discount factor, determining the trade-off
between short-term and long-term rewards.

The goal of reinforcement learning is to learn an optimal
policyπ∗(s) that maximizes the expected cumulative
reward. Along the same lines, Zhao et al. [127] intro-
duce the DEAR framework, where they model the ad
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insertion problem in short video feeds (e.g., Douyin) as
an MDP. Their system represents user browsing history,
context, and recommended list as the state; whether
to insert an ad, choose the best ad, and where to put
it as the action; and ad revenue versus user retention
as the reward. This work identifies the applicability of
MDP-based RL to real-world recommender ad environ-
ments. Another important implementation is the RAM
framework presented by Zhao et al. [128], where they
model both recommendation and ad placement jointly
as a two-level MDP. The higher-level agent comes up
with a personalized video list of recommendations,
while the lower-level agent determines whether, what,
and where to insert ad videos in the list. By jointly
optimizing both the levels with reinforcement learning,
RAM balances monetization and content engagement
across popular short-form video sites such as TikTok.
Comparable to this work, Ramagundam [129] uses
reinforcement learning for optimization of ad placement
over formats like video. From features like ad type,
historical user behavior, position, etc., the model learns
policies in real-time using models like Deep Q-learning
to maximize engagement. It reveals the versatility in
MDP-based methods in multi-format settings with a
perspective towards increased algorithmic depth like
DQN.
This demonstrates the flexibility ofMDP-basedmethods
in multi-format environments and sets the foundation for
deeper algorithmic approaches like DQN, all classified
under the Decision phase of our taxonomy.

• Deep Q-Networks (DQN) for Dynamic Ad Insertion
DeepQ-Networks (DQN) are an extension of Q-learning
where the Q-value function is approximated using deep
neural networks:

Q(s, a) = R(s, a) + γ max
a′

Q(s′, a′). (4)

DQN models learn from past viewership behavior
data and find where to put advertisements based on
predicting the users’ future engagement. Through the
use of experience replay and target networks, DQNs are
able to optimize policy stability and convergence while
lowering ad fatigue and increasing ad revenue.
According to its MDP formulation, Zhao et al. [127]
also present a tailored Deep Q-Network (DQN) design
within the DEAR framework for effectively resolving
the ad insertion challenge. DEAR resolves the multi-
level decision-making problem unique from standard
DQNs with flat action sets because it simultaneously
maximizes the interdependent tasks (i) ad insertion,
(ii) ad insertion location, and (iii) ad type to insert,
within the recommendation list. This is through the
decomposition of the Q-function into a state-value
function V (st ) and the advantage function A(st , at ),
where the model, in return, can scale well across
huge combinatorial action sets. Treating ‘‘no ad’’ as a

distinct case in the action space, the DEAR framework
mitigates computational cost from O(|A| · L) down to
O(|A|), where |A| specifies the candidate ad number
while L specifies the current insertion location options.
Million-scale user session experimental comparisons
revealed DEAR to remarkably enhance cumulative
reward above baseline procedures while providing an
efficient resolution for real-time ad decision-making
in the area of recommander systems. As previously
discussed, Ramagundam [129] applies reinforcement
learning in an MDP setup for real-time ad positioning.
As part of the model, the model specifically references
Deep Q-Networks (DQN) as a promising approach
for handling high-dimensional space state, providing
for scalable learning policy for optimal ad choice
under robust contextual features,further demonstrating
the versatility of Decision phase techniques in our
taxonomy.

2) REAL-TIME AD STRATEGY ADAPTATION
Multi-Armed Bandit models are popular in real-time ad
selection because they are simple and general. Multi-Armed
Bandit (MAB) models provide a lightweight yet efficient
reinforcement learning (RL) abstraction for ad selection
optimization for streams. Multi-Armed Bandits are a good
choice for balancing exploration (trying out new ads) with
exploitation (playing good-performing ads) without being
dependent on the overheads of entire Markov Decision
Process (MDP) models. Simple policies such as the ϵ-greedy
algorithm tend to play the best-known ad the majority of the
time and sometimes explore other ads [130]. Such a policy
is determined according to the policy below where At is the
action (namely, the ad played) at time step t , and Q(a) is the
value estimate for an action a:

At = argmax
a
Q(a) with probability 1 − ϵ, else random a.

(5)

These advanced mechanisms like Upper Confidence
Bound (UCB) and Thompson Sampling (TS) optimize per-
formance with adaptive uncertainty handling as well as learn-
ing from real-time feedback [131], [132]. Jain et al. [133]
presented value in ad optimization for MAB algorithms,
especially in low-demand product promotion. Their perfor-
mance indicated the superiority of Thompson Sampling over
UCB in balancing exploration in uncertain products with
exploitation in product winners in the long term. They also
claimed that MABs outshine the use of A/B testing, wasting
impressions during exploration and failing to respond in real
time. Zhang [134] latest work contributes these guidelines
with deep learning with multi-armed bandit (MAB) policy-
based ad selection. It describes how you can effectively utilize
algorithms like Explore-Then-Commit (ETC) and Deep
Q-Networks (DQN) in real-time applications facing real-
world challenges like user feedback latency, cold start,
as well as scalability. This makes it especially perfect for
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high-demand, quick-moving ad-supported platforms like
TikTok. In comparison with classic strategies like ε-greedy
or maybe even Thompson Sampling, these strategies offer a
more adaptive, attentive decision-making model in complex
ad scenarios. In ad-limited feeds as well as attention-scarce
realities where viewership is a commodity, MAB strategies
allow networks to optimize continually as well as dominate
higher engagement ad potentials. Coupled with scene-aware
ad break detection, MABs can be a cognitive decision layer
making what ad to play decisions in order to properly
maximize relevance, revenue. As a result of their low
overhead as well as remarkable performance, low-compute
MABmodels are ideal for ad choice in real-time applications
where source scarcity, timeliness is a concern.

3) BEHAVIOR-DRIVEN PLACEMENT AND SEQUENCING
To increase the accuracy of decision-making, current ad
placement models combine RL with supervised learning.
Liu and Yang [126], for example, introduce the concept of
a mixed model where user behavior patterns are modeled
through deep learning (CNN-RNN), and the result fed
into a continually improving reinforcement learning system
optimizing ad recommendation policy. Zhao et al. [127] also
introduce the DEAR framework based on using GRU-based
recurrent models to represent user browsing sequences as
input to a Deep Q-Network (DQN) jointly predicting the
insertion of an ad, ad selection, and ad placement location in
a list of recommended videos. This mixed model can balance
representational capability with optimization over the long
term through the use of reinforcement learning. Similarly,
in a mixed model format, the RAM framework [128] uses
GRU-based models to represent user behavior and incorpo-
rates the representation into two RL agents recommending
content and ad placement. This joint trainingmodel facilitates
co-ordination between content relevance and ad effectiveness
and both user value and platform revenue improvements.
Another mixed model [135] combining deep reinforcement
learning and NLP to personalize video-based marketing
campaigns is used where the system is active across platforms
such as YouTube and Netflix using viewer behavior logs
and comment sentiment analysis to dynamically suggest
marketing videos. The RL system is learned through the
content delivery policy and supervised NLP models picking
up user preferences and mood through their content pref-
erences and comments respectively. This model illustrates
the potential where the hybrid model can tailor advertising
in video environments using both behavioral and language
signals, further demonstrating the versatility of Decision
phase techniques in our taxonomy.

a: FOR ADVANCED PERSONALIZATION AND CONTROL
In addition to distinct ad selection, Policy Gradient
(PG) [136] methods provide a means for optimizing
continuous decisions, e.g., ad frequency variation over time
according to user tolerance or usage patterns. PG methods

can be employed for training agents for identifying the policy
with the maximum expectation for long-term rewards based
on iterative refinement with interaction in the world. In the
original policy gradient theorem by Sutton et al. [136], the
gradient for the expected return J (θ ) with respect to policy
parameters θ is given as:

∇J (θ ) = Es∼dπ ,a∼πθ

[
∇θ logπθ (a|s)Qπ (s, a)

]
, (6)

where dπ (s) represents a discounted visitation distribution
over states with policy π , and Qπ (s, a) represents an action-
value function. It is applicable for problems with continuous
action spaces and function approximations such as adaptive
ad frequency control.

PG-based methods are perfectly suited for high-level
advanced personalization. As illustrations, PG-based meth-
ods like Deep Deterministic Policy Gradient (DDPG) [137]
and Soft Actor-Critic (SAC) [138] can support continuous
action spaces and potentially acquire subtle behavioral tol-
erances (e.g., when a user can tolerate an ad). Also, Proximal
Policy Optimization (PPO) [139] provides a stable on-policy
algorithm with positive learning efficiency-stability tradeoff
a necessity for scenarios where user feedback is noisy
or delayed. Although PG methods hold much promise,
unfortunately, PG-based methods are presently scarce in the
literature for video advertising, in part due to problems
like sample inefficiency as well as the need for robust
simulation environments. However, with increasing data
availability, computing power, and pre-runtime learning
tactics, Policy Gradient methods are an attractive direction
for developing ad systems that are not only progressively
more personalized, but also aligned with long-term user
and platform targets, further expanding the capabilities of
Decision phase techniques in our taxonomy.

b: EVALUATION OF DELIVERY PHASE APPROACHES USING
THE ADBREAKSCORE(T) EVALUATION CRITERION
We compare representative delivery and implementation
methods from the literature by projecting their strengths and
weaknesses onto the components of the AdBreakScore(t)
criterion of evaluation: Narrative Alignment (Nt ), Cognitive
Suitability (Ct ), Emotional Congruence (Et ), the interaction
term (Nt · Ct · Et ), and penalty-adjusted versions (PEthical,
PComputational). Table 5 tabulates this projection for represen-
tative method groups, offering a qualitative comparison of the
degree to which each method attends to these dimensions.

c: KEY FINDINGS FROM DELIVERY PHASE EVALUATION
Our evaluation of delivery-phase approaches reveals four
critical patterns:

1) Real-Time vs. Optimization Trade-off - Deployed
systems commonly prioritize real-time responsiveness
(e.g., YouTube’s DAL) [106]. In contrast, more com-
prehensive multimodal pipelines are typically more
computationally intensive and harder to deploy at scale.

2) Ethical Constraints as Afterthought Ethical Con-
straints as an afterthought most systems treat ethical
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considerations (PEthical) as secondary rather than
core optimization objectives. While basic privacy
compliance exists in approaches like RAM [128]
and DEAR [127] (e.g., data anonymization), critical
dimensions such as fairness in ad allocation and
transparency of decisions remain entirely unaddressed.

3) Limited Adaptive Feedback - Few ad delivery sys-
tems achieve effective real-time feedback loops. While
reinforcement learning frameworks (e.g., DQN [137],
PolicyGradient [136]) theoretically support continuous
adaptation, deployed implementations like RAM [128]
and DEAR [127] rely on static policies updated offline.
This limits dynamic optimization of AdBreakScore(t)
components—such as viewer engagement (Nt ·Ct ·Et )
and ethical penalties (PEthical) in response to real-time
shifts in viewer behavior or content context.

By combining these varied capabilities, modern streaming
platforms are increasingly able to reconcile monetization
imperatives with the maintenance of viewer happiness
providing ad experiences that seek to be timely, emotionally
congruent, and not intrusive. Real-time responsiveness, large-
scale personalization, and ethical transparency are ongoing
areas of development. These underpin the next section, which
describes critical research frontiers and future directions
needed to maximize the potential of AI-based ad placement.

V. TOWARD INTEGRATED, USER-ALIGNED AD
PLACEMENT SYSTEMS
In this discussion, we integrate the taxonomy of AI-powered
ad placement systems consisting of three phases (Data,
Decision, and Delivery) and the criterion of AdBreakScore
evaluation criterion to discuss the current state and future
of AI-driven ad placement systems. We discuss how vari-
ous approaches balance narrative alignment (Nt ), cognitive
compatibility (Ct , emotional congruence (Et , and ethi-
cal/computational constraints (PEthical(t), PComputational(t)).
These trade-offs are explored across several axes below to
demonstrate tensions and guide deployment choices.

A. FROM SEMANTICS TO SCALABILITY: CHALLENGES IN
THE DATA PHASE
In the Data phase, advances in multimodal fusion, saliency
modeling, and affect recognition have greatly benefited
the contextual richness of ad placement systems, yet they
are commonly at the expense of computational scalability
and interpretability. Deep semantic models are contextually
aligned, yet they are hampered by their latency and hardware
needs in the live-streaming context. Hybrid schemes, by com-
bining heuristic pre-filters with selective deep analysis, hold
the promising compromise, yet they, too, will requiremodular
formulations that can gracefully degrade based on system
resources. Saliency and emotion-aware features are still not
widely reused across phases indicating the need for data
features that are portable yet semantically strong across the
full pipeline, all classified under the Data phase of our

taxonomy. Future enhancements could leverage Language
Model(LM)-based story segmentation [140], [141] to extract
portable narrative features that operate at the story level rather
than shot level, potentially reducing computational overhead
while improving narrative alignment.

B. FROM SEMANTICS TO SCALABILITY: CHALLENGES IN
THE DATA PHASE
In the Data phase, advances in multimodal fusion, saliency
modeling, and affect recognition have greatly benefited
the contextual richness of ad placement systems, yet they
are commonly at the expense of computational scalability
and interpretability. Deep semantic models are contextually
aligned, yet they are hampered by their latency and hardware
needs in the live-streaming context. Hybrid schemes, by com-
bining heuristic pre-filters with selective deep analysis, hold
the promising compromise, yet they, too, will requiremodular
formulations that can gracefully degrade based on system
resources. Saliency and emotion-aware features are still not
widely reused across phases indicating the need for data
features that are portable yet semantically strong across the
full pipeline, all classified under the Data phase of our
taxonomy.

C. BRIDGING THE PREDICTION-TO-ACTION GAP IN THE
DECISION PHASE
In the Decision phase, predictive models of engagement,
attrition, and ad receptivity are highly developed. And yet,
a persistent gap exists between what predictive models are
able to forecast and what their predictions are turned into
in the way of real-time decision making. Although research
has framed viewer modeling tasks along tactical vs. strategic
and risk vs. opportunity axes, few implementations explicitly
tie these predictions to decision policies governing pacing,
prioritization, or ethical thresholds. The gap therefore limits
the operational value even of the most accurate models.
Future efforts must focus on unifying decision layers that
bind predictive intelligences with explainable logic and
platform-aware constraints, all techniques classified under
the Decision phase of our taxonomy.

D. EXPLAINABILITY AND FEEDBACK AS CROSS-CUTTING
PRIORITIES
While ad experience design experiences the growing central-
ity of models, explainability will need to become a system-
level property. Its predictive outputs such as when or why the
user will disengage need to be accompanied by transparent
reasoning, at least in high-stakes or regulated environments.
Methods such as SHAP [142] and LIME [143] could useful
to determine influential features, possibly helping human
oversight and policy refinement. But their performance in
real-time ad-serving systems has yet to be tested, especially
for multimodal inputs (e.g., gaze, audio, narrative) and
adaptive multimodal optimization of AdBreakScore. At the
same time, the entire pipeline will need to transform
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TABLE 5. Evaluation of representative ad delivery approaches (Delivery phase).

from being a static inference engine to a feedback-driven
loop, in which downstream delivery signals (e.g., skip rate,
rewatching behavior) are fed back into predictive modeling
and data tuning. These learning loops will be crucial in
achieving personalization that scales not only across users,
but through time and evolving content contexts, enhancing
the AdBreakScore evaluation criterion across all taxonomy
phases.

E. REINFORCEMENT LEARNING AND THE EVOLUTION OF
THE DELIVERY LAYER
Delivery phase tackles reinforcement learning (RL) as a
highly effective tool for interactive ad scheduling. By contrast
with static or rule-based methods, RL more particularly
Policy Gradient (PG) [136] variants of DDPG [144] or
PPO [139] makes possible dynamic control of variables like
ad frequency, timing, and placement. These agents are taught
to maximize long-term viewer satisfaction as well as platform
outcomes through real-time observation of feedback, making
them well-suited to highly individualized, context-sensitive
ad experiences. Their deployment in streaming ad systems,
however, remains in its infancy due to the sample inefficiency,
the challenge of modeling reward, as well as the paucity of
simulation tools.

Looking ahead, RL-based delivery systems could be
improved with the incorporation of neurophysiological
signals as rich feedback inputs toward reward modeling
and policy improvement [145]. By adding real-time signals
corresponding to cognitive load, attention, and emotion,
RL agents could gain richer insight into viewer satisfaction
beyond conventional metrics. Such incorporation would
permit the use of more advanced reward functions capturing
viewer’s current conditions, possibly remedying sample
efficiency issues with better-informative feedback. Future
studies should hence be directed toward designing efficient
processing architectures for neurophysiological data, com-
pression algorithms at the edge for their deployment, and

differential privacy mechanisms ensuring safety compliance
with effectiveness.

F. COORDINATION AND SAFETY IN LEARNING-DRIVEN
DELIVERY
In order to achieve the full potential of RL-driven delivery
systems, the second wave of work must be directed at
safe learning, reward interpretability, and simulation realism.
PG-based agents, in particular, must be steered by explicit
ethics guidelines e.g., avoidance of ad saturation, respect for
user demographic, or maintenance of narrative continuity.
Additionally, coordination between phases of the pipe must
be achieved: the Delivery phase must provide the Decision
phase with actual engagement results, as well as explicit
requests for important saliency or affect cues in the Data
phase to modify its action space. These orchestrations
between phases are the next frontier in intelligent ad delivery,
where the RL doesn’t work in isolation, but rather works
as an interface between intent predication and ethics-guided
execution.

Looking ahead, research should address how neurophysi-
ological signals can be integrated into multimodal pipelines
to enhance cognitive load assessment while maintaining
edge-compliant processing. Key questions include: What
architectures can efficiently process neurophysiological data
within strict latency constraints? How can model compres-
sion techniques enable sophisticated multimodal analysis
on resource-constrained edge devices? What differential
privacy mechanisms can be directly incorporated into feature
extraction to ensure compliance with evolving regulations
while maintaining analytical effectiveness?

VI. CONCLUSION
Advertising placement within streams ties together story-
telling, consumer experience, and monetization. The current
paper offers a critical synthesis of the literature through a
three-phased structure Data, Decision, and Delivery offering
a structured filter by which to approach present practices and
future research avenues. As can be witnessed from the Data
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phase, informative advertising placement begins with subtle
content understanding. Approaches such as multimodal
analysis, scene boundary detection, and signal extraction for
affects are the basis for context-sensitive systems. However,
gaps do persist with regard to using deep narrative structure
as well as real-time user signals, especially at emotional
or cognitive readiness for interruption to advertise. In the
Decision phase, various methods, from rule-based systems
to deep reinforcement learning, evolve insertion tactics for
advertisements. Such methods augment optimization beyond
traditional static placements that were deployed, but mutually
exclusive goals become a problem: maximizing monetiza-
tion, preserving narrative flow, respecting user autonomy,
and minimizing intrusiveness. The paper’s introduction of
the AdBreakScore metric provides a multi-dimensional basis
to such balancing acts that encompass cognitive load,
emotional congruence, and ethical limits. The delivery phase
introduces the complication of applying these tactics to real-
world systems, such as managing latency, protecting privacy,
and coordination with programmatic ad systems. While
technologically tractable, these issues present a deeper socio-
technical trade-off between transparency and personalization
as platforms globalize and must serve heterogeneous cultural
and regulatory environments. Overall, the region is moving
toward smart, adaptable, and ethically grounded systems of
ad placement, but progress is uneven. Future work should
deepen integration within AI sub-domains (vision, language,
affective computing), go beyond surface metrics with user
modeling, and embed ethical principles directly in algorith-
mic development. Additionally, increased interdisciplinary
discussion with media scholars, cognitive scientists, and UX
researchers will be required to ensure that ad placement
gets better and not interfere with the streaming experience.
In general, intelligent placement of advertisements is not
merely a technical task of optimization but a narrative,
psychological, and ethical problem of design. Effective
systems will be those that are thoughtful of audiences’
attention, emotion, and agency.
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