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Abstract

Predictive maintenance strategies in wind turbine operations have risen in popularity with
the growth of renewable electricity demand. The capacity of the strategy to predict system
health, especially for the wind turbine gearboxes, is critical in reducing wind turbine
operation and maintenance cost. Driven by the emergence of the application of large
language models (LLMs) in diverse domains, this work explores the potential of LLMs in
the development of wind turbine gearbox prognosis. A comparative analysis is designed
to investigate the capability of two state-of-the-art LLMs—GPT-40 and DeepSeek-V3—
in proposing machine learning (ML) pipelines to classify gearbox conditions based on
a labelled SCADA dataset. The LLMs were prompted with the context of the task and
detailed information about the SCADA dataset investigated. The outputs generated by
the LLMs were evaluated in terms of pipeline quality and prediction performance using
the confusion metric. Baseline ML models were developed and fine-tuned as benchmarks
using Python 3.12 libraries. Among the baseline models, the random forest and XGBoost
models achieved the highest cross-validated average Fl-scores. The results have shown
that the ML pipeline proposed by DeepSeek-V3 was significantly better than both GPT-40
and baseline models in terms of data analytical scope and prediction accuracy.

Keywords: predictive maintenance; fault detection and diagnosis; condition monitoring;
machine learning; large language model

1. Introduction

Wind energy remains a central pillar in the global transition towards sustainable energy
systems, generating over 2330 TWh in 2023, nearly equivalent to all the other renewable
sources combined [1]. With the rise in renewable electricity demand, the expansion of
offshore wind farm developments is both expected and necessary. Although offshore wind
offers superior capacity factors and energy yields than onshore installations, the associated
operation and maintenance (O&M) cost, which accounts for up to 30% of the levelised
cost of energy (LCOE), continues to pose a major economic challenge for the industry [2].
Consequently, the development of effective maintenance strategies is critical in reducing
both O&M expenditure and the overall LCOE of offshore wind energy.

In this context, recent studies show growing emphasis on predictive maintenance
(PdM) strategies for wind farm operations. This is driven by their capacity to estimate
system performance and enable timely prefailure intervention [3]. A significant portion of
PdM research has focused on the wind turbine gearbox, one of the components with the
highest failure rates [4]. Operational data of various turbine components are continuously
collected at a high sampling rate via condition monitoring systems (CMSs) and supervisory
control and data acquisition (SCADA) systems [3,5], both of which are widely deployed
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across modern wind farms. The availability of such large repositories of data contributes
significantly to the development of data-driven approaches such as failure diagnosis, failure
prognosis and effective maintenance plans of WTs in the literature.

Machine learning (ML) models such as linear regression (LINREG), random forest
(RF), support vector machine (SVM) and extreme gradient boosting (XGBoost) are widely
utilised in the early stages of data-driven gearbox research. These models often serve as
baselines for developing more complex architectures and for validating novel method-
ological approaches. In [6], ML algorithms were implemented to develop an interpretable
predictive model for bearing failure by using SCADA data from wind turbines. The mod-
els’ performances were evaluated by comparing the predicted to the observed generator
bearing temperature. The study also examined the model’s compatibility with Shapley
additive explanations (SHAP)—a technique for interpreting ML models” outputs. Simi-
lar ML models were adopted in [7] to classify equipment failure types in WTs based on
vibration data. The algorithms were trained on labelled datasets and tasked to classify
simulated data for three distinct failure modes—gear scuffing, bearing overheating and
bearing fretting corrosion. In contrast to prior studies, ref. [8] integrated SCADA data with
modelled data derived from physics-based models of the gearbox design parameters to
enhance existing gearbox prognostics methods, which typically rely solely on SCADA data.
Bearing-specific features obtained from the modelled data were utilised in conjunction with
SCADA data to train an ML classifier for binary classification tasks.

In addition to conventional ML models, deep learning (DL) models with complex
non-linear relationships have also been explored in wind turbine failure prognosis re-
search. While DL models tend to achieve higher prediction accuracy, they require longer
development time and are more demanding in terms of computational resources and data
volume [9]. In [5], the study was granted full access to the extensive dataset, detailing oper-
ational and failure logs, SCADA data and vibration measurements sourced from multiple
wind farms via an industrial partnership. This enabled the study to perform comparative
binary classification analysis involving artificial neural networks (ANNSs), logistic regres-
sion and support vector machine (SVM). When trained on the complete dataset, the ANN
model achieved the highest prediction accuracy of 72.5%. In a different study [10], the long
short-term memory (LSTM) neural network was employed to perform early prediction
of main bearing failure utilising SCADA data of an operational wind farm. A normality
model was developed using only healthy data to predict the temperature associated with
main bearing failure. Although the LSTM model developed was able to detect main bearing
failure with high accuracy, the lack of failure data for validation raises concerns about
model robustness when extended to more diverse datasets with more failure examples.

The advancement of data-driven approaches has accelerated significantly in recent
years, driven in part by the emergence of large language models (LLMs) such as ChatGPT.
LLMs have demonstrated great performance across a range of diverse tasks in natural
language processing (NLP) without the need for specific fine-tuning. Recent studies have
shown growing interest in applying LLMs beyond traditional NLP domains, including
dynamic system problems such as energy load forecasting, anomaly detection and failure
prediction due to their reasoning and generalisation capabilities [11-13].

The zero-shot capabilities of LLMs have attracted growing attention in the time-series
forecasting literature, particularly for addressing the challenge of data scarcity that often
limits traditional machine learning models. In [11], an LLM framework known as SigLLM
was developed for time-series anomaly detection using LLMs. The approach incorporated a
time-to-text conversion and end-to-end prompting timeline, enabling the LLM to perform
time-series anomaly detection. Two LLMs—GPT-3.5-turbo and MISTRAL—were investigated,
with a focus on MISTRAL due to cost efficiency. The study proposed two detection pipelines:
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PROMPTER, which directly queried the LLM to detect anomalies within a time-series window,
and DETECTOR, which involved tasking the LLM to predict future values of a time-series
window. These pipelines were benchmarked against state-of-the-art (SOTA) unsupervised
time-series prediction models such as ARIMA, LSTM and MS Azure’s forecasting tools. Under
zero-shot conditions, the DETECTOR pipeline was able to identify all anomalies correctly
with only a single error, while the PROMPTER pipeline was more effective at detecting
local outliers than identifying anomalies within the signal sequence. Limitations were also
identified, particularly the LLM’s inability to consistently capture temporal trends in time-
series signals and the PROMPTER pipeline’s relatively low precision of 0.219. In a related
study [12], the TIME-LLM framework was introduced to perform forecasting tasks. Unlike
SigLLM, TIME-LLM employed an additional layer of input augmentation through declarative
prompting that incorporated domain expert knowledge. This layer, known as Prompt-as-
Prefix (PaP), provided the LLM with contextual information such as task description and
input statistics to further improve LLM reasoning. Using a similar evaluation setup under
both few-shot and zero-shot conditions, TIME-LLM achieved 5% reduction in mean squared
error (MSE) compared to existing time-series LLMs under few-shot settings and outperformed
competitive baselines under zero-shot conditions.

LLMs have also demonstrated promising potential in cross-domain applications, where
minor or major fine-tuning is performed on pretrained LLMs with specific data to perform
tasks in a defined domain. In [13], an LLM-based framework was proposed for bearing fault
diagnosis in rotating machinery. The study introduced a fine-tuning design to enhance LLM
performance under challenging conditions such as cross-dataset generalisation, limited data
availability and unseen operational scenarios. The framework converts numerical time-series
features extracted from vibration data into textual format, which is then used to fine-tune
the LLM using low-rank adaptation (LoRA) and quantised LoRA (QLoRA) techniques. This
approach exhibited strong adaptability across multiple bearing fault datasets, demonstrating
generalisation capabilities in diverse experimental setups. Within the context of wind turbine
failure prognosis, LLM implementation remains an emerging research direction. In the
domain of power forecasting, ref. [14] proposed a model that integrates cross-modal data
preprocessing, prompt engineering and a pretrained LLM-LLaMA. The approach extracts
relevant information from SCADA data and reformats it into a modality suitable for LLM
input. The forecasting process is further enhanced by incorporating prompt prefixes containing
prior domain knowledge, improving the model’s contextual understanding of the power
generation data. This enabled more accurate power forecasting while minimising information
loss commonly associated with cross-modal data conversion.

Previous studies have demonstrated the strong potential of LLM to adapt to time-
series data analysis tasks under zero-shot conditions. Some studies which were less inclined
to architectural design also focused on improving interpretability of LLM-based anomaly
detection [15]. Motivated by these findings, this work investigates the implementations of
LLMs for gearbox failure prediction. To the best of the authors” knowledge, the application
of LLMs in wind turbine gearbox prognosis remains largely unexplored in the current
literature. The following are the summaries of the contributions of this research:

- The study has performed a comparative analysis on both GPT-40 and DeepSeek-
V3 LLMs’ performance in assisting the development of an ML pipeline for gearbox
failure prediction.

- The LLM:s are tasked through a designed prompt to develop ML algorithms in the
Python programming language to perform binary classification of gear tooth failure
for wind turbines based on labelled SCADA data under a zero-shot prompt. The
quality of the LLM-proposed ML methods is evaluated.
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- An ML pipeline, adopting logistic regression, RF, SVM, XGBoost and multi-layer
perceptron (MLP) classifier, is formulated to serve as the baseline of the comparative
study. XGBoost and MLP classifier, which are more sensitive to hyperparameter
tuning, are fine-tuned based on the SCADA dataset utilised for this study.

- The outputs of each LLM are analysed and compared to the baseline models. Ad-
ditionally, the future possibilities of LLMs in the work of gearbox failure prognosis
are discussed.

The remainder of this paper is organised as follows:

- Section 2 provides an overview of the methodology of this work in the following
sequence—SCADA dataset investigated, baseline models, data preprocessing steps,
baseline models optimisation strategy, the selected LLMs, the prompt design process
and the evaluation metric adopted in this study.

- Section 3 presents and discusses the performance results of the baseline models and
ChatGPT-generated and DeepSeek-generated ML pipelines. A comparative analysis
of the pipeline designs is also presented and discussed.

- Section 4 offers concluding remarks and future research directions revolving around
LLM applications in wind turbine gearbox failure predictions.

2. Methodology

The selection of failure prediction methods is closely linked to the nature and distribu-
tion of the available data. Factors such as whether the data consists of continuous signals
or moving averages or the availability of class labels determine the suitability of different
ML models. In this study, a comprehensive labelled SCADA dataset from a wind farm
developer that was also investigated in [5] was employed to develop baseline models which
have been commonly used in the literature for supervised classification tasks [5-8,10]. A
binary classification task was formulated to evaluate model performance across different
failure modes.

Based on this SCADA dataset, a structured prompt was subsequently designed to
supply LLMs with relevant metadata, including dataset dimensions, feature types, data
distribution and unique variables. The prompt provided explicit instructions regarding the
expected model outputs. Details of the prompt design are presented in Section 2.5. The
performance of the baseline models and LLM-generated ML models is then evaluated and
presented in Sections 3.1 and 3.2.

2.1. SCADA Dataset

The database utilised in this study was provided by a wind turbine OEM industrial
partner. The dataset is a collection of 99,904 data entries of 10 min average SCADA data
points located at different wind farms. The SCADA dataset was labelled by the developer
based on historical failure logs and corresponding prefailure time windows. The database
records the operational data of 27 different wind turbines of types A and B collected from
1 August 2008 to 30 July 2015. The data variables selected to train our baseline models are
listed in Table 1. The same variables will be used for the LLM-proposed pipelines to avoid
discrepancy due to differences in training data. The gear oil temperature and gear bearing
temperature were measured by using resistance temperature detectors (RTDs), where the
sensors were located in the sump of the gearbox lubrication system and on the intermediate
speed bearing, respectively, in each wind turbine. The SCADA dataset is labelled based
on time before failure, where the classifications are defined as “Healthy” for greater than
1 year, “1 year”, “6 months” and “3 months” before failure. The “Healthy” and “3 months”
before failure data are selected for the binary classification task. An example data sample
of the SCADA dataset is presented in Appendix A.1, Figure Al.
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Table 1. Selected SCADA Variables.

Data Features Units
1. Generator Speed RPM
2. Gear Oil Temperature °C
3. Gear Bearing Temperature °C
4. Nacelle Temperature °C
5. Ambient Temperature °C
6. AT Gear Oil and Nacelle °C
7. AT Gear Oil and Ambient °C
8. AT Gear Bearing and Nacelle °C
9. AT Gear Bearing and Ambient °C
10. Wind Speed m/s
11. Total Power Production kWh

2.2. Baseline Machine Learning Models

This section presents an overview of the machine learning algorithms adopted for
baseline models. A brief description of each algorithm is provided, with emphasis
on their underlying classification mechanisms and suitability for the task of gearbox
failure prediction.

2.2.1. Logistic Regression [16]

Logistic regression is a statistical approach used to illustrate the correlation between
a categorical outcome and a set of input variables. In contrast to linear regression, which
can only predict continuous outcomes, the algorithm utilises a logistic sigmoid function to
transform linear combinations of input variables to predict the probability of the output
corresponding to two defined classes of categorical variables (i.e., “Healthy”, “Unhealthy”).
The algorithm is commonly implemented in binary and multi-class classification problems.

2.2.2. Support Vector Machine [17]

SVM is a supervised max-margin model, often used for classification and regression
analysis tasks. The algorithm separates input vectors by defining the optimal hyperplane
that maximises the margin between different classes in the feature space. Additionally,
SVM supports non-linear classification by utilising the kernel trick, transforming the data
into higher dimensions. The robustness of the model against noisy data and overfitting has
contributed to its popularity in predictive tasks.

2.2.3. Random Forest [18]

RE also known as random decision forests, is an ensemble learning method formed
from a collection of decision trees that are trained on bootstrap samples of a given dataset.
RF addresses the common issue of singular decision tree being overfitted by training each
tree using random subsets of features at each split to improve generalisation. The final
prediction made by RF is based on the majority voting of all decision trees for classification
tasks and value averaging of all trees for regression tasks.

2.2.4. XGBoost [19]

Gradient boosting is an ensemble machine learning technique that involves sequential
error correction of weak learners such as decision trees. A new model is trained using
corrected residual errors of previous models at each iteration until a predetermined halt
criterion is reached. Utilising this framework, XGBoost is one of the best ML libraries in
terms of scalability and memory efficiency for model development.
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2.2.5. Multi-Layer Perceptron Classifier [20]

MLP is a feedforward neural network made of multiple layers of interconnected artificial
neurons. Non-linear activation functions such as sigmoid or ReLU are applied at each layer of
neurons, allowing the neural network to learn complex relationships in the data. MLP forms
the foundation of deep learning models and can be applied to different applications.

2.3. Baseline Model Data Preprocessing
2.3.1. Missing Data

Data quality plays a critical role in establishing the performance of ML models. Raw
SCADA data are often affected by incompleteness or inaccuracies arising from faulty
sensors, which typically manifest as outliers or missing values. While such anomalies may
be apparent to human perceptions, ML algorithms lack inherent mechanisms to identify
them. Consequently, training models on unfiltered or erroneous data will introduce bias in
the model predictions. Notably, the SCADA dataset in this work only has one entry with
missing values. A simple elimination strategy is adopted to remove the entry from the
training dataset.

2.3.2. Data Type Handling

Presented in Table 1, the SCADA dataset comprises both categorical and numerical
features. These features require different preprocessing techniques to ensure compatibility
with the selected baseline ML models. Although categorical features can be as informative
as numerical features in the model training, they must first be converted into numerical
representations to be processed by most ML algorithms. The transformation process is
known as encoding, a standard step in data preprocessing. Common encoding methods
employed in ML development include one-hot encoding, ordinal encoding and target
encoding [21].

This study applies one-hot encoding and ordinal encoding in the data preprocessing
pipeline. One-hot encoding transforms categorical features into binary vectors based on
the number of unique values, assigning 1 to the active category and 0 to the rest. Ordinal
encoding is used to transform the class labels into ordinal numbers ranging from 0 to
3. Furthermore, numerical features are scaled using StandardScaler to ensure consistent
feature ranges for model input.

2.3.3. Class Imbalance

Supervised learning algorithms perform classification tasks by identifying linear or
non-linear boundaries that separate different classes within the training data. In this study,
the distribution of classification is relatively balanced, where the data classification has
the ratio of “Healthy”—0.24, “1 year”—0.24, “6 months”—0.26 and “3 months”—0.26.
Although the data imbalance is not severe, the ML models may still display a minor
bias towards “6 months” and “3 months” class predictions. In the case of severe class
imbalance and multi-class classification, the synthetic minority over-sampling technique
(SMOTE) [22]—an oversampling approach that synthetically generates new data from the
minority classes—is often adopted to address the issue.

2.3.4. Model Training

In this study, the SCADA dataset is split into training and validation data using a
7:3 ratio split after undergoing preprocessing to improve data quality. The same split ratio
was adopted in [5].
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2.3.5. Baseline ML Model Optimisation

Hyperparameter optimisation is an important process in the development of ML
algorithms as it has a heavy influence on their performance on a given dataset. The hyper-
parameters govern the training behaviour, model complexity and generalisation capability
of the ML algorithms. There are two conventional strategies in hyperparameter tuning—
grid search and random search. The grid search method involves an exhaustive process of
examining all combinations of hyperparameter values within a predefined range, while
the random search method involves random sampling of hyperparameter values within
a predefined range. Comparatively, the random search approach is more efficient due to
its larger dimensional coverage of tuning parameters with less computational time [23].
Hence, the random sampling method is adopted in this study to fine-tune XGBoost and
MLP classifier to maximise their performances. The ranges of hyperparameters tested are
as shown in Tables 2 and 3.

Table 2. XGBoost Hyperparameter Tuning Range.

Hyperparameters Value Range
Number of trees (estimators) 100-1000
Learning rate 0.01-0.19
Maximum depth of each tree 3-10
Percentage of samples used per tree 0.6-1.0
Percentage of features used per tree 0.6-1.0
Minimum loss reduction to make split 0.0-0.5
Minimum sum of instance weight needed 1-10
L1 regularisation 0-1
L2 regularisation 0-1

Table 3. MLP Classifier Hyperparameter Tuning Range.

Hyperparameters Value Range
Single-layer network: (28), (56), (100)
Hidden layer size Two-layer network: (28, 14)
Three-layer network: (28, 14, 7)
Activation function of hidden layers Rectified linear unit
Optimiser algorithm “Adam”
L2 regularisation term (penalty) 0.0001-0.001
Learning rate “constant”, “adaptive”
Maximum number of iterations 200-600

2.4. Large Language Models

Large language models are complex, large-scale Al systems pretrained on extensive
datasets. Built upon advanced deep learning architectures, particularly transformer net-
works, LLMs are designed to perform next token prediction with high efficiency and
accuracy. Although LLMs were originally developed for natural language processing (NLP)
and natural language understanding (NLU) tasks, recent advancements have significantly
broadened their application scope. The deployment of various LLMs has enabled their
use in domains such as image processing, code generation and content summarisation.
Studies demonstrated that modern LLMs are capable of performing zero-shot and few-
shot learning tasks when provided with appropriately designed prompts [24,25]. The
instruction-based zero-shot capabilities of LLMs motivate this study to explore their po-
tential for wind turbine gearbox failure prognosis. In this work, 2 popular multimodal
LLMs—GPT-40 and DeepSeek-V3—are examined.
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2.4.1. ChatGPT (GPT-40) [26]

ChatGPT is a large language model developed by OpenAl, which was initially de-
signed to have separate multi-modal systems (i.e., GPT-4 with vision). The latest version,
GPT-40, is now a multi-modal model capable of receiving image and text inputs and
providing text outputs in return. The model retains its transformer backbone, which is
optimised for parallel processing to improve the next token prediction with long-term
dependencies. Unique to GPT-4o0, text, image and audio are integrated into one model
architecture, eliminating the need for separate models for speech and visuals.

2.4.2. DeepSeek-V3 [27]

DeepSeek made a revolutionary entrance into the LLM industry with their first model,
DeepSeek-R1, in 2023 with mixture-of-experts (MoE) architecture, achieving competitive
performance compared to the leading LLM at the time, GPT-4, with significantly lower
training cost. Their latest model, DeepSeek-V3, adopts multi-head latent attention (MLA)
and DeepSeekMoE architectures, which are different from the transformer architecture. The
model is trained on 14.8 trillion tokens, which is accompanied by supervised fine-tuning
and reinforcement learning, enabling the model to maximise its capability.

2.5. Prompt Design [28]

Prompt engineering is an active research area in LLM development due to its capability
in enhancing model effectiveness without advanced architectural tinkering such as hyper-
parameter fine-tuning. In-context learning (ICL) and chain of thought (CoT) are two of the
most common strategies adopted in the literature. As our work involves the generation of
ML pipelines by the LLMs through prompting, the selection of prompt strategy will greatly
affect the performance of these LLM-generated pipelines.

ICL involves the process of adding input-output example(s) to the LLM in a single
prompt, generating responses based on the examples. While task description is crucial in the
prompt design, the number of input-output examples provided in ICL differs based on the
approach taken, which can be further divided into few-shot learning (multiple examples),
one-shot learning (one example) and zero-shot learning (no example). In contrast to ICL,
CoT provides precise guidance to the LLM based on the output generated for a given
task description. Explanation and correction are given at every step to guide the LLM to
generate the desired output rather than providing an input-output example directly. This
technique may require multiple prompts to complete the task appropriately.

This work focuses on the zero-shot capability of the LLMs in the development of ML
pipelines for carrying out binary classification tasks for wind turbine gearbox failure classes.
Accordingly, a zero-shot ICL approach was employed in our prompt design. For the ML
pipeline generation by the LLMs, the details and characteristics of the SCADA dataset were
prompted to the LLMs as the context of a problem, without including any example of the
output code or ML algorithms required to perform the described task. The full template of
prompt design implemented is shown in Appendix A.2. The task description and dataset
information provided to the LLMs can be summarised as follows:

- Source context of the SCADA dataset (i.e., number of wind turbines);

- Number of data entries and features included in the SCADA dataset;

- List of numerical features and categorical features provided by the dataset;

- Included unique categorical feature details such as the number of unit types and class
labelling;

- The measurement units for power generation and component temperatures;

- Expected output format: Python code.
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2.6. Model Performance Evaluation

The baseline model performances are evaluated after being optimised with hyperpa-
rameter tuning in this study. This section presents an overview of the evaluation metric
adopted to evaluate the performance of the baseline models.

The most widely adopted evaluation metric for classification tasks (binary/multi-
class) in the literature is the confusion matrix. An illustration of the technique for multiple
classes is presented in Figure 1. The confusion matrix records the occurrences of the actual
classification and the predicted classification by the models. The occurrences are termed
as true positive (TP)—elements labelled as the selected class (k) by the model and are
actually correctly classified, false positive (FP)—elements labelled as the selected class (k)
by the model but are actually wrongly classified, true negative (TN)—elements labelled as
other classes by the model and are actually correctly classified and false negative (FN)—
elements labelled as other classes by the model but are actually the selected class (k). The
confusion matrix in Figure 1 highlights the results of the selected class b, where the TP was
highlighted in the pink cell, while the FN and FP were highlighted in green and yellow
cells respectively. The green texts in the figure represent the predictions when the predicted
and actual classification aligns with one another.

PREDICTED classification

Classes a b c d

c s

IS a TN FP N N
®

9

= b FN P FN FN
©

©

- C TN FP TN TN
<

)

|—

= d N FP N TN

Figure 1. Multi-class Confusion Matrix [29].

The record helps to serve as the building blocks for calculating other evaluation
metrics, namely precision, recall, F1-score and area under receiver operating characteristic
curve (AUC). The formulas of these metrics for the generic class, k, are shown in Table 4.
Precision determines the reliability of the model to predict a positive value of a generic
class, while recall determines the accuracy of the model in the prediction of the generic
class. These measurements help to define the reliability and the accuracy of the model in
making predictions for each class in the task. The Fl-score then gathers both measures in
the form of a weighted average between precision and recall through the concept of the
harmonic mean, resulting in a score which indicates the overall performance of the model,
where the best value is 1 and the worst score is 0.

For this study, the models” performances in binary classification were evaluated using
confusion metrics. To avoid overfitting and possible data leakage issues, cross-validation at
5 folds is applied to investigate the average Fl-score of the models.
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Table 4. Metric Formulas [29,30].

Evaluation Metric Formula
. TP,
Precision; TP+FP;
TP,
Recall; TP +FNi
_ : ] : 2xPrecision*Recall
F1-score (binary classification) Drecisiont Reeall

3. Results and Discussion

This section presents and discusses the results of each pipeline in the binary classifica-
tion of wind turbine gearbox failure based on the labelled SCADA dataset. The baseline
models were assessed using the confusion metric and cross-validated evaluation at five
folds to minimise overfitting. The precision, recall, F1-score and cross-validated average
F1-scores of each model from baseline, GPT-40 and DeepSeek-V3 pipelines are presented
in Tables 5-7, respectively. For simplicity, the cross-validated (CV) average F1-score will be
represented as CV-score moving forward. The ML model with the best CV-score in each
pipeline is highlighted in the tables below. Section 3.1 will cover the results produced by
our baseline models, while Section 3.2 will cover the results of LLM pipelines. Discussion
on the comparison between the three pipelines will be presented in Section 3.3.

Table 5. Baseline Model Binary Classification Performance.

Models Class Precision Recall F1-Score CV Average
F1-Score
Logistic 3 Months 0.69 0.71 0.71 0.6378
Regression Healthy 0.68 0.66 0.67 ’
3 Months 0.83 0.85 0.84
SVM Healthy 0.83 0.81 0.82 0.8201
3 Months 0.94 0.94 0.94
Random Forest  pyoq1¢y 0.94 0.93 0.93 0.5328
3 Months 0.94 0.94 0.94
XGBoost Healthy 0.93 0.94 0.93 0.9333
" 3 Months 0.89 0.90 0.89
MLP Classifier Healthy 0.89 0.88 0.88 0.8823
Table 6. Performance of GPT-4o0-suggested models.
Models Class Precision Recall F1-Score CV Average
F1-Score
3 Months 0.83 0.85 0.84
SVM Healthy 0.83 0.81 0.82 0.8243
3 Months 0.94 0.95 0.94
Random Forest Healthy 0.94 0.93 0.94 0.9338
Gradient Boostlng 3 Months 0.81 0.85 0.83 0.8183

Classifier Healthy 0.83 0.78 0.80
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Table 7. Performance of DeepSeek-V3-suggested models.
Models Class Precision Recall F1-Score CV Average
F1-Score
Logistic 3-Months 0.69 0.73 0.71 0.6859
Regression Healthy 0.68 0.65 0.67 :
3-Months 0.97 0.97 0.97
Random Forest Healthy 0.96 0.96 0.96 0.9605
. 3-Months 0.81 0.86 0.84
GB Classifier Healthy 0.84 0.78 081 0.8158
3-Months 0.94 0.94 0.93
XGBoost Healthy 0.94 0.93 0.94 0-9330
3-Months 0.84 0.87 0.86
SVM Healthy 0.85 0.82 0.84 0.8431
K-Nearest 3-Months 0.96 0.96 0.96 0.9494
Neighbours Healthy 0.95 0.96 0.96 ‘
Naive Bayes 3-Months 0.66 0.69 0.68 0.6512

Healthy 0.65 0.62 0.63

3.1. Baseline Models

In the baseline pipeline, it is observed that the linear models (logistic regression and
SVM) performed weakly compared to the ensemble models (random forest and XGBoost)
and the neural network model (MLP classifier). The logistic regression model had the lowest
CV-score at 0.6878, while XGBoost achieved the highest CV-score at 0.933. This shows
that simple linear models are weaker in prediction tasks involving non-linear behaviour
observed in wind turbine operation data. Although logistic regression and SVM are both
inherently linear models, it is observed that the results of the SVM model were significantly
better than those of the logistic regression model in our setup. The performance gain of
SVM can be attributed to the use of the kernel function, which allowed SVM to project
the input data into a higher-dimensional space where a linear hyperplane that separates
non-linear patterns can be determined. On the other hand, logistic regression, lacking such
capability, limits the model’s formation of a linear decision boundary in the input space,
resulting in lower performance.

Notably, the MLP classifier scored lower than RF, while XGBoost achieved similar
performance to RF despite having higher architectural complexity and undergoing fine-
tuning. For the non-linear models, the leading performance of random forest despite the
absence of fine-tuning can be attributed to the model’s strength in recognising average
patterns in datasets. As XGBoost and MLP classifier are complex models that generally
perform better when dealing with datasets with high complexity by capturing subtle
feature interactions (i.e., continuous raw temperature signals at high frequency), their
performances were relatively low considering the models’ complexity. In terms of scalability,
it is important to note that XGBoost and MLP classifier will outperform random forest with
an increase in data samples and reduced failure examples. As this is not the focus of this
work, a comparative study on datasets with higher sampling rates is not conducted.

Comparing individual model performance in each class prediction, although minor, it
is observed that the overall performance of the models was lower in the “Healthy” class
prediction when compared to the “3 months” predictions. This is due to the slight data
imbalance between the two classes, as mentioned in Section 2.3.3, resulting in bias towards
the class with more data samples.
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3.2. LLM-Suggested ML Pipelines

The results of ML models generated by the LLMs based on the prompt outlined
in Section 2.5 are presented and discussed in this section. Due to the differences in LLM
architecture, the resulting code differs in quality, length and suggested performance metrics.
To enable consistent evaluation, the evaluation metrics introduced in the previous section
are applied for comparison. This section compares the results of the LLM-suggested models
in their default settings without additional fine-tuning as the component was not defined
by GPT-40’s design. The key differences in terms of pipeline functionality and design of
the LLM-generated pipelines are further discussed in Section 3.3.

All ML pipelines defined in this work included SVM and RF as part of their classi-
fication tools. By comparing the results of SVM and RF models from all three pipelines,
it is observed that DeepSeek-V3’s model exceeded both GPT-40 and baseline models in
CV-score. Notably, the XGBoost model from the DeepSeek-V3 pipeline achieved similar
results to the fine-tuned baseline model despite operating at default settings. The leading
performance observed across multiple models of the DeepSeek-V3 pipeline is likely enabled
by an additional preprocessing step that was absent in the other two pipelines.

In the preprocessing steps of ML models, data timestamps were commonly excluded
from the training data due to the risk of data leakage that is associated with the clustering of
failure samples in a specific period window within the timeline of the dataset. While each
pipeline addressed this risk by excluding timestamps from the training data, DeepSeek-V3
leveraged the temporal information that can be found within timestamp data before re-
moving it from the training. This was performed by generating datetime features extracted
from the timestamps. The extracted features were “year”, “month”, “day”, “hour”, “day of
week” and “is weekend”. The additional features provided temporal information on the
data seasonality to the models, consequently enabling better prediction accuracy. Although
this technique is effective in uncovering seasonal patterns commonly observed in wind
turbine operational data, the generated features in DeepSeek-V3’s ML pipeline might have
resulted in data leakage from the timestamps. This is because the pipeline had extracted
timestamp information as detailed as the “hour” of the data samples, which may have
revealed more temporal information than just seasonality.

3.3. Comparative Analysis

In this work, both LLMs were given the same prompt to propose an ML pipeline
aimed at performing binary classification on wind turbine gearbox failure based on SCADA
datasets. As the ML pipelines proposed by the LLMs varied in code structures, the key
components of all three pipelines will be compared and discussed in this section. The
comparison will be made in terms of pipeline structure and design with reference to the
baseline models. Notably, the same algorithms (SVM, RF, XGBoost) in the pipelines were
sourced from the same ML libraries, and the processing time of each pipeline will be
discussed in terms of overall time taken from code initiation to result generation instead
of individual training times of the algorithms. The scope of data analysis and overall
feasibility of the proposed pipelines will be discussed at the end of this section.

The pipeline structure and design can be divided into data preprocessing strate-
gies, defined ML algorithms, defined evaluation matrices, fine-tuning techniques and
overall processing time. Among the LLMs, GPT-40 provided the most streamlined ML
pipeline comprising three basic ML models—random forest, gradient boosting classifier
and SVM. The model presented results using a confusion matrix, along with performing
cross-validation. This approach aligns with the evaluation metrics adopted for baseline
models. GPT-40 proposed a test-train split of 20:80, where an additional 10% of the data
was allocated for training compared to the test-train split ratio that this work applied.
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The GPT-40 pipeline enabled baseline model functionality without additional input by
including essential data preprocessing steps—applying a StandardScaler to scale numerical
features and OneHotEncoder to encode categorical features. However, the simplicity of the
GPT-40 pipeline came at the expense of comprehensiveness. Notably, GPT-40 did not incor-
porate data cleaning processes, thereby overlooking critical concerns such as missing values.
The issue can introduce biases during model training and reduce prediction accuracies. In
terms of the overall processing time from code initiation to generating results, GPT-40’s
ML pipeline is much quicker than the other two pipelines due to the lesser number of ML
algorithms investigated and the absence of fine-tuning steps in its code structure.

In contrast, DeepSeek-V3 proposed a more elaborate ML pipeline that encompassed a
wide range of data analysis techniques prior to classification. The pipeline initiated with
an exploratory data analysis (EDA) phase, providing overviews of the dataset including
feature types, missing value distribution and descriptive statistics with categorical counts.
Furthermore, it introduced visualisations of numerical data distributions and feature corre-
lations, which are often underemphasised in the early stages of ML pipelines. Although
these steps do not affect the prediction accuracy of the ML models, the EDA techniques are
important in improving developers’ understanding of the dataset. The pipeline also imple-
mented SimpleImputer for handling missing data, which was absent in GPT-40’s approach.
DeepSeek-V3 defined up to seven ML algorithms, including logistic regression, random
forest, gradient boosting classifier, XGBoost classifier, SVM, K-nearest neighbours and naive
Bayes. The LLM utilised both confusion matrices and receiver operating characteristic
(ROC) curves for performance evaluation. The same test-train split ratio was adopted by
both LLM-proposed pipelines. Additionally, the selection of the best model under default
settings was incorporated in the pipeline, where the best model was optimised via the
grid search method. However, the selection process was hard-coded to consider only three
classifiers—RF, XGBoost and gradient boosting classifier—thereby limiting the flexibility
and robustness of the fine-tuning approach. Notably, the grid search method is more time
and computationally demanding than the random search method that was employed for
the fine-tuning of the baseline model. This results in a longer processing time for the code
to fine-tune the selected model than the baseline model. While the random search method
is adopted in baseline models for fine-tuning XGBoost and MLP classifier which were more
sensitive to hyperparameter tuning, it is worth considering also fine-tuning RF to achieve
better prediction accuracy for the baseline model. Between the ML pipelines in this work,
DeepSeek-V3'’s pipeline had significantly longer total processing time for the pipeline to
generate the result due to the implementation of EDA for the dataset and adopting the grid
search method for model fine-tuning.

In terms of functionality, both LLMs generated functionally accurate solutions to
the classification task. However, DeepSeek-V3’s ML pipeline addressed a wider scope
of data analysis, covering data exploration steps. While GPT-40 delivered a concise and
efficient pipeline, DeepSeek-V3 offered a more holistic design, accounting for crucial stages
of data exploration, cleaning and model optimisation without being explicitly prompted.
Of particular concern is GPT-40’s omission of missing data handling, which reduces the
reliability of its generated code. From an ML development standpoint, these findings
suggest that DeepSeek-V3 may be more suitable for scenarios requiring comprehensive
pipeline generation, especially when developer input is limited or exploratory rigor is
essential under zero-shot prompting. However, it is important to point out that, although
GPT-40 performs more weakly in zero-shot prompting, this does not imply that GPT-40
cannot achieve similar performance under CoT prompting where feedback is provided by
users based on the LLMs’ responses. Further investigation into the implementation of CoT
prompting could be considered for future studies.
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4. Conclusions

This study presents a comparative analysis of two state-of-the-art LLMs—GPT-40 and
DeepSeek-V3—when generating ML methods targeting gearbox failure binary classification.
Using zero-shot learning prompts, both LLMs were provided with detailed descriptions
of SCADA data characteristics and problem context. Traditional ML methods—Ilogistic
regression, SVM, RF, XGBoost and MLP classifier (neural network)—were developed
as a baseline comparison for this study. After fine-tuning, the baseline models were
assessed using the confusion metric, with the XGBoost and RF models achieving the
highest classification performance on the SCADA dataset. In assessing LLM-generated ML
pipelines, the untuned RF model proposed by DeepSeek-V3 achieved the highest CV-score.
Additionally, the untuned XGBoost model from the same pipeline delivered performance
comparable to the best fine-tuned baseline models.

In the comparison analysis of the LLMs, the study discovered that DeepSeek-V3
outperformed GPT-40 in addressing the problem described, not only by generating task-
appropriate solutions but also by including an unprompted EDA phase in its pipeline
and addressing key preprocessing steps. Furthermore, DeepSeek-V3 proposed a feature
extraction function in its pipeline that enhanced ML model prediction accuracy beyond both
GPT-40 and baseline models. Although the adopted feature extraction method might have
contributed to data leakage, the strategy to extract temporal information from timestamps
is effective in increasing the prediction accuracy of ML algorithms through data processing.
In contrast, although GPT-40 provided a technically correct solution, it omitted critical steps
such as data cleaning and cross-validation steps, which compromised the reliability and
the accuracy of its suggested ML pipeline. Conclusively, this work recommends the use of
DeepSeek-V3 in assisting the development of ML pipelines for failure mode classification
for datasets of a similar nature to wind turbine SCADA data under zero-shot prompting.

One of the biggest limitations of off-the-shelf LLMs lies in the replicability of responses
despite providing a specific prompt. LLMs, like humans, do not “reason” identically
in response to the same prompt. Developer-specific optimisation can result in different
response quality. For instance, GPT-40 may have a limitation in the token window, which
may limit response detail and exclude optimisations that were not prompted. As the
evaluation metric adopted in this study was based on the ML model cross-validated F1-
scores rather than direct LLM performance metrics, the results cannot serve as direct
indicators of model quality. However, it was a good indicator in presenting the quality of
the pipeline designed by LLMs in solving the given problem. The variation in response
nuances necessitates a more robust and problem-specific metric, as well as more LLMs such
as Gemini and Llama to be considered in future work. While there are LLM benchmarking
metrics in the literature that specifically evaluate the quality of code generated by LLMs,
these evaluation metrics are only able to reflect the quality of code syntax and functionality.
They are unable to reflect the reasonability behind the design of the generated codes. It must
be highlighted that the results presented in this work do not definitively reflect the quality
of the LLMs, given the differences in LLM architecture and varying design intentions.

Additionally, another limitation of this work is the prompt strategy adopted for the
ML pipeline generation. It is important to acknowledge that the description of SCADA
dataset details does not provide the complete representation of the dataset. Notably,
statistical information regarding our dataset was also not included in the prompt due to
confidentiality. As a result, discrepancy in data description will affect the response of the
LLMs when defined by different users. Recent development has introduced the input
format of documents and folders in some state-of-the-art LLMSs, and it is believed that
providing a data file directly in the prompt would produce more accurate pipeline design.
However, due to confidentiality, this method was not adopted in this work.
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As the LLM is an accelerating emerging technology, it is important to acknowledge that
this study does not provide a complete representation of the technology’s capability in wind
turbine gearbox failure prediction. While this study focused on utilising the generative
capacity of the LLMs in the development of ML techniques, an important consideration for
future work is to leverage the predictive capabilities of the LLM architecture.

Prior studies have established the capacity of pretrained LLMs to perform next-token
predictions beyond NLP applications. For future work, the adaptation of LLMs in the
context of wind turbine gearbox failure prediction will be explored. As discussed in
Section 1, refs. [11,12] proposed prompt engineering approaches to enable the LLMs to
process and predict numerical time-series data effectively. The success of these approaches
in facilitating LLM-based analysis of purely numerical inputs inspires the exploration of
similar strategies to be applied for classification and continuous data prediction for SCADA
datasets of mixed data types. Furthermore, another feasible adaptation approach adopted
by [13] is to use lightweight fine-tuning on small pretrained LLMs by using domain-specific
data, enabling response generation which is more accurate to work with SCADA datasets.
However, this direction of future work might be unfavorable due to the requirement of
large amounts of domain-specific data to fine-tune LLMs for the application.
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Nomenclature

The following nomenclatures are used in this manuscript:

AT Difference in temperature

°C Degree Celsius

m/s Meters per second

kwh Kilowatt hour

TPy True positive of selected class
TNg True negative of selected class
FPy False positive of selected class
FN; False negative of selected class
Subscript

k Selected class

Appendix A

Appendix A.1

This section presents a data sample example of the dataset used in this study. Please
note that some of the details such as feature names and values of unit type have been
replaced to protect the confidentiality of the data.
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" o Diff. Gear | Diff. Gear
. lef' Gear D"f' Gear | Goar Bearing | Bearing 2 Total
d Location Wind Unit T Time Sspcsio fear ol 3" ar|1ld O;\I a:d Bearing and and TNacaIIe Rotor Wind :\mblem Power | Classifica
Code Farm nit Type Stamp " empara acelle m Tempera | Nacelle | Ambient empera RPM Speed eMPera | b oductio tion
rpm ture Tempera | Tempera 5 T Te ture ture
ture ture ure empera lempera n
ture ture

11/01/20

X 123 Y A 09 05:10 1674 57 35 50 59 37 52 22 14.7 9.9 7 250,865 | Healthy
11/01/20

X 123 Y A 09 05:20 1680 58 35 51 61 38 54 23 14.8 9.8 7 252,128 | Healthy
11/01/20

X 123 Y A 09 05:30 1677 55 32 48 59 36 52 23 14.7 9.6 7 240,855 | Healthy
11/01/20

X 123 Y A 09 05:40 1672 53 31 46 59 37 52 22 14.7 9.6 7 244,153 | Healthy
11/01/20

X 123 Y A 09 05:50 1677 53 31 46 58 36 51 22 14.7 9.8 7 250,506 | Healthy
Figure A1. SCADA dataset examples.
Appendix A.2

This section discusses the structure of the prompt design proposed in this work to
instruct the generation of functional Python codes for the development of ML pipelines
by the LLMs. It is important to note that the prompt utilised in this work is designed to
be customisable based on the characteristics of the dataset available to the user, allowing
replicability across different datasets than the one investigated in this study. The prompt
template is as shown in figure below:
Prompt Template:
You are a Python Machine Learning Code generator. Conversation initiation with LLM

by specifying expected role

You are given a SCADA dataset of a wind farm recorded at an interval of 70 minutes over the span of 7 years {insert duration of data
period} consisting 50,073 rows of entries and 18 columns of features {insert dataset dimensions}. The features include both numerical
and categorical data which are listed as below.

Define dataset period
and dimensions

Numerical features: average ambient wind speed, average total power production, average generator rpm, average rotor rpm,
average gear oil temperature, average nacelle temperature, average gear bearing temperature, average ambient temperature,
difference between ambient temperature and gear oil temperature, difference between gear oil and nacelle temperature,
difference between ambient temperature and gear bearing temperature, difference between gear bearing temperature and
nacelle temperature. {insert full list of numerical features present in the dataset}

Define data features
based on datatype

Categorical features: Time Stamp, Unit Id, Unit Location, Unit type, Classification {insert full list of categorical features present in
the dataset}

Some key Characteristics of data features: {insert relevant unique characteristics present in the data features}
*There are 2 unit types - type A and type B

*There are 2 classification label - Healthy and Unhealthy

*The power data is recorded in the unit of Watt(W)

*The temperature data are recorded in the unit of degree Celcius

Additional relevant
information that may
affect data preprocessing
method

You are tasked to perform classification on the dataset provided and investigate the performance of a few different machine
learning models. Task definition and
expected outcomes

Expected output: python code fromthe LLM

L e

Figure A2. Prompt design template.
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