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Abstract
Mitigating catastrophic forgetting in continual learning is a long-standing challenge for arti-
ficial intelligence. Often, methods used to alleviate forgetting make use of either rehearsal
buffers, pretrained backbones or task-id knowledge. However, these requirements result in
severe limitations regarding scalability, privacy preservation, and efficient deployment. In this
work, we explore how to eliminate the need for such requirements in incremental learning
approaches based on parameter isolation. We propose Low Interference Feature Extraction
Subnetworks (LIFES), amethod that learns a subnetwork per task and uses all of them concur-
rently at inference time. This solution minimises requirements; however, it creates the need
to address certain challenges. To formalize them, we break down the catastrophic forgetting
problem into 4 distinct causes, and address them with a novel lateral classifiers regulariza-
tion, weight standardization, and subnetwork interference connection pruning. Specifically,
the use of lateral classification shows very promising results, forcing the model to learn
distributions with higher inter-class distance. Using these components, LIFES achieves com-
petitive results in standard task-agnostic scenarios, demonstrating the viability of this new
perspective for parameter isolation, which has minimal requirements. Finally, we discuss
how future work can improve this new paradigm further, and how the strategies defined can
be complementary to other approaches.
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1 Introduction

Artificial Neural Networks have achieved great success when trained in independent and
identically distributed data (i.i.d.) [1, 2]. However, this requirement limits the adaptability of
AI systems, as it becomes unfeasible to train them on dynamic streams of data where, over
time, older data might become unavailable, new classes might appear, or domains might shift
their distribution [2]. In order to alleviate these issues, and promote more scalable models, it
is necessary to develop systems capable of learning and adapting to new tasks while main-
taining previously acquired knowledge. Without further intervention, this continual learning
setting poses a challenge commonly known asCatastrophic Forgetting (CF): previously learnt
knowledge is forgotten when the model is optimised for a new task without access to older
data [3–5]. Therefore, the main objective of continual learning methods is to find balance for
the stability-plasticity dilemma: preserving performance in previous tasks, while allowing to
learn new ones [6].

In order to evaluate the capabilities of machine learning systems in continual learning
scenarios, a commonly used setting is Incremental Learning (IL). In IL, the system is trained
on a sequence of tasks, one at a time, without access to data from previous or future tasks [3,
5, 7, 8]. In recent years, multiple approaches have been developed to alleviate CF in IL [5,
9]. During inference, if the task to solve is known, the IL setup is considered task-aware. In
this scenario, the best performing methods are based on parameter isolation, which train a
subnetwork per task, and use the task-id to deploy the correct one during inference [10–12].
In task-agnostic setups, where task-id is not available, the most successful approaches use
exemplar memories, which store samples of previously seen data [7, 8]. It is also worth noting
that, during training, since labeled data is available, access to the task-id is granted both in
task-aware and task-agnostic setups.

The requirement for exemplar memories or task-id during inference results in severe
limitations regarding scalability, privacy preservation and deployment. Therefore, it is of
interest to explore alternative solutions that bypass these limitations. A potential way forward
is to enable parameter isolation methods to work without task-id or exemplars, in order to
bring their benefits from task-aware to task-agnostic setups. To achieve this, we propose
a new method, Low Interference Feature Extraction Subnetworks (LIFES). The proposed
algorithm trains subnetworks within a neural network of fixed capacity. Then, at inference
time, it deploys the full model without selecting any specific subnetwork, hence executing
them concurrently with a single forward pass (see Figure 1).

Deploying all subnetworks concurrently represents themost ambitious scenario for param-
eter isolation, as it is optimal in terms of requirements and computational cost, but faces
the challenge of interference between subnetworks. This challenge has not been previously
addressed, as it does not arise when using task-id. Therefore, the focus of this work is to study
its implications and to propose solutions that make LIFES a viable alternative to current CL
methods. To this end, we first propose a novel definition of catastrophic forgetting that breaks
the challenge down into 4 factors: (a) weight overwriting, (b) weight interference, (c) repre-
sentational overlap and (d) class-energy imbalance. The proposed LIFESmethod prevents (a)
through a gradient constraint based on the subnetworks, then, it incorporates Lateral Classi-
fiers Regularisation and Weight Standardization to alleviate (c) and subnetwork Interference
Connection Pruning to alleviate (b). These components are evaluated through multiple abla-
tion studies, and the LIFES method is compared to relevant strategies [11, 13–15], which
we reproduce under a common framework. Results show how LIFES achieves competitive
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Fig. 1 (a) Parameter isolation methods mostly use task-id knowledge to deploy the correct subnetwork, or
require multiple forward passes at inference time. (b) Our proposed approach deploys a subnetwork that
contains all previous ones, regardless of the task, hence ignoring task-id

results in class-incremental sequences on CIFAR100 [16] and Tiny-ImageNet [17], demon-
strating how concurrent subnetwork deployment can be a viable alternative to task selection.

The remainder of the paper is organised as follows. Sec. 2 presents an overview of related
work on incremental learning. Sec. 3 provides the definition of the 4 components of CF. Sec. 4
defines the proposed LIFES algorithm, describing each of its main parts and relating them to
the components of CF they address. After that, their joint implementation is summarised in
Sec. 4.5. Sec. 5 presents the experimental results, including the state-of-the-art comparison
and the ablation studies. Finally, Sec. 6 discusses the relevance of the method and the road
ahead for future work.

2 Related work

Weprovide a brief overview of themost relevant families of incremental learning approaches.
To support privacy preservation [18, 19], we do not consider rehearsal-based methods, and
therefore focus on strategies that can be used without storing exemplars.
Regularization-based. These approaches introduce stability by adding a regularization term
to the loss which penalizes changes onweights (based on their estimated importance) [13, 20]
or penalizing activation differences [14, 21]. The main loss term is usually the cross-entropy
loss, which only promotes plasticity. These approaches show promising results in task-aware
IL, but usually require to be paired with rehearsal [22] or external datasets [23] when not
having access to the task-id, as reported in [7]. Since our setting does not consider these
later strategies due to privacy preservation, we restrict our comparison to the exemplar-free
versions.
Prototype-based. When considering the exemplar-free scenario, some recent approaches
combine distillation strategies with the use of statistics or prototypes from previously seen
classes [24–27]. Classes from different tasks, which are not learnt together, are likely to
incur in representational overlap (see Sec. 3). Prototype augmentations provide estimations
of which dimensions overlap in the representations, thus allowing the classifier to learn more
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discriminative boundaries between classes of different tasks. More recently, FeTrIL [15]
proposes a prototype variant that relies on features being translated based on the cosine
similarity between classes. This approach reports superior performance to other prototype
basedmethods in incremental learning scenarios of varying length. The intrinsic limitation of
prototype-based strategies is that the representation of older classes is required to not change
for the prototypes to remain valid.

Parameter isolation. Parameter isolation approaches explicitly define task-specific
parameters, i.e., associating parameters to a given task and, therefore, allowing to preserve
performance on those classes by preventing weight overwriting in them. Architecture grow-
ing approaches such as [10, 28–31], choose to add additional parameters to the network
when a new task is learnt. On the contrary, mask-based parameter isolation methods, such as
HAT [11], PackNet [32], TFM [33] or WSN [34], fix the network size and dynamically allo-
cate parts of the network to different tasks. These approaches are mostly used in task-aware
setupswhere the task-id is used to deploy the relevant subnetwork and choose the correct clas-
sifier head, avoiding representational overlap between classes that were not learnt together.
Lately, there has been a growing interest in applying parameter isolation to task-agnostic
setups. MORE[35] and ROW [36] bypass task-id with the use of exemplar memories, while
SupSup [37] defines a network of non-learnable weights and uses an optimisation process
to select a combination of masks. Alternatively, SpaceNet [38] proposes a method similar to
importance-based regularization [13, 20], which freezes the top-kmost important weights per
task, making it also a task-agnostic parameter isolation method. Finally, other mask-based
approaches such as RMN [39] and MIND [40] require to run inference on all sub-networks
independently and then select the highest logit across all. For example, MIND improves
sub-network accuracy by first training a full network for each new task, and then transferring
its knowledge to the sub-network through knowledge distillation. This approach differs from
ours in that the inference cost grows with the sequence length, requiring a forward pass per
each learned task.

As a final summary, Table 1 presents a comprehensive comparison of desirable properties
among related approaches. Regularization-based methods and prototype-based ones share
a lot of similarities, having less requirements than other methods, and therefore the most
desirable properties in terms of deployment. Parameter isolation, on the contrary, has more
requirements. Methods from this family which remove the need for a task-id, do so by adding
rehearsal or frozen backbones and extra computation during inference.

The approach proposed in this work is the only parameter isolation method with as little
requirements as prototype-based and regularization approaches. This is of interest in order to
bring the benefits of parameter isolation, such as complete prevention of weight overwriting,
to setups where it is needed to minimize compute, where the network parameters can not be
grown, where no task-id or rehearsal can be used, and where backbone training is beneficial
(not frozen).

3 The causes of catastrophic forgetting

Identifying the causes of catastrophic forgetting is the first step towards its mitigation. These
causes can be categorised following different perspectives. A common example is the work
in [7], which presents weight drift, activation drift, inter-task confusion, and task-recency
bias as the challenges that need to be solved when preventing CF. Here, we present a differ-
ent perspective, which formalises mathematically the mechanisms that cause forgetting in
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Table 1 Method comparison on different requirements for incremental learning

Type Rehearsal Task-id Frozen � params � compute

EWC [13],MAS [20] Regulariz. No No1 No No No

LFL [21], LWF [14] Regulariz. No No No No No

iCaRL [22], EEIL [41] Regulariz. Yes No No No No

PASS [24], SSRE [25] Proto + Reg. No No No No No

FeTrIL[15] Proto No No Yes No No

HAT[11], TFM[33] Param isol. No Yes No Masks (feat.) No

PackNet[32], WSN[34] Param isol. No Yes No Masks (weight) No

ROW [36],MORE[35] Param isol. Yes No No Masks (feat.) OoD classifier

SupSup[37] Param isol. No No2 Yes Masks (weight) Yes

LIFES (Ours) Param isol. No No No3 No No

1 Original proposed for task-aware, but commonly adapted to task-agnostic.
2 Proposes versions of the method for task-aware and task-agnostic
3 The best performing version freezes the first three convolutional layers to increase stability

an incremental learning setup, making explicit their implication in classification error, and
therefore allowing to better understand the effect of IL methods in CF mitigation.

Therefore, we propose a definition of catastrophic forgetting that decomposes the problem
into the following sub-components:

• Weight degradation: including weight over-writing and weight interference.
• Representation interference: including representational overlap and class-energy

imbalance.

Consider a typical classification problem, where the target distribution for a cross-entropy
loss function is a one-hot encoded vector yc with value 1 for the correct class c and 0
elsewhere. The unormalized output oc of the network is passed through a softmax function
ôc = eoc∑

i e
oi and the resulting distribution ôc is forced to match yc by the loss.

Given the activation of the last layer of the network aL(x), and a classifier layer ψ , the
network output for a class c is calculated as the inner product between the classifier weights
connected to its logit ψoc and the activation aL(x) (Eq. 1).

oc = ψoc · aL(x) =| ψoc || aL(x) | cos(ψoc , aL(x)) (1)

In an incremental learning scenario, after learning themapping from x to ôc, later training can
modify these output probabilities ôc, causing catastrophic forgetting when it makes P(ôc | x)
and P(yc | x) diverge.

If we consider an incremental learning sequence with t tasks (or training sessions) we can
define the activation of a given layer l as:

al(x) = x · (W∈t
l + W /∈t

l ) , (2)

where W∈t
l are the weights trained during task t and W /∈t

l the weights which were not active
while learning that task (because they were deactivated or because they were added in a later
stage). Then, in later training sessions, catastrophic forgetting will be caused byweight over-
writing if W∈t

l is modified and by weight interference if W /∈t
l becomes active. These are

usually reported together across most task-aware setups [13, 20, 41], but we specifically
provide a disentanglement between them.
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Furthermore, since the value of oc will be defined by the product in Eq. 1, we identify the
representation overlap problem [15, 24] in the cosine similarity calculation, as the overlap
between representations of different classes will translate into higher logit values for the
incorrect classes, increasing the probability of misclassification. Classes learnt in different
training sessions are the main cause of this problem, as they are not trained together and,
therefore, their separability is not taken into account. In this work we aim at reducing this
representational overlap.

Finally, the class-energy imbalance problem [42–44] can be found in the |ψoc | term, as
some classes might have higher weights, promoting interference by scaling the effect of the
representational overlap. This is because, if there is representational overlap, the output for
wrong classes will be non-zero, and this output will scale with |ψoc |. If certain classes have
a higher | ψoc |, they will be chosen over the correct one more often. Balancing classifier
weights is out of the scope of this work, where we focus only on the feature extraction part,
this means that methods tackling this issue such as [42, 45] would be complementary to ours.

3.1 Mapping CF causes to CLmethods

Building on the previous decomposition of CF, we now map it to representative CL methods
from the literature, analysing which components each method mitigates in order to clarify
their strengths and limitations. Table 2 summarises this mapping.

• EWC [13] /MAS [20]:Weight importance is estimated to preserve accuracy on previous
tasks. Modifying the most relevant weights for the task is penalized through a regular-
ization loss. Therefore, these methods exclusively tackle weight overwriting, which is
reduced but not fully prevented, as all weights can still be changed.

• LFL [21] /LWF [14]: Themodel trained for previous tasks is saved as a teacher reference.
Then, when training with data from the new task, a distillation loss penalizes deviations
from the teacher logits on previous tasks. Therefore changes in the output are penalized
without explicitly enforcing the weights to be the same. Maintaining previously learned

Table 2 Summary of the catastrophic forgetting components which reviewed CL methods can alleviate. ✓ =
fully prevented; = partially mitigated; ✗ = does not address. Notice that partial mitigation encompasses
from slight to major benefits, their relative efficacy is not compared here

Method Type Weight
Overwriting

Weight
Interference

Representation
Overlap

Class-Energy
Imbalance

EWC [13],MAS [20] Regulariz. ✗ ✗ ✗

LFL [21], LWF [14] Regulariz. ✗ ✗

iCaRL [22], EEIL [41] Regulariz.

PASS [24], SSRE [25] Proto + Reg.

FeTrIL [15] Proto ✓ ✓

HAT [11], TFM [33], Param isol. ✓ ✓ N/A N/A

PackNet [32],WSN [34]

ROW [36],MORE[35] Param isol. ✓

SupSup [37] Param isol. ✓

LIFES (Ours) Param isol. ✓ ↑ 1 ✗

1A major contribution of the method is the large reduction in representational overlap, which matches that of
joint training in multiple scenarios
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features unchanged is a trivial way to preserve the logits of previous classes, which
arguably corresponds to the nearest local minimum, thus making weight overwriting
less likely. However, promoting features that are equivalent under the new data (with a
different set of weights) would also be a valid solution. Due to this, high learning rates can
cause forgetting and overfit to the new loss landscape, leading to accuracy degradation
being determined by how much this loss landscape differs from the hypothetical joint
loss. In a similar way, weight interference might be alleviated too. When weights that
were previously inactive interfere with the logits of previous tasks, their activation would
be penalized by the distillation loss. Representational overlap, on the other hand, is not
addressed, as classification heads are not trained jointly, thus, the separability between
classes of different tasks is not enforced. Moreover, if data from new classes has larger
activations on the logits of older ones, distillation will preserve them. This promotes the
usage of features which highly activate for old classes in the representation learnt for the
new one, hence increasing representational overlap (experimentally observed in Sec. 5).
Finally class-energy imbalance remains unaffected, as the activations of new classes are
unconstrained.

• iCaRL [22] / EEIL [41]: Distillation losses are combined with exemplar memories.
Similar to other distillation approaches, weight overwriting and interference are allevi-
ated, but not completely prevented. However, representational overlap is alleviated by
the exemplar memory. Given that training is performed with examples of classes from
previous tasks, separability from the new data to these examples is maximized (which is
equivalent to minimizing their overlap). The limitation lies in how faithfully the exem-
plars represent the past data distribution, therefore, representational overlap could still
occur, and it will be proportional to this approximation error. In the sameway, due to clas-
sification heads being jointly trained, class-energy imbalance is mitigated (proportionally
to this same approximation error).

• PASS [24] / SSRE [25]: Storing the mean activation of each class (prototype), synthetic
pseudo-features are generated by sampling from an approximate distribution. This mim-
ics the benefit of exemplars by training to explicitly minimize the overlap between old
and new classes. Its limitation is the approximation error of these samples and the fact that
representation for old classes can not change. In SSRE, weight overwriting is reduced by
freezing the backbone, learning residual adapters, which represent a small fraction of the
total parameters, and then re-parametrizing to assimilate the adapters into the backbone
without adding additional parameters. This process causes weight overwriting, still, the
adapter is trained with a distillation loss to preserve representations for previous classes,
therefore as with pure distillation approaches, it is likely to reduce weight overwriting
partially.

• FeTrIL [15]: In contrast to other prototype based approaches, FeTrIL completely freezes
the backbone, allowing weight overwriting and interference to be fully prevented. Rep-
resentational overlap is reduced by training with the pseudo-features generated from the
prototypes, and because the backbone does not change, these prototypes are guaranteed
to remain valid. Class-energy imbalance is also mitigated by jointly training all classifier
heads. The cost of this robust forgetting prevention is the limit on plasticity imposed by a
frozen backbone. Sec. 5 presents results in scenarios were this lack of plasticity becomes
a bottleneck for the method.

• HAT [11] / PackNet [32] / TFM [33] / WSN [34]: If task-id is known, representational
overlap and class-energy imbalance are trivial to solve, given that only the classification
head for the current task will be used during inference. In this scenario, these methods
fully prevent weight overwriting and weight interference by isolating a sub-network per
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task. The only challenges are the limits in network capacity and knowledge transfer
between tasks.

• ROW [36] / MORE [35]: In the task-agnostic setup, exemplar-based parameter iso-
lation methods try to guess the task to solve. As an example, ROW predicts it through
an out-of-distribution classifier. Parameter isolation during training fully prevents weight
overwriting. Then, weight interference, representational overlap, and class-energy imbal-
ance are fully prevented during inference when the OoD classifier correctly predicts the
task, else the output will be completely incorrect. Representational overlap between tasks
makes prediction more challenging.

• SupSup [37]: A mask per task is learned to adapt a set of random weights to each task.
Then an optimisation process is performed to find the mask with lowest entropy, using
its task-id for inference. As before, if the estimation is correct, the 4 causes of forgetting
are prevented, if it fails, the output is incorrect.

• LIFES (Ours): Parameter isolation sub-networks are deployed concurrently without
attempting to predict task-id. Then weight interference and representational overlap are
explicitly mitigated by additional techniques. The representational overlap component
of CF can be considered resolved if it is as low as that obtained through joint training
on all data. Results in Sec. 5 demonstrate how LIFES achieves this goal in multiple
setups, unlike the rest of compared methods, representing a major step towards complete
alleviation of this component.

4 LIFES: Towards task-agnostic parameter isolation

As previously described, the proposed LIFES algorithm extends the parameter isolation
approach to task-agnostic inference by learning subnetworks within a neural network model
and deploying them concurrently during inference (Sec. 4.1). However, by doing so, two
challenges arise: weight interference and representational overlap. We tackle these other
catastrophic forgetting components by reducing subnetwork interference (Sec. 4.2), introduc-
ing weight standardization (Sec. 4.3), and through the novel lateral classifiers regularization
(Sec. 4.4).

4.1 Concurrent subnetworks

Subnetworks are learnt for each task t and layer l by defining a mask mt
l over the activations

atl , in a similar style as in other task-aware mask-based approaches [11, 34, 46, 47]. The mask
acts as a gatingmechanism, definingwhich activations are inhibited or active via ãl = al�ml .
These masks are learnt during training as in [11] by passing a learnable embedding vector
el through an annealed sigmoid function σ following ml = σ(s · el). The scaling factor s
linearly increases as training progresses within the current task, reaching a maximum value
smax. Therefore, as s increases, the sigmoid becomes increasingly closer to a step function.

Previous methods such as HAT [11] use the task-id t to select and apply mt
l when solving

a task, both in training and evaluation. On the contrary, we propose to use a cumulative
mask m≤t

l (for training and evaluation) which combines the neurons activated by the current
embedding and the ones active in previously learnt masks:

m≤t
l = max(mt

l ,m
≤t−1
l ), (3)
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Afterwards, both m≤t−1
l and mt

l can be discarded. Once the training of a task is complete,
evaluation can be performed without the need to store any extra mask, sincemt

l can be used to
prune the weights assigned to inhibited activations. Therefore, the method is not affected by
the growingmemory problem [10, 33]. The only increase inmemory is the (strictly necessary)
classifier weights, which need to be added in any incremental learning method when new
classes need to be learned.

During training, to prevent subnetworks from claiming all activations within each layer,
a mask capacity regularization term is introduced, promoting sparsity and inhibition of acti-
vations within the subnetwork. The cost of this regularization is defined as:

LM =
∑L−1

l=1
∑Nl

i=1 m
t
l,i

(
1 − m<t

l,i

)

∑L−1
l=1

∑Nl
i=1(1 − m<t

l,i )
, (4)

adding all mask values across all activations i=1.. N and layers l=1.. L−1. The previously
unused activation masks (1−m<t

l,i ) are used to nullify the cost of reusing previously trained
activations.

Therefore, by learning a mask with each new task and adding them to a cumulative mask,
we obtain a parameter isolation strategy that allows to learn a subnetwork per task while
being able to evaluate without the need of the task-id.

4.2 Interference Connections

Parameter isolation methods prevent weight overwriting by constraining the gradient ∇l of
the weights which are relevant to previous subnetworks. Usually, a mask per task is stored,
requiring the task-id to know which one to apply [11, 32, 33]. Therefore, subnetworks learnt
for later tasks will not interfere with the previously learnt ones, and the gradient constraint
is defined by:

∇′
l,i j =

(
1 − min

(
m<t

l−1,i ,m
<t
l, j

))
∇l,i j , (5)

where i is the neuron index at layer l−1 and j the one at layer l. In contrast, our experiments
(Sec. 5.3) show how, when multiple subnetworks are active at the same time, there is a subset
of weights that can cause forgetting if they are not frozen. This is because the subnetwork
from task t will train with m<t , but after training for later tasks t + n, the cumulative mask
m<t+n will activate extra neurons, which could modify the activations j in m<t

l if i /∈ m<t
l−1

and i ∈ m<t+n
l−1 . This results in future subnetwork interference, which represents part of

the weight interference component defined in Sec. 3. With LIFES, the remaining weight
interference is caused by the activations which were inhibited at task t ( j /∈ m<t

l ), but are
active in the later mask j ∈ m<t+n

l . This second part cannot be easily prevented, since we
still want to allow training of new subnetworks. However, future subnetwork interference
can be removed by modifying the gradient constraint so that the aforementioned connections
are frozen:

∇′
l,i j = (1 − m<t

l, j )∇l,i j . (6)

Moreover, since weights will still have non-zero values from the network initialisation, we
set them to zero so that future pre-synaptic activations i do not affect older subnetworks. We
call this process Subnetwork Interference Connection Pruning (SICP). A representation of
its effect is presented in the colored weights WL in Fig. 2, where the dashed black arrow
indicates the weights pruned by SICP. These weights would have been trainable in other
parameter isolation approaches.
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Fig. 2 LIFES diagram. Layer activations ai are masked by m<t
l and mt

l , and weights which could modify
activations masked bym<t

l are frozen. WeightsWL are coloured to demonstrate this, which is the result of the
gradient restriction and SICP. Classifier weights (ψ and φl ) are divided into groups (or classifier heads) for
each set of classes corresponding to a task. Colouring in the classifier weights indicates that only the weights
of the classes being learnt are modified

4.3 Weight standardization

Weight standardization (WS) [48]was proposed as an alternative to BatchNormalization [49]
to enable training with smaller batch sizes. For each layer activation, WS forces the weights
connected to it to be normal. This provides two benefits, smoothing of the loss landscape and
avoiding the creation of elimination singularities (i.e. weights/convolutional kernels under
constant inhibition due to being mapped to the null gradient region of the non-linearity).
Moreover, learning normalized layers promotes a more controlled signal scaling [50].

Learning feature representations under this constraint can influence the representational
overlap between subnetworks in methods such as ours, as shown in Sec. 5.4. As a result of
the experiments obtained with different WS setups (see Sec. 5.4), LIFES implements WS
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for its frozen layers, but not in the trainable ones. Implementation for non-frozen layers is
detailed in Appendix B.5.

4.4 Lateral Classifiers Regularization

The main contribution of this work towards the mitigation of representational overlap is
the Lateral Classifiers Regularization (LCR). When minimising the loss for a set of classes,
the solution space will contain different distributions for the feature representations. All of
themmaximise separability between the current classes being learned. However, separability
with respect to classes from other tasks is not taken into account in the loss minimisation.
Thus, some solutions might be more prone to overlapping with the representations learnt for
classes in other tasks than others.

In order to learn a distribution for current classes with lower probability of overlapping
with future ones, we enforce the distribution to have more discriminative features across all
layers by adding a lateral classifier to each of them. This classifier is a linear layer φl which
is only used during training. Then, given ground truth labels y, each of these classifiers are
learned through the regularization loss LLCR, which is an average of the cross-entropy losses
LCE across all lateral classifiers:

LLCR = 1

L − 1

L−1∑

l=1

LCE(φl · atl , y) . (7)

This promotes more discriminative feature representations even in earlier layers. Intuitively,
earlier layers might learn more general features, which are used to build the representations
of multiple classes. With LCR, these layers will also be forced to have some class-specific
neurons to aid the lateral classifier, therefore creating a more separable representation and
promoting diversity.

The results in Sec. 5.1 and 5.2 show how the representations learnt by LCR considerably
reduce representational overlap, providing the same inter-class distance as the upper bound
(joint training), and even higher in Sec. 5.3.

4.5 LIFES

The LIFES algorithm implements the previously explained concurrent subnetwork strategy
with SICP and LCR. Therefore, its loss is comprised of three components: the classic cross-
entropy loss (LCE ) for classification, the mask capacity regularization (LM ), to promote
mask sparsity, and the LCR regularization (LLCR) to promote more discriminative features
at all layers,

L = LCE + λMLM + λLCRLLCR (8)

where the λ hyper-parameters balance their corresponding regularization losses.
Regarding WS, as justified by the results in Sec. 5.4, it is only applied to the first three

convolutional layers. These three layers are frozen after training the first task, as the filters
learnt in them extract general features which can be reused for later tasks [51–53].

A diagram of the LIFES training algorithm is presented in Figure 2, illustrating the process
of training subnetworks and the integration of SICP and LCR into the process. For further
clarification, Algorithm 1 depicts the order of operations upon arrival of a new task. Notice
how trainingψoc∈t and φoc∈t means that only the weights connected to the logits of the classes
being trained (oc∈t ) are modified.
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Finally, regarding the memory cost of the method, during training, the cumulative mask
m≤t

l stores only one float per channel in convolutional layers and a float per neuron in fully
connected ones. This adds significantly less overhead than storing task-specific checkpoints,
and crucially, it does not growwith the number of tasks, unlikemost other parameter isolation
approaches [11, 25, 33, 37]. Computationally, masking involves lightweight element-wise
operations, and the pruning step (SICP) is a one-time operation that freezes select weights
and adds no runtime cost. Regarding LCR, it introduces per-layer linear classifiers used only
during training, which increase the parameter count depending on the number of classes
for the current task. In the case of the tested AlexNet architecture for a 10-class task, this
accounts for 0.6% of the total network parameters.

During inference, the method has no additional computational or memory costs, given
that the mask can be fused with the network.

5 Experimental results

For our experiments, class-incremental scenarios are defined as a sequence of T tasks with
C classes each, shortened to C×T . The tasks are image classification challenges, for which
we use CIFAR-100 [16] and TinyImageNet [17] datasets, and each class only appears in a
single task (disjoint tasks). Themain network architecture used in these experiments is the one
proposed by [11], which adapts anAlexNet architecture for 32×32 inputs. This allows to easily
compare performance to EWC [13], LwF [14] and HAT [11], which are classic references
for task-aware approaches. Additionally, performance was also tested for the AllCNN [54]
and ResNet [55] architectures. We report accuracy over all classes at the end of the sequence,
in task-aware (TAw Acc) and task-agnostic (TAg Acc) format. The former only uses class
outputs for the current task, while the latter concatenates all class outputs without using the
task-id. We also evaluate task forgetting (Forg) [56] as the difference in performance with
respect to the initial accuracywhen the taskwas learned. Given that this work focuses on task-
agnostic methods, TAg Acc is the main metric used to rank the performance of the methods,
while TAw metrics are given as complementary information. Finally, we propose an inter-
class distance, wherewe collect the average activation per class, calculate the pair-wise cosine
distances between all classes, and report the mean across all of them. Notice that the standard
deviation for inter-class distance is not across the multiple seeds as in the other metrics, it is
calculated across all the pair-wise distances between classes, and afterwards, its mean across
all seeds is reported. All reported approaches are reproduced under the same framework with
fixed initialization and training batch order for a fairer comparison (implementation details
in Appendix B).

5.1 State-of-the-art comparison

To contextualize the performance of the tested methods, we provide three baselines: fine
tuning,which sequentially trains each taskwithout anyCFprevention; freezing,which freezes
the network backbone after training the first task, and then just trains classifier heads; and
joint, which adds the data from previously seen tasks to the current task, training in i.i.d.
format and therefore defining the upper bound. Continual learning methods will prove useful
for a specific setup if their performance in it is superior to fine tuning and freezing, while joint
serves as reference for the maximum achievable performance. Additionally, in Table 3, we
present the results obtained with other methods when reproduced with the same network and
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Table 3 Results for CIFAR-100 (50×1 + 10×5) with the first non-incremental task containing half the classes
across 5 random seeds, presented as mean (± standard deviation)

TAw Acc ↑ TAg Acc ↑ TAw Forg ↓ TAg Forg ↓ Inter-class dist ↑
Finetuning 66.08 (± 1.68) 18.98 (± 1.71) 14.60 (± 1.25) 25.18 (± 3.38) 0.47 (± 0.18)

Freezing 71.98 (± 0.83) 38.30 (± 1.36) 0.00 (± 0.00) 11.16 (± 0.45) 0.47 (± 0.17)

Joint 79.74 (± 0.55) 54.66 (± 1.10) -0.70 (± 0.20) 0.96 (± 0.45) 0.55 (± 0.16)

EWC [13] 70.50 (± 1.25) 20.86 (± 1.20) 8.62 (± 0.62) 19.82 (± 4.26) 0.51 (± 0.17)

LWF [14] 35.53 (± 1.03) 17.30 (± 0.95) 50.23 (± 0.93) 69.13 (± 0.73) 0.19 (± 0.11)

FeTrIL [15] 67.72 (± 0.83) 36.16 (± 1.41) -0.28 (± 0.37) 15.26 (± 0.67) 0.47 (± 0.17)

HAT [11] 70.54 (± 0.80) N/A 0.00 (± 0.00) N/A N/A

LIFES (Ours) 77.80 (±0.39) 42.78 (±0.72) 0.20 (±0.09) 5.64 (±0.59) 0.55 (±0.16)

in the same training conditions. We use EWC as representation of regularization methods,
LWF for distillation, FeTrIL for prototype-based andHAT for task-aware parameter isolation.

Results show how our method achieves competitive results, surpassing the performance
of the reference task-agnostic approaches in the proposed setup. Regarding inter-class dis-
tance, LIFES demonstrates the highest amongst the methods tested. It is specially relevant
how it matches the one from the joint upper bound, which trains with i.i.d. data. Following
sections provide analysis on how this is achieved. Results on longer sequence lengths and
Tiny Imagenet are available in Appendix B, showing proportional results which reaffirm
the conclusions. Results with alternative architectures, including AllCNN and ResNet, are
presented in Appendix A. As a summary, Table 4 presents the performance of LIFES in each
of these networks along with the parameter count, demonstrating how the method works in
different architectures.

Finally, notice that TAw Forgetting is close to 0 in LIFES. This means that when the
correct classifier head is chosen (which is equivalent to discarding the classes trained in other
tasks) most interference disappears, even when all subnetworks are active concurrently. This
shows that, when using the LIFES approach, it is not necessary to mask out subnetworks
for irrelevant tasks. Then, the method can be used to reduce the CF problem to classifier
head selection. If a reliable method for this selection is proposed, combining it with LIFES
becomes a very promising approach.

Algorithm 1 LIFES
Initialize m<t as all zeros
for each new task t do

1. Add new classes c ∈ t to the classifiers ψ and φl
2. Jointly train W , mt , ψoc∈t and φl,oc∈t

(subject to gradient constraint in Eq. 6)
3. Aggregate the current mask (Eq. 3)
4. Prune according to SICP (Sec. 4.2)

end for
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Table 4 LIFES performance for different architectures in CIFAR-100 (50×1 + 10×5) across 5 random seeds,
presented as mean (± standard deviation)

Network Params TAg Acc ↑ TAg Forg ↓ Inter-cls dist ↑
AlexNet 6.5M 42.78 (±0.72) 5.64 (±0.59) 0.55 (±0.16)

AllCNN 5.4M 42.62 (± 1.29) 10.62 (± 1.46) 0.32 (± 0.13)

ResNet20 4.8M 39.98 (±2.48) 6.94 (±0.95) 0.31 (±0.12)

5.2 Lateral classifiers regularization ablation

In order to analyse the influence of the proposed Lateral Classifiers Regularization loss on
improving representational overlap, we perform an ablation study where we compare LIFES
with and without this component (see Table 5). Furthermore, we include results for freezing,
the zero-forgetting baseline that represents maximum stability and minimal plasticity by
freezing the model (except the classifier) after the first task. We include measures for the
mean and maximum activation across all non-masked neurons and sparsity of the last layer.
Sparsity is calculated as the percentage of neurons with an activation greater than a threshold.
Eight different thresholds are used, calculated as a percentage p of the maximum activation
value, where p ∈ {1.0, 2.5, 5.0, 7.5, 10.0, 12.5, 15.0, 20.0}(%). The reported value is the
Area Under the Curve calculated by means of the trapezoidal rule.

The results show a consistent improvement in TAg accuracy when using LCR, with an
improvement in plasticity at the cost of a small increase in forgetting. This is likely a result
of forcing more discriminative representations in each layer, which makes the inter-class
distance higher, therefore reducing representational overlap. This interpretation is further
reinforced by the fact that TAw accuracy is not improved by LCR, since representational
overlap between classes learnt at different training times is already solved by choosing the
correct classifier head and therefore ignoring classes from other tasks.

The remaining reported values give an idea of the difference in the distribution of the
feature representations. The mean activation is similar with and without LCR, but sparsity
is consistently higher when using it, and so it is the mean maximum activation, indicating a
distribution with more salient features.

5.3 Interference connection pruning ablation

Wealsoprovide an ablation studyon the subnetwork InterferenceConnectionPruning compo-
nent,which prevents the future subnetwork interference effect that causesweight interference.

Table 5 Results for CIFAR-100 (50x1 + 10x5). Accuracies, forgetting and statistics for LCR study. Presented
as mean (± standard deviation) across 5 random initialisation seeds

TAw Acc ↑ TAg Acc ↑ TAw Forg ↓ TAg Forg ↓
Freezing 72.04 (±0.58) 38.08 (±0.41) 0.00 (±0.00) 12.04 (±1.43)

LIFES w/o LCR 77.44 (±0.60) 34.64 (±1.47) 0.14 (±0.08) 3.92 (±0.43)

LIFES with LCR 77.80 (±0.39) 42.78 (±0.72) 0.20 (±0.09) 5.64 (±0.59)

Inter-cls dist ↑ Mean Max Sparsity AUC

Freezing 0.47 (±0.18) 0.05 (±0.00) 0.81 (±0.03) 3.98 (±0.17)

LIFES w/o LCR 0.44 (±0.15) 0.09 (±0.00) 1.11 (±0.04) 4.90 (±0.16)

LIFES w/ LCR 0.55 (±0.16) 0.10 (±0.00) 2.25 (±0.11) 2.94 (±0.20)
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Table 6 Results for CIFAR-100 (10×10). Presented as mean (± standard deviation) across 5 random initial-
isation seeds

TAw Acc ↑ TAg Acc ↑ TAw Forg ↓ TAg Forg ↓ Inter-class dist ↑
Joint 83.50 (± 0.41) 56.30 (± 0.33) -0.46 (± 0.36) 5.22 (± 0.19) 0.55 (±0.16)

LIFES w/o SICP 66.56 (± 1.29) 25.70 (± 1.13) 8.12 (± 0.77) 40.78 (± 1.35) 0.73 (±0.18)

LIFES with SICP 73.38 (± 0.68) 31.60 (± 0.33) 0.34 (± 0.10) 7.76 (± 0.85) 0.54 (±0.17)

Table 6 presents results with the 10×10 sequence, which is the longest and therefore makes
the benefits of SICP’s stability most noticeable. Appendix B provides the results also with
the 50×1 + 10×5 sequence, where the accuracy with and without is very close. The LIFES
algorithm implements this mechanism as we prioritise performance in longer sequences to
enable scalability.

Interestingly, inter-class distance is higher when SICP is not applied, due to the cost of
interference connection pruning being a reduction in capacity and plasticity. Our results
show higher accuracy for newly learnt tasks when SICP is not used, since their subnetworks
have more weights available. However, this comes at the cost of performance degradation in
pre-existing subnetworks.

Finally, it is worth noting how the higher inter-class distance of LIFES without SICP is
even higher than the one for the joint upper-bound. This indicates that the representations
learnt through LCR are even more separable than those learnt when training all classes in the
same session, but this effect is reduced when we apply SICP to prevent the aforementioned
source of catastrophic forgetting.

5.4 Weight standardization analysis

Weight standardization limits the solution space ofweights to those ofmean0 and std 1, reduc-
ing plasticity.We evaluate different combinations of layer freezing (see Table 7), to showcase
how applyingWS to all layers is detrimental, since it causes the task-agnostic accuracy of the
first task to be preserved at the cost of having it close to zero for any subsequent tasks. When
WS is applied only to the frozen layers, results show consistent improvement, with higher
average TAg Acc, lower forgetting, and higher inter-class distance. This seems to indicate
that, for layers that are not used to generate task-specific features (due to being frozen), the
representations learnt with the WS constraint incur in less representational overlap. Conse-
quently, for LIFES, we freeze the first three layers after learning the first task and apply WS
to them.

Table 7 Results with different weight standardization (WS) configurations for CIFAR-100 (50x1 + 10x5).
Additional results available in Appendix B. Frozen stands for frozen layers. Which layers are frozen or
Standardized is indicated with a range of indexes, "All", or "None"

WS layers Frozen TAw Acc ↑ TAg Acc ↑ TAw Forg ↓ TAg Forg ↓ Inter-class dist ↑
None [1, 3] 74.64 (± 0.27) 40.36 (± 0.42) 0.34 (± 0.12) 6.56 (± 0.29) 0.36 (±0.16)

[1, 3] [1, 3] 77.80 (±0.39) 42.78 (±0.72) 0.20 (±0.09) 5.64 (±0.59) 0.55 (±0.16)

All [1, 3] 70.44 (± 0.39) 10.90 (± 0.11) 0.12 (± 0.07) 0.12 (± 0.04) 0.36 (±0.16)

None [1] 70.16 (± 0.71) 32.38 (± 1.29) 0.28 (± 0.07) 8.24 (± 1.19) 0.52 (±0.17)

[1, 3] [1] 71.22 (± 0.27) 31.58 (± 1.04) 0.18 (± 0.13) 2.98 (± 0.32) 0.45 (±0.16)

All [1] 65.60 (± 2.77) 13.02 (± 8.64) -0.02 (± 0.12) 0.70 (± 1.40) 0.43 (±0.18)
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Table 8 Performance of the method for different dimensionalities of the last layer for CIFAR-100 (50×1 +
10×5). Last layer dimensionality indicated besides the name. All other layers remain the same

Approach TAw Acc ↑ TAg Acc ↑ TAw Forg ↓ TAg Forg ↓ Inter-class dist ↑
LIFES 1024 77.28 (± 0.35) 40.56 (± 0.36) 0.42 (± 0.15) 4.90 (± 0.32) 0.51 (±0.15)

LIFES 2048 77.80 (±0.39) 42.78 (±0.72) 0.20 (±0.09) 5.64 (±0.59) 0.55 (±0.16)

LIFES 4096 78.18 (± 0.64) 45.32 (± 0.35) 0.20 (± 0.09) 7.00 (± 0.46) 0.58 (±0.16)

5.5 Capacity Analysis

When studying representation overlap, the dimensionality of the representations is an impor-
tant factor. It is well-known in High-Dimensional Computing, that the orthogonality between
a set of random representations will scale with its dimensionality, and decrease the more rep-
resentations are placed in its space [57]. Motivated by this observation, we study the effect
of changing the dimensionality of the last layer of the feature extractor, projecting to the
original 2048, and also to 1024 and 4096 (see Table 8).

Results showhow there is a slight improvement in inter-class distancewhendimensionality
is increased, but this benefit seems to come from better plasticity, rather than a reduction in
forgetting. Specifically, the improvement comes from having more capacity available to
allocate into the subnetworks, since later tasks have lower accuracy as the number of non-
frozen neurons becomes increasingly smaller. Therefore, growing network capacity does not
show a correlation with reducing representational overlap. However, it still shows accuracy
improvements, as the capacity of the network is fixed, and it eventually saturates when
multiple subnetworks have been learnt.

6 Conclusions

In this work, we present amethodwhich allows to extend parameter isolation from task-aware
to task-agnostic IL without the use of rehearsal, and with minimal computational require-
ments. A novel definition of the causes of CF is proposed, which breaks down the challenge
into four factors and relates it to the performance of existing CL methods. The study clarifies
how LIFES prevents weight overwriting, and how it can be affected by representation over-
lap and weight interference. Therefore, we propose solutions to alleviate the last two. SICP
reduced weight interference, while LCR and WS were proven to alleviate representational
overlap. Specifically, LCR shows in some cases even higher inter-class distance than the
joint training upper bound, making it a promising stand-alone component which could be
combined with other methods to reduce representational overlap.

LIFES obtains competitive results, surpassing the performance of alternative task-agnostic
approaches in several experimental setups. This indicates that the concurrent deployment of
subnetworks can be a way forward as long as the relevant CF components are addressed.
LIFES serves as the first instantiation of this new paradigm.

Looking forward, it is important to notice that the proposed algorithm focuses on feature
extraction, while the energy imbalance component of CF is present in the classification layer
(Sec. 3). This means that LIFES does not explicitly address it. Instead, it is complementary to
those algorithms which alleviate it, such as [42, 45], therefore, combining them is of interest
for further research.
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Additionally, the experiments performed on ResNet architectures also motivated a
direction for future work. Results demonstrated the challenge imposed by task-agnostic
normalization and standardization, which were bypassed through the addition of an addi-
tional layer. Despite finding this solution, we believe it is sub-optimal, as the plasticity of the
network is still limited in the convolutional layers. Solutions enabling better plasticity or the
use of a different architecture are worth exploring.

Finally, as discussed in Sec. 5.1, the ability of LIFES for reducing the problem to classifier
head selection is arguably a promising starting point for future approaches. Forgetting can
be prevented in the backbone by LIFES, and additional strategies could be applied to the
classifier layer to perform head selection.

Appendix Summary

• Appendix A evaluates LIFES on two additional architectures and compares it again to
existing approaches. The AllCNN architecture shows how the method works on fully
convolutional networks and how the results are consistent with the conclusions drawn
in the main manuscript. On normalizer-free ResNets (NF-ResNet), we describe how the
weight standardization introduces a challenge, and the workaround proposed to tackle it.

• Appendix B contains the additional results with CIFAR-100 and TinyImageNet, which
are consistent with the conclusions presented in the main manuscript.

Appendix A LIFES in alternative architectures

In order to test whether the benefits of LIFES are consistent when applying it to alternative
architectures, we also evaluate it for two more network architectures: AllCNN [54] and
ResNet [55].

A.1 LIFES with AllCNN

The fully-connected layers in AlexNet account for most of its parameters. Therefore, it is of
interest to check whether the masking strategy proposed by LIFES behaves in the same way
for networks which are fully convolutional and do not depend on densely connected layers.

To test this, we choose the AllCNN architecture. Specifically, we use the configuration
of Model C from the original article [54], which employs 8 convolutional layers as feature
extractor and a 1×1 convolutional layer followed by global pooling as classification layer. To
make comparisons fairer, the width of the feature extraction layers was doubled with respect
to the dimensionality defined in [54]. This creates a 5.4M parameter network, which is closer
to the 6.5M parameters of the AlexNet used for the other experiments.

Table 9 presents the results with AllCNN, which are consistent with those obtained with
AlexNet (see Sec. B), and considerably close in average accuracy. The most notable dif-
ferences are LIFES in the 10×10 sequence, where it is a 7% more accurate with AlexNet
than AllCNN, and LWF in the 50×1 + 10×5 sequence, where it is a 9% more accurate with
AllCNN than AlexNet. Apart from that, the inter-class distance is lower for all methods with
AllCNN, probably due to the lower dimensionality of its last feature extraction layer (384
compared to AlexNet’s 2048).
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Table 9 Results with the AllCNN network for CIFAR-100 (10×10) and CIFAR-100 (50×1 + 10×5) presented
as mean (± standard deviation) across 5 random seeds

CIFAR-100 10×10
Approach TAw Acc ↑ TAg Acc ↑ TAw Forg ↓ TAg Forg ↓ Inter-class dist ↑
Finetuning 49.08 (± 1.67) 13.76 (± 0.46) 28.94 (± 2.07) 54.98 (± 2.00) 0.26 (± 0.01)

Freezing 56.74 (± 1.88) 17.26 (± 0.93) 0.00 (± 0.00) 7.20 (± 1.55) 0.13 (± 0.01)

Joint 82.68 (± 0.43) 54.90 (± 0.76) 0.28 (± 0.57) 5.52 (± 0.97) 0.37 (± 0.01)

EWC [13] 64.56 (± 2.14) 21.36 (± 2.19) 13.54 (± 1.54) 30.98 (± 3.25) 0.23 (± 0.01)

LWF [14] 42.42 (± 0.99) 13.26 (± 0.29) 35.94 (± 0.80) 57.88 (± 2.86) 0.12 (± 0.01)

FeTrIL [15] 51.26 (± 2.30) 18.28 (± 1.46) 0.60 (± 0.44) 19.00 (± 0.61) 0.13 (± 0.01)

HAT [11] 66.46 (± 1.02) N/A 0.00 (± 0.00) N/A N/A

LIFES (Ours) 65.30 (± 1.78) 24.98 (± 0.69) 3.08 (± 0.56) 13.78 (± 1.21) 0.21 (± 0.01)

CIFAR-100 50×1 + 10×5
Approach TAw Acc ↑ TAg Acc ↑ TAw Forg ↓ TAg Forg ↓ Inter-class dist ↑
CIFAR-100 50×1 + 10×5
Finetuning 58.44 (± 2.15) 22.34 (± 1.26) 19.84 (± 1.43) 37.12 (± 2.72) 0.27 (± 0.01)

Freezing 72.40 (± 1.06) 34.74 (± 1.68) 0.00 (± 0.00) 6.94 (± 1.18) 0.22 (± 0.01)

Joint 78.34 (± 0.67) 54.14 (± 1.16) 0.40 (± 0.71) 2.80 (± 0.98) 0.33 (± 0.01)

EWC [13] 69.52 (± 0.84) 26.00 (± 0.83) 6.52 (± 0.79) 12.82 (± 1.92) 0.26 (± 0.01)

LWF [14] 60.14 (± 1.19) 26.42 (± 0.49) 22.14 (± 0.84) 42.72 (± 2.96) 0.16 (± 0.01)

FeTrIL [15] 67.86 (± 0.89) 37.68 (± 1.39) 0.64 (± 0.50) 16.50 (± 0.71) 0.23 (± 0.01)

HAT [11] 54.20 (± 3.86) N/A 0.00 (± 0.00) N/A N/A

LIFES (Ours) 77.06 (± 0.58) 42.62 (± 1.29) 2.66 (± 0.73) 10.62 (± 1.46) 0.32 (± 0.01)

A.2 LIFES with ResNets

When designing neural network architectures, it is well known that residual connections are
useful to ease the training of deep feed-forward structures, and therefore they have become
the common denominator among deep network architectures [58–61]. These connections
reformulate the problem to learning residual mappings by adding a skip path that sums the
input of a block of layers to its output. This makes it easier for the learning algorithm to build
identity mappings and prevent depth induced accuracy degradation [55]. Later work [50]
has proven that, in order for residual networks to be effective, either Batch Normalization
(BN) [49] or alternative strategies which replicate its benefits (weight standardization) are
necessary. This is becauseBNmakes the contribution of the residual path increasingly smaller
through depth compared to the skip path at initialization. This makes the network effectively
shallow at earlier training stages, and allows it to give deeper layers increasingly more
influence by increasing the variance in the weights as training goes on. Additionally, it also
neutralizes the mean shift activation caused by ReLU, increases the maximum affordable
learning rate and acts as an implicit regularizer.

When using these architectures in incremental learning without task-id, implementing
strategies such as BN or the weight standardization (WS) proposed in NF-ResNets [62]
becomes a challenge due to the changes in data distribution. In the case of BN, activation
statistics will be updated for the most recent task, degrading the performance on older dis-
tributions in the style of weight overwriting. This issue has less of an impact in task-aware
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Table 10 Results for LIFES with NF-ResNet in CIFAR-100 (50×1 + 10×5) presented as mean (± standard
deviation) across 5 random seeds.. Additional methods also reported for reference. NF-ResNet20 uses a wider
architecture of k = 4. One extra FC layer is added when indicated in the network column. Frozen stands for
frozen layers. Which layers are frozen or standardized is indicated with a range of indexes or "All"

Approach Network WS
layers

Frozen TAw Acc ↑ TAg Acc ↑ TAw Forg ↓ TAg Forg ↓

LIFES NF-ResNet20 All [1,14] 67.53 (± 2.74) 13.78 (± 0.60) 9.08 (± 2.72) 1.00 (± 0.34)

LIFES NF-ResNet20 [1,18] [1,14] 8.96 (± 0.23) 1.76 (± 0.23) 14.06 (± 1.12) 15.68 (± 1.38)

LIFES NF-ResNet20 + FC All [1,14] 74.48 (± 0.47) 34.98 (± 2.77) 4.78 (± 0.73) 13.98 (± 4.42)

LIFES NF-ResNet20 + FC All [1,20] 78.98 (± 0.43) 39.08 (± 0.54) 0.35 (± 0.21) 5.95 (± 0.69)

Finetuning NF-ResNet20 + FC All None 74.74 (± 0.65) 27.38 (± 1.90) 10.68 (± 0.77) 23.20 (± 3.62)

Freezing NF-ResNet20 + FC All [1,20] 78.94 (± 0.29) 26.06 (± 0.75) 0.00 (± 0.00) 1.08 (± 0.29)

Joint NF-ResNet20 + FC All None 85.26 (± 0.43) 64.52 (± 0.79) −0.50 (± 0.36) 3.60 (± 0.75)

HAT [11] NF-ResNet20 + FC All None 65.66 (± 0.62) N/A 0.0 (± 0.00) N/A

EWC [13] NF-ResNet20 + FC All None 75.86 (± 0.98) 23.72 (± 2.18) 9.30 (± 1.22) 17.26 (± 5.22)

LWF [14] NF-ResNet20 + FC All None 78.74 (± 0.91) 38.42 (± 3.52) 0.48 (± 0.25) 5.14 (± 2.13)

FeTrIL [15] NF-ResNet20 + FC All [1,20] 75.84 (± 0.24) 48.30 (± 0.50) 1.56 (± 0.22) 20.98 (± 0.31)

methods, where the task-id is available and used to choose the statistics for the current
task [33]. Even when ignored, in task-aware parameter isolation, masks are not active con-
currently, neurons will be active only in their relevant tasks, therefore having more consistent
statistics.

To address this issue, we adopt the main idea from NF-ResNets, and adapt WS to our
proposed incremental learning scenario. This is done as explained in our WS experiments,
which are presented in full in Appendix B.5. To make the comparison fairer with respect to
the AlexNet architectures, we test a wider NF-ResNet20 with a width multiplicative factor
of k = 4. The number of parameters is then 4.3M compared to the 6.5M of the AlexNet used
for the rest of experiments.

Results show how, consistent with the analysis done in Sec. 5.4, WS reduces plasticity
(Table 10). Therefore, task-agnostic accuracy when all layers are standardized is very low,
and only the first task achieves high accuracy. Therefore, performance when reducing the
number ofWS layerswas tested. Eliminating Standardization caused unstable training, due to
the ResNet’s need for WS or BN (as previously explained). In such conditions, the optimizer
struggled to find good weight configurations and often caused forgetting due to exploding
gradients.

To solve the limitation in plasticitywhen usingWS,we add a fully-connected layer of 2048
units after the convolutional feature extractor. This expanded network has 4.9M parameters
and achieves competitive accuracy, since it now has now enough plasticity. Additionally,
for this network, we also observe how freezing the convolutional layers reduces plasticity
along with forgetting, achieving a better balance for this setup and therefore higher average
accuracy.

These experiments highlight the challenge of adapting normalization or standardization
in ResNet architectures to task-agnostic parameter isolation. First, WS needs to be adapted
to incremental learning (as defined in Appendix B.5) in order to prevent forgetting. Then, the
remaining challenge is the limitWS imposes on plasticity, which in this work we compensate
by means of an additional fully-connected layer. Looking forward, it is of interest to find
alternative solutions that circumvent this limitation, as we consider that adding extra layers
is a sub-optimal solution.
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Additionally, Table 10 also reports the accuracy obtainedwith the expandedNF-ResNet20
and other methods, including the three baselines: Finetuning, Freezing, and Joint. These
results allow to contextualize how the accuracy for LIFES is still competitive but the afore-
mentioned effect of WS on plasticity limits the benefit of using ResNet. Other approaches
such as LWF and FeTrIL demonstrated a greater improvement with the architecture change,
with FeTrIL obtaining the highest accuracy in the (50×1 + 10×5) setup. These results are to
be expected, as theWS challenge does not apply when the backbone is frozen, and the higher
number of classes in the first task favours its freezing strategy. Regarding LWF, with the NF-
ResNet there was a great reduction in its amount of forgetting compared to when it was used
in other architectures. This seems to indicate that the plasticity reduction of WS provided the
necessary stability to this method, while the additional FC layer provided enough plasticity.
Additionally, it is also possible that part of the benefit is due to ResNet architectures being
more suited for the knowledge distillation approach.

Apart from that, it is also interesting how Finetuning improved performance with this
network. We hypothesise that the limitation in plasticity caused by WS promoted, again,
more stability, making this approach, which does not implement any CF prevention, find a
better stability-plasticity balance.

Appendix B Additional experiments

We provide further results which support the reported experiments in the main manuscript.
This section contributes with new scenarios and datasets to the results within Sec. 4.
We include CIFAR-100 in the 10×10 class-incremental scenario for all experiments in
Tables 14, 15, 16 and 17, and TinyImageNet 50×1 + 15×10 for the state-of-the-art com-
parison in Table 12.
Implementation details. Training across all methods is performed using stochastic gradient
descent for 300 epochs per task, with a momentum of 0.9, learning rate of 0.01, batch size
of 256 for CIFAR-100 and 64 for TinyImageNet, and gradient clipping with a threshold of
1000. For method specific parameters, we searched for the best performing hyperparameter
configuration: EWC with λ = 500, LWF with λ = 8, T = 2, HAT with λ = 0.75, FeTrIL
with the most-similar-new-class pseudo-feature generation heuristic and a fully-connected
as classification layer. For LIFES we use λM = 1 and λLCR = 1.

B.1 State-of-the-art comparison

Table 11 presents results with CIFAR-100 (10×10) and (50×1 + 10×5), respectively. They
are mostly consistent with the ones in Sec. 4.1. The performance of FeTrIL is the one most
affected by the task change, since this approach works best when there is an initial larger
number of classes, due to heavily relying on the representations learned during the first task.
For the same reason, the freezing baseline is much weaker in the (10×10) setup than it was
in the (50×1 + 10×5).

Results with TinyImageNet are shown in Table 12 as the average task-agnostic accuracy
across the test sets of all trained tasks. This is calculated after training each task, reporting
the evolution of this average accuracy as more tasks are added to the incremental learning
sequence. Taking into account the accuracy achieved by the joint upper bound, which is
considerably lower than the one achieved for CIFAR-100, the results are consistent with
previous experiments and LIFES is shown to retain knowledge for longer than the other
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Table 11 Results for CIFAR-100 (10×10) and CIFAR-100 (50×1 + 10×5) presented as mean (± standard
deviation) across 5 random seeds

CIFAR-100 10×10
Approach TAw Acc ↑ TAg Acc ↑ TAw Forg ↓ TAg Forg ↓ Inter-class dist ↑
Finetuning 53.16 (± 1.88) 13.56 (± 1.14) 29.68 (± 2.30) 67.60 (± 1.31) 0.41 (± 0.18)

Freezing 63.46 (± 0.60) 21.22 (± 0.76) 0.00 (± 0.00) 14.92 (± 0.61) 0.27 (± 0.18)

Joint 83.50 (± 0.41) 56.30 (± 0.33) −0.46 (± 0.36) 5.22 (± 0.19) 0.55 (±0.16)

EWC [13] 60.18 (± 0.86) 17.56 (± 1.26) 20.48 (± 0.92) 56.70 (±1.82) 0.45 (±0.18)

LWF [14] 27.08 (± 0.53) 9.32 (± 0.43) 57.22 (± 0.20) 72.74 (±0.39) 0.15(±0.09)

FeTrIL [15] 51.82 (± 1.59) 17.52 (± 1.11) -0.34 (± 0.16) 24.16 (± 1.17) 0.29 (±0.17)

HAT [11] 71.30 (± 0.77) N/A 0.00 (± 0.00) N/A N/A

LIFES (Ours) 73.38 (± 0.68) 31.60 (± 0.33) 0.34 (± 0.10) 7.76 (± 0.85) 0.54 (±0.17)

CIFAR-100 50×1 + 10×5
Approach TAw Acc ↑ TAg Acc ↑ TAw Forg ↓ TAg Forg ↓ Inter-class dist ↑
Finetuning 66.08 (± 1.68) 18.98 (± 1.71) 14.60 (± 1.25) 25.18 (± 3.38) 0.47 (± 0.18)

Freezing 71.98 (± 0.83) 38.30 (± 1.36) 0.00 (± 0.00) 11.16 (± 0.45) 0.47 (± 0.17)

Joint 79.74 (± 0.55) 54.66 (± 1.10) −0.70 (± 0.20) 0.96 (± 0.45) 0.55 (± 0.16)

EWC [13] 70.50 (± 1.25) 20.86 (± 1.20) 8.62 (± 0.62) 19.82 (± 4.26) 0.51 (± 0.17)

LWF [14] 35.53 (± 1.03) 17.30 (± 0.95) 50.23 (± 0.93) 69.13 (± 0.73) 0.19 (± 0.11)

FeTrIL [15] 67.72 (± 0.83) 36.16 (± 1.41) -0.28 (± 0.37) 15.26 (± 0.67) 0.47 (± 0.17)

HAT [11] 70.54 (± 0.80) N/A 0.00 (± 0.00) N/A N/A

LIFES (Ours) 77.80 (±0.39) 42.78 (±0.72) 0.20 (±0.09) 5.64 (±0.59) 0.55 (±0.16)

Table 12 Average task-agnostic accuracy after each task with Tiny Imagenet (50×1 + 15×10), reshaped to
64×64 images. Results presented as mean across 5 random seeds

Approach A0 A1 A2 A3 A4 A5 A6 A7 A8 A9 A10

Finetuning 49.34 37.86 32.06 26.38 23.38 21.32 18.20 16.96 15.92 16.24 15.06

Freezing 49.34 37.28 33.50 29.76 26.94 24.84 23.08 22.14 20.78 20.08 19.06

Joint 49.34 46.14 43.98 41.64 39.96 38.08 36.20 34.94 33.64 32.80 31.60

EWC [13] 49.34 36.98 32.58 27.78 25.00 22.94 20.60 19.60 18.02 17.20 16.02

LWF [14] 49.34 35.86 26.40 19.32 15.86 12.28 10.24 9.32 8.10 7.28 6.86

FeTrIL [15] 49.34 39.10 32.43 28.77 26.23 24.50 23.60 21.80 19.87 18.60 17.13

LIFES (Ours) 51.20 47.62 43.30 39.30 37.26 34.08 30.90 28.26 25.46 23.32 21.32

task-agnostic methods. Apart from that, it is noticeable that LIFES is the only method with a
different accuracy than the rest in the first task, this is because of its two regularization terms,
LM and LLCR, which affect how the first task is learnt.

B.2 Testing LIFES in additional IL sequences

To further validate the robustness of LIFES accross incremental learning scenarios, we evalu-
ated it on a range of alternative IL sequenceswith different task lengths and class distributions.
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Table 13 LIFES results with different IL setups. Column "IL sequence" indicates the number of classes for
each task in order of appearance.Presented as mean (± standard deviation) across 5 random initialisation seeds

IL sequence TAw Acc ↑ TAg Acc ↑ TAw Forg ↓ TAg Forg ↓ Inter-class dist ↑
50,39,11 66.60 (± 0.24) 47.20 (± 0.53) 0.08 (± 0.26) 3.42 (± 0.79) 0.57 (± 0.00)

50,7,9,12,4,3,15 81.24 (± 0.33) 37.50 (± 1.04) 0.10 (± 0.06) 6.90 (± 0.84) 0.52 (± 0.00)

50,15,4,15,3,11,2 81.96 (± 0.28) 36.56 (± 1.42) 0.12 (± 0.12) 5.32 (± 0.55) 0.54 (± 0.01)

10,3,25,14,6,14,16,12 71.64 (± 0.49) 32.54 (± 0.72) 0.18 (± 0.07) 7.18 (± 0.75) 0.52 (± 0.01)

17,18,13,4,36,3,9 74.14 (± 0.35) 35.60 (± 1.30) 0.24 (± 0.14) 8.92 (± 1.76) 0.56 (± 0.01)

22,9,14,16,19,20 72.76 (± 0.64) 41.20 (± 0.45) 0.20 (± 0.17) 6.30 (± 0.40) 0.56 (± 0.01)

To do so, 6 additional splits of the CIFAR100 dataset were created at random, covering dif-
ferent scenarios with uneven numbers of classes.

Table 13 presents the results, which demonstrate stable performance across the splits.
Specifically, for longer sequences TAg accuracy gets close to the one obtained with the
10×10 split, even when the number of classes is heavily unbalanced between tasks. For
shorter ones, the performance becomes closer or surpasses the 42.78% of the 50×1 + 10×5
split. This indicates that class distribution does not have a major impact in the performance
of the method, demonstrating robustness.

Notably, inter-class distance remains almost constant across all setups, with values exceed-
ing the joint training upper bound (0.55) in half of the cases. This further supports the
effectiveness of LCR in promoting representational separation, reinforcing its role in miti-
gating overlap even under diverse and imbalanced task sequences.

B.3 Lateral classifier regularization ablation

Table 14 presents the whole set of results for the LCR ablation study. Results in CIFAR-100
(10×10) are consistent with the ones in CIFAR-100 (50×1 + 10×5). The main difference is
the performance of freezing, which is lower in 10×10, having lower average accuracy and
less inter-class distance. This is to be expected, as the first task is the only one used to train
the feature extractor in the freezing approach and now it has less classes. Moreover the task
sequence is longer, giving more importance to plasticity.

Compared to CIFAR-100 (50×1 + 10×5), we also observe a larger increase in inter-class
distance when using LCR. The network trained with LCR achieves almost the same inter-
class distance in the 10×10 and 50×1 + 10×5 setups, but without it, the longer 10×10 sequence
sees a larger reduction, indicating that LCR trained representations are most useful for longer
and more challenging sequences.

B.4 Interference connection pruning ablation

Table 15 presents the whole set of results for the SICP ablation study. Results in CIFAR-100
(50×1 + 10×5) are consistent with the ones in CIFAR-100 (10×10) regarding the reduction in
forgetting.

Regarding the final average accuracy, because CIFAR-100 (10×10) is a longer sequence,
stability proves more useful. Therefore, the benefit of SICP is more noticeable in that setup,
as the average accuracy is considerably higher when preserving knowledge with SICP. This
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Table 14 Results for CIFAR-100 (10×10) and CIFAR-100 (50×1 + 10×5). Accuracies, forgetting and statistics
for the LCR study. Presented as mean (± standard deviation) across 5 random initialisation seeds

CIFAR-100 10×10
Approach TAw Acc ↑ TAg Acc ↑ TAw Forg ↓ TAg Forg ↓
Freezing 63.64 (± 0.60) 21.22 (± 0.76) 0.00 (± 0.00) 14.92 (± 0.61)

LIFES w/o LCR 73.43 (±0.58) 28.65 (±0.69) 0.20 (±0.00) 5.80 (±1.38)

LIFES with LCR 73.38 (± 0.68) 31.60 (± 0.33) 0.34 (± 0.10) 7.76 (± 0.85)

Inter-class dist ↑ Mean Max Sparsity AUC

Freezing 0.27 (±0.17) 0.04 (±0.00) 0.54 (±0.06) 4.84 (±0.11)

LIFES w/o LCR 0.37 (±0.15) 0.08 (±0.00) 1.51 (±0.10) 3.90(±0.13)

LIFES with LCR 0.54 (±0.17) 0.08 (±0.01) 3.41 (±0.07) 1.89 (±0.08)

CIFAR-100 50×1 + 10×5
Approach TAw Acc ↑ TAg Acc ↑ TAw Forg ↓ TAg Forg ↓
Freezing 72.04 (±0.58) 38.08 (±0.41) 0.00 (±0.00) 12.04 (±1.43)

LIFES w/o LCR 77.44 (±0.60) 34.64 (±1.47) 0.14 (±0.08) 3.92 (±0.43)

LIFES with LCR 77.80 (±0.39) 42.78 (±0.72) 0.20 (±0.09) 5.64 (±0.59)

Inter-class dist ↑ Mean Max Sparsity AUC

Freezing 0.47 (±0.18) 0.05 (±0.00) 0.81 (±0.03) 3.98 (±0.17)

LIFES w/o LCR 0.44 (±0.15) 0.09 (±0.00) 1.11 (±0.04) 4.90 (±0.16)

LIFES with LCR 0.55 (±0.16) 0.10 (±0.00) 2.25 (±0.11) 2.94 (±0.20)

Table 15 Results for CIFAR-100 (10×10) and CIFAR-100 (50×1 + 10×5)
CIFAR-100 10×10

Approach TAw Acc ↑ TAg Acc ↑ TAw Forg ↓ TAg Forg ↓ Inter-class dist ↑
Joint 83.50 (± 0.41) 56.30 (± 0.33) -0.46 (± 0.36) 5.22 (± 0.19) 0.55 (±0.16)

LIFES w/o SICP 66.56 (± 1.29) 25.70 (± 1.13) 8.12 (± 0.77) 40.78 (± 1.35) 0.73 (±0.18)

LIFES with SICP 73.38 (± 0.68) 31.60 (± 0.33) 0.34 (± 0.10) 7.76 (± 0.85) 0.54 (±0.17)

CIFAR-100 50×1 + 10×5
Approach TAw Acc ↑ TAg Acc ↑ TAw Forg ↓ TAg Forg ↓ Inter-class dist ↑
Joint 79.74 (± 0.55) 54.66 (± 1.10) -0.70 (± 0.20) 0.96 (± 0.45) 0.55 (± 0.16)

LIFES w/o SICP 75.68 (± 0.82) 44.18 (± 0.60) 3.04 (± 0.62) 34.12 (± 0.82) 0.68 (±0.17)

LIFES with SICP 77.80 (±0.39) 42.78 (±0.72) 0.20 (±0.09) 5.64 (±0.59) 0.55 (±0.16)

is the main reason why SICP is included in the final LIFES method, for shorter sequences
like CIFAR-100 (50×1 + 10×5), the average accuracy is similar, with or without it, but for
longer ones, it is necessary to prevent forgetting. Therefore, using SICP makes LIFES more
robust.
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B.5Weight standardization analysis

The implementation of Weight standardization (WS) in frozen layers follows the original
one [48]. Let W be the original weights of a given layer, μW its mean, and σW its standard
deviation (both calculated across the fan-in neurons). Then, we calculate the standardized
weights Ŵi, j as:

Ŵi, j = Wi, j − μW·, j
σW·, j

. (B1)

For trainable layers, the process is adapted to suit our proposed incremental learning
scenarios. For weights Wi, j where the connection from i to j has been frozen to preserve
performance in a previous task, applying equation (B1) would cause forgetting, as the calcu-
lation ofμWi,· and σWi,· depends on all j , and some of this weights are not yet frozen and will
change in later tasks. Therefore, the weights of the frozen sub-network would be modified.

To correct this, we standardize the weights that belong to the current sub-network only
with respect to themselves, by masking Wi, j with mt

l, j and calculating the mean and the
standard deviation only with respect to the weights selected by this mask ( j ∈ mt

l, j ). Weights
not belonging to the sub-network defined by mt

l, j are not standardized during task t training:

Ŵi, j = (mt
l, j

(Wi, j − μW·, j∈mt
l, j

)

σW·, j∈mt
l, j

+ (1 − mt
l, j )Wi, j ) (B2)

Then, after training, weights in the sub-network defined bymt
l, j are frozen with standard-

ization applied to them. Therefore, when equation (B2) is applied, weights which are not in
mt

l, j , but are still active because they are in m
≤t
l, j , will have mean 0 and standard deviation 1,

and therefore the whole Ŵi, j will too.
Table 16 presents the whole set of results for theWS ablation study. Results in CIFAR-100

(10×10) are consistent with the ones in CIFAR-100 (50×1 + 10×5) regarding the improvement
in average accuracy and reduction in forgetting. The improvement in inter-class distance is
smaller for the 10×10 sequence.

B.6 Capacity Analysis

Table 17presents thewhole set of results for the capacity ablation study.Results inCIFAR-100
(10×10) and Tiny Imagenet (50×1 + 15×10) are consistent with the ones presented in the main
article, which used CIFAR-100 (50×1 + 10×5). In all cases there is a slight average accuracy
improvement with the higher dimensionality, but this is not attributed to a reduction of
forgetting or large differences in inter-class distance. It is most likely a result of increased
plasticity thanks to the larger capacity available to allocate new representations.
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Table 16 Results with different weight standardization (WS) configurations for CIFAR-100 (10×10) and
CIFAR-100 (50×1 + 10×5) presented as mean (± standard deviation) across 5 random seeds.. Frozen describes
which layers are frozen or standardized is indicated with a range of indexes, “All”, or “None”

CIFAR-100 10×10
WS layers Frozen TAw Acc ↑ TAg Acc ↑ TAw Forg ↓ TAg Forg ↓ Inter-class dist ↑
None [1, 3] 67.58 (± 0.49) 27.16 (± 0.40) 0.34 (± 0.17) 9.14 (± 1.07) 0.51 (± 0.18)

[1, 3] [1, 3] 73.38 (± 0.68) 31.60 (± 0.33) 0.34 (± 0.10) 7.76 (± 0.85) 0.54 (± 0.17)

CIFAR-100 50×1 + 10×5
WS layers Frozen TAw Acc ↑ TAg Acc ↑ TAw Forg ↓ TAg Forg ↓ Inter-class dist ↑
None [1, 3] 74.64 (± 0.27) 40.36 (± 0.42) 0.34 (± 0.12) 6.56 (± 0.29) 0.36 (±0.16)

[1, 3] [1, 3] 77.80 (±0.39) 42.78 (±0.72) 0.20 (±0.09) 5.64 (±0.59) 0.55 (±0.16)

All [1, 3] 70.44 (± 0.39) 10.90 (± 0.11) 0.12 (± 0.07) 0.12 (± 0.04) 0.36 (±0.16)

None [1] 70.16 (± 0.71) 32.38 (± 1.29) 0.28 (± 0.07) 8.24 (± 1.19) 0.52 (±0.17)

[1, 3] [1] 71.22 (± 0.27) 31.58 (± 1.04) 0.18 (± 0.13) 2.98 (± 0.32) 0.45 (±0.16)

All [1] 65.60 (± 2.77) 13.02 (± 8.64) -0.02 (± 0.12) 0.70 (± 1.40) 0.43 (±0.18)

Table 17 Performance of the method for different dimensionalities of the last layer for CIFAR-100 (10×10),
(50×1 + 10×5), and Tiny Imagenet (50×1 + 15×10) . Last layer dimensionality indicated besides the name. All
other layers remain the same

CIFAR-100 10×10
Approach TAw Acc ↑ TAg Acc ↑ TAw Forg ↓ TAg Forg ↓ Inter-class dist ↑
LIFES 1024 72.04 (± 0.55) 30.14 (± 0.33) 0.44 (± 0.10) 6.60 (± 0.49) 0.50 (±0.16)

LIFES 2048 73.38 (± 0.68) 31.60 (± 0.33) 0.34 (± 0.10) 7.76 (± 0.85) 0.54 (±0.17)

LIFES 4096 73.46 (± 0.65) 32.52 (± 0.38) 0.22 (± 0.07) 9.40 (± 0.61) 0.55 (±0.17)

CIFAR-100 50×1 + 10×5
Approach TAw Acc ↑ TAg Acc ↑ TAw Forg ↓ TAg Forg ↓ Inter-class dist ↑
LIFES 1024 77.28 (± 0.35) 40.56 (± 0.36) 0.42 (± 0.15) 4.90 (± 0.32) 0.51 (±0.15)

LIFES 2048 77.80 (±0.39) 42.78 (±0.72) 0.20 (±0.09) 5.64 (±0.59) 0.55 (±0.16)

LIFES 4096 78.18 (± 0.64) 45.32 (± 0.35) 0.20 (± 0.09) 7.00 (± 0.46) 0.58 (±0.16)
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