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Automating Building Code Interpretation Using NLP 
and Transfer Learning for Enhanced Code Compliance 

ABSTRACT: 
Building codes are essential for ensuring safety, quality, and regulatory compliance 
in construction projects. Currently, extracting information from regulatory texts is 
manual, time-consuming, and prone to errors, particularly because it involves 
interpreting natural language. This paper focuses on leveraging deep learning to 
train a model capable of predicting essential entities from regulatory texts, thereby 
enabling the interpretation and understanding of the natural language used in 
regulations. We fine-tuned a pre-trained BERT (Bidirectional Encoder 
Representations from Transformers) model to perform entity recognition for CODE-
ACCORD dataset, which contains English and Finnish regulatory clauses annotated 
with BIO (Begin, Inside, Outside) tags across four essential categories: Object, 
Property, Quality, and Value. The trained model achieved high precision in entity 
recognition, effectively generalizing predictions to previously unseen regulatory 
clauses.. This paper contributes primarily by automating the semantic interpretation 
of regulatory texts, thereby establishing a foundation for more efficient and accurate 
automated code compliance checking processes. 
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1. INTRODUCTION
The Architecture, Engineering, and Construction 

(AEC) industry is characterized by continually 
pursuing innovation. Regulatory documents play a 
role, providing the framework within which 
construction projects operate from start to end. 
Regulations are critical for ensuring that 
construction projects meet safety, environmental, 
and efficiency standards. Traditionally, extracting 
information from regulatory documents and 
formulating rules has been a typically manual task 
(Eastman et al., 2009). However, this manual 
process is time-consuming, labor-intensive, and 
often inconsistent interpretations (Borrmann et al., 
2018). 

Automatic Code Compliance (ACC) has 
emerged as a crucial research focus aiming to verify 
building models against regulatory requirements. 
Currently, methods for verifying compliance range 
from manual and semi-automated tools to advanced 
techniques involving rule-based systems and 
advanced machine-learning techniques (Fuchs et 
al., 2022). Traditional rule-based methods depend 
heavily on human interpretation to translate the 
regulatory clauses written in natural language into 
rules, which leads to errors such as 
misinterpretation of legal terms and inconsistencies 
in rule formulation (Eastman et al., 2009). On the 
other hand, machine learning, particularly deep 
learning methods, reduces reliance on manual rule 
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interpretation and encoding. These approaches 
leverage extensive datasets of regulatory texts to 
learn patterns and extract relevant compliance rules 
with minimal human intervention. Additionally, the 
machine learning approach emphasizes 
understanding the semantics of regulations by 
leveraging large datasets to learn patterns, interpret 
semantics, and extract actionable compliance 
information (Alnuzha & Bloch, 2025). 

This paper leverages deep learning to train a 
model for automatically extracting essential entities 
from regulatory texts, addressing the challenges 
associated with manual interpretation, which is 
typically time-consuming and error-prone. 
Therefore, we utilize a pre-trained transformer 
model, BERT, to automatically interpret regulatory 
texts by training it on the CODE-ACCORD dataset, 
which includes annotated building regulations in 
English and Finnish. The framework is designed to 
train on sentences annotated using BIO tags across 
four specific categories: Object, Property, Quality, 
and Value. Consequently, the model predicts these 
entities in unseen regulatory clauses. The network 
has effectively interpreted the natural language of 
regulations and accurately predicted entities in 
unseen regulatory clauses. The results demonstrate 
strong performance in entity prediction, achieving a 
precision score of 0.98. This high precision 
highlights the model's capability to accurately 
extract relevant entities from regulatory texts, thus 
reducing errors and improving text interpretation. 

 
2. RELATED WORK  

ACC is explored in various research studies, 
employing a range of deep learning models. 
Different approaches are designed to interpret the 
natural language of building codes and to capture 
the semantics of sentences. Natural Language 
Processing (NLP) techniques are crucial in these 
efforts, allowing systems to process and understand 
regulatory texts. For instance, Named Entity 
Recognition (NER), which identifies and classifies 
entities within text, and Part-of-Speech (POS) 
Tagging, which assigns parts of speech to words to 
better understand their grammatical roles (Manning 
et al., 2014). (Zhang & El-Gohary, 2022) proposed 
a deep learning-based approach to generate 
intelligent building codes. They introduced a 
semantic representation called the Multi-Form 
Semantic (MFS) requirement hierarchy. This 
hierarchy organizes requirements hierarchically into 
units and their interrelations, with each unit further 
defined by Semantic Information Elements (SIEs) 
such as subject, compliance attributes, and 
quantitative details. An intelligent code is defined as 
natural-language requirements linked to their 
hierarchies. The authors trained a Recurrent Neural 

Network (RNN) on 7,500 annotated sentences. 
They tested it on 600 manually created sentences to 
generate coherent intelligent building-code 
requirements by feeding requirement units into the 
model. Other studies focus on the relations in the 
text. For instance, (Wang & El-Gohary, 2023) 
proposed a relation extraction method using deep 
learning to identify relations from unstructured text 
in construction safety requirements. The authors 
evaluated their model using two deep learning 
architectures: Convolutional Neural Network (CNN)  
and RNN, and stated that the CNN-based model 
captured features more precisely. (Xue et al., 2024) 
addressed the common challenge of limited training 
data by presenting a deep learning and NLP-based 
question-answering (QA) framework for building 
codes, consisting of two main components: a 
"retriever" and a "reader." The retrievers used 
sparse and dense features, while the readers 
utilized transformer-based language models fine-
tuned to a building code dataset. While (Yang & 
Zhang, 2024) integrated Generative Pretrained 
Transformers (GPT) models with prompt 
engineering to combine the precision of rule-based 
systems with the flexibility of machine learning. 
Using a prompt-based approach, the GPT model 
can interpret and translate the natural language of 
building codes into machine-readable formats. 

Accordingly, this paper focuses on interpreting 
regulatory text and predicting entities in new 
clauses. This enhances the understanding of 
sentence semantics and entity prediction for unseen 
regulatory clauses. 

 
3. RESEARCH METHODOLOGY  

This section outlines the comprehensive 
approach to interpreting the natural language of 
regulatory clauses by training entities on a pre-
trained BERT model. Figure 1 illustrates the 
conceptual framework used in this study. Section 
3.1 outlines the dataset structure, annotation, and 
description of BIO tags (Object, Property, Quality, 
Value) within CODE-ACCORD dataset. 
Accordingly, these annotated data undergo 
preprocessing as detailed in Section 3.2. 
Subsequently, these data are used for training and 
fine-tuning the pre-trained BERT model, which is 
discussed in detail in Section 3.3. The trained model 
is tested on unseen regulatory clauses to predict 
entities, enabling their semantic interpretation and 
classification. 
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Figure 1: Framework of the study  
 

3.1 Data Preparation  

A key challenge in ACC is the lack of publicly 
available datasets, which could significantly 
accelerate the development and testing of new 
methodologies and techniques. As highlighted by 
(Amor & Dimyadi, 2021), there is no publicly 
available regulatory dataset that can be used to 
evaluate the quality of ACC systems. (Hettiarachchi 
et al., 2024) addressed this issue by introducing the 
CODE-ACCORD corpus, which contains 862 
clauses extracted from building regulations in both 
England and Finland. The authors manually labeled 
and annotated a total of 4,297 entities in the CODE-
ACCORD corpus.. The dataset is split into training 
and testing, each containing sentences and their 
corresponding tags. These sentences are formatted 
in a structured manner, with both the raw text 
extracted and associated tags listed in CSV format 
(Hettiarachchi et al., 2023). 

The sentences in the dataset (Hettiarachchi et 
al., 2023) are annotated using the Begin-Inside-
Outside (BIO) tagging scheme (Ramshaw & 
Marcus, 1995), which is widely used for labeling 
sequences in tasks such as NER. The BIO tags are 
applied to every word in the clauses to denote 
whether a word is the beginning of a specific entity 
(B-), inside the entity (I-), or outside of any entity (O). 
For instance, in the phrase "Load-bearing wall", the 
entity "Load-bearing wall" is annotated as "B-tag I-
tag I-tag" because all the words describe the same 
noun, 'wall', with the description starting from 'load' 
and ending at 'wall'. However, 'O' denotes any word 
that does not contribute meaningful information to 
the sentence 

This BIO scheme ensures that the boundaries of 
multi-word entities, such as legal terms, are marked, 
allowing for precise entity recognition. The authors 
(Hettiarachchi et al., 2024) established a set of 
specific entity categories to guide the tagging of 
sentences in the CODE-ACCORD corpus, ensuring 
that every term within the clauses is assigned to one 
of these predefined categories. This systematic 

approach helps maintain consistency in labeling and 
supports the accurate classification of regulatory 
terms. These entity categories, described in Table 
1, include key elements that are central to defining 
compliance criteria in building regulations. 
 
Table 1: Description of entity categories from the CODE-
ACCORD dataset (Hettiarachchi et al., 2023) 

 

Named 
entity 

Description 

Object 

An ontological concept that 
represents a thing that is 

subject to a particular 
requirement (e.g. window, 

fire door) 

Property 
Property of an object (e.g., 

width, height) 

Quality 

Unlike properties, qualities 
are not always quantifiable 

(e.g., horizontal, self-
closing) 

Value 

Numerical measurement or 
defined quantity associated 
with a property (e.g. 1,500 
millimeters, five percent) 

 
Based on the entity categories described in 

Table 1, the sentences in the dataset are annotated 
according to these specific labels (Hettiarachchi et 
al., 2024), ensuring that each term is appropriately 
tagged. This annotation process is illustrated in 
Table 2, where each word in the sentence is 
assigned a corresponding BIO tag that reflects its 
role within the regulatory clause. 

 
Table 2: Examples of annotated clauses in the dataset 

 

Code clauses 

The area of windows, roof windows, rooflights 
and doors should not exceed 25 of the total 
floor area of the dwelling. 
 
The (O) area (B-property) of (O) windows (B-
object), (O) roof (B-object) windows (I-object), 
(O) rooflights (B-object) and (O) doors (B-
object) should (O) not (O) exceed (O) 25 (B-
value) of (O) the (O) total (B-property) floor (I-
property) area (I-property) of (O) the (O) 
dwelling (B-object). (O) 

On stairs and ramps, a handrail must be 
installed for the entire length and on 
both sides of the structure. 
 
On (O) stairs (B-object) and (O) ramps (B-
object), (O) a (O) handrail (B-object) must (O) 
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be (O) installed (O) for (O) the (O) entire (B-
quality) length (I-quality) and (O) 
on (O) both (B-quality) sides (I-quality) of (O) 
the (O) structure (B-object). (O) 

 
3.2 Data Preprocessing 

The sentences are tokenized using the BERT 
tokenizer, where words are split into subwords as 
necessary. The tokenization process ensures that 
each subword is assigned the same label as its 
corresponding word, a crucial step to preserve label 
alignment with the tokenized sequence (Devlin et 
al., 2019). Special tokens [CLS] and [SEP] are 
added to the beginning and end of the tokenized 
sequence to mark the sentence boundaries, 
following BERT's input format. Sentences that 
exceed the fixed maximum length of 512,  are 
truncated, while shorter sentences are padded with 
[PAD] tokens to ensure uniform input size (Vaswani 
et al., 2017). Alongside the tokens, attention masks 
are generated to indicate which tokens are real and 
which are padding, and the BIO tags are converted 
into numerical label IDs using a predefined label-to-
ID mapping.  

 
3.3 Model Development  

The model architecture begins with a BERT base 
uncased pre-trained language model. The BERT 
base uncased is trained on a corpus of 
unsupervised English data (HuggingFace, 2018). 
This foundational layer provides a strong starting 
point for fine-tuning specific tasks, leading to 
improved prediction precision. To train the model, 
the dataset elaborated in Section 3.1 consists of a 
training set comprising 690 sentences; thus, we 
have allocated 20% % of this data for validation 
purposes. Additionally, the test dataset comprises 
174 sentences, which are evaluated to assess the 
model's performance. 

 
4. RESULTS AND ANALYSIS 
 

4.1 Model Evaluation 
To evaluate the predictions from the model 

training, precision, recall, and F1 are utilized as key 
metrics to assess the network's performance. 
Precision quantifies the accuracy of the positive 
predictions made by the model, indicating the 
proportion of true positive (TP) instances among all 
predicted positives. While false negatives (FN) 
denote the false predictions by the network. The F1 
serves as a harmonic mean of precision and recall. 
Scores approaching 1 or 100% are an indication of 
optimal performance, whereas values nearing 0 
signify inadequate effectiveness. 

The network has achieved results as detailed in 
Table 3, having a precision of 0.989, a recall of 
0.988, and an F1-score of 0.989. These metrics 

indicate that the model is highly effective in 
accurately identifying the entities within the 
regulatory clauses. 
 
Table 3: Performance of the network 
 

Evaluation 
metrics 

Performance 

Precision 0.989 

Recall 0.988 

F1-score 0.989 

 
Furthermore, the accuracy of the model was 
assessed for each BIO tag, as illustrated in Table 4. 
The results have shown that the B-Object tag 
achieved an accuracy of 0.997, while the I-Object 
tag followed closely with an accuracy of 0.998. 
Notably, the B-Quality tag also demonstrated a 
remarkable accuracy of 0.996, highlighting the 
model's capability to recognize quality-related 
entities. Additionally, the O (outside) tag maintained 
an accuracy of 0.996. 
 
Table 4: Predictions of annotated entities with BIO tags 
 

BIO tag Accuracy 
Validated 
accuracy 

B-Object 0.997 0.61 
I-Object 0.998 0.60 

B-Property 0.995 0.72 
I-Property 0.997 0.63 
B-Quality 0.996 0.80 
I-Quality 0.997 0.90 
B-Value 1.0 0.93 

I-Value 1.0 0.82 

O(Outside) 0.996 0.99 

 
There are specific BIO tags, such as B-Object 

and I-Property, that exhibit lower accuracy values. 
This variation highlights the presence of class 
imbalance within the dataset, which can impact the 
model's ability to accurately predict less frequent 
tags.  

 
4.2 Model Predictions  

Based on the model evaluation discussed in 
Section 4.1, the trained network is used to generate 
predictions on the test dataset. The predictions 
focus on identifying entities within regulatory 
sentences using the BIO tagging scheme. Table 5 
presents regulatory sentences from the test dataset, 
along with their ground truth annotations and the 
predicted tags assigned by the model. It provides a 
comparison between the expected labels and the 
model's predictions, highlighting areas where the 
classification was accurate as well as instances of 
misclassification. 
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Table 5: Predictions on new clauses from the test dataset 

 

Sentence 1 
Large roof surfaces must be 
divided into parts of no 
more than 2,400 square meter 

Ground truth 

Large (B-quality) roof (B-
object) surfaces (B- 
property) must (O) be (O) 
divided (B-quality) into 
(I-quality) parts (I-quality) of (I-
quality) no (I- 
quality) more (I-quality) than 
(I-quality) 2,400 (I- 
quality) square (I-quality) 
meters (I-quality). (O) 

Predicted tags 

Large (B-quality) roof (B-
object) surfaces (I-object) 
must (O) be (O) divided (B-
quality) into (I-quality) 
parts (I-quality) of (O) no (O) 
more (O) than 
(O) 2,400 (B-value) square (I-
quality) meters (I- 
quality).(O) 

Sentence 2  

However, when the snow load 
can occur, the mini- 
mum value of the load s 
should be at least 0.5 kN/m2. 

Ground truth 

However (O), (O) when (O) 
the (O) snow (B-object) 
load (I-object) can (O) occur 
(B-quality), (O) the 
(O) minimum (B-property) 
value (I-property) of (O) 
the (O) load (B-object) s (O) 
should (O) be (O) at 
(O) least (O) 0.5 (B-value) 
kN/m2 (I-value).(O) 

Predicted tags 

However (O), (O) when (O) 
the (O) snow (B-object) load 
(I-object) can (O) occur (O), 
(O) the (O) minimum (B-
property) value (I-property) of 
(O) the (O) load (B-property) s 
(I-property) should (O) be (O) 
at (O) least (O) 0.5 (B-value) 
kN/m2 (I-value). (O) 

 

Notably, the predicted tags exhibit certain 
misclassifications. For instance, there is an over-
prediction of the "O" tag, where words that should 
have been categorized under entity labels were 
instead classified as outside the relevant categories. 
Additionally, the model incorrectly predicted "2,400" 
as a B-value, while in the ground truth, it is labeled 
as I-quality. This misclassification likely occurred 
because numerical values generally belong to the B-
value category in the dataset. As a result, the model 
learned this pattern and mistakenly assigned 
"2,400" the B-value tag instead of recognizing its 
actual role in the given context. 

 

5. CONCLUSION  
In this paper, we developed a framework to 

semantically interpret regulatory text, to have a full 
understanding of the natural language of sentences. 
We have trained a network built upon a BERT base 
uncased model that is fine-tuned on entities labeled 
with BIO tags from the CODE-ACCORD dataset, 
achieving high predictive accuracy for various tags 
essential for regulatory interpretation. The trained 
model is tested on new regulatory clauses to predict 
the entity categories for unseen clauses. The model 
has shown strong performance in detecting entities 
within these clauses, indicating that the sentences 
have been successfully interpreted semantically. 

This study has several limitations. One key 
constraint is the limited size of the dataset, which 
contains a relatively small number of annotated 
clauses. Additionally, although the model achieved 
high overall precision, certain entity categories 
exhibited lower prediction accuracy. These 
inconsistencies suggest that class imbalance within 
the dataset affects the model’s ability to generalize 
across all entity types. 

In our future work, we plan to train the model on 
a more diverse set of regulatory clauses sourced 
from various building standards to enhance its 
generalizability and thoroughly evaluate its 
predictions. This will help improve the accuracy of 
both text interpretation and entity extraction. We 
also aim to demonstrate the complete workflow from 
entity prediction in regulatory clauses to compliance 
checking against BIM models. A key focus will be 
leveraging advanced language models to map the 
predicted entities to their corresponding IFC 
elements. Building on these developments, our 
ultimate goal is to develop a fully automated code 
compliance framework. For this to be effectively 
implemented, it is critical to adopt standardized, 
machine-readable data formats that support 
accurate interpretation, interoperability, and 
integration within digital workflows. Industry 
Foundation Classes (IFC) serve as a widely 
accepted standard for representing building 
information in a structured, neutral format suitable 
for automated rule checking (Clemen & Gruendig, 
2006). Furthermore, Information Delivery 
Specifications (IDS) enhance this capability by 
defining explicit model exchange requirements in a 
computer-interpretable format (buildingSMART, 
2024). Mapping regulatory clauses to IDS that align 
with the IFC schema will enable efficient and reliable 
compliance checking, streamlining the code 
compliance process. 
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