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Abstract—This paper introduces a framework for explaining
the solutions to instances of the DC Optimal Power Flow problem
by deriving counterfactual explanations (CEs). We aim to answer
questions such as “Why was this generator not dispatched?” by
identifying the minimum change in input parameters, specifically
the nodal demands. This allows the user to identify the most
important difference between the real and expected market
outcomes and observe which constraints have led to the solution.
The framework uses a bilevel optimisation problem to find the
counterfactual scenario. State-of-the-art methods are compared
with data-driven heuristics on the basis of computational feasibil-
ity and CE accuracy. We find that, by simply querying a dataset
of previous solutions to obtain candidates for possible sets of
active constraints, we can derive CEs for problems that would be
intractable using conventional methods. The research addresses
the need for more transparent decision-making in electricity
markets, particularly regarding economic dispatch decisions,
which are becoming increasingly difficult to comprehend due to
the complexities of modern power system optimisation problems.

Index Terms—Counterfactual explanations, bilevel optimisa-
tion, explainability, power system operation

I. INTRODUCTION

Optimisation tools have a long-standing tradition in the
operation, planning and maintenance of modern power sys-
tems, introducing improved capabilities of enhanced decision-
making and thereby facilitating significant economic savings.
However, as electricity systems evolve into decentralised sys-
tems powered by low-carbon generation sources, optimisation
problems are becoming more complex.

Two major trends are driving this shift. Firstly, the contin-
uous lowering of market entry thresholds has allowed smaller
distributed energy resources (DERs) like battery storage, solar
farms, and aggregated consumer flexibility to compete. For
example, in Great Britain (GB), the system operator now
accepts bids from assets with capacities below 1 MW in the
Balancing Mechanism (BM) [1]. From an optimisation per-
spective, this change introduces additional decision variables,
notably expanding the dimensionality of the decision space.
Secondly, the large-scale adoption of renewable energy sources
has urged operators to move away from deterministic problem
formulations to instead consider stochastic or robust optimi-
sation approaches, introducing additional problem complexity.
Recent advances in computational efficiency of optimisation
software have also allowed harder problem formulations to
emerge (such as integer variables, non-linear constraints, mul-
tiple objectives, etc.). While beneficial from a computational
perspective, sophisticated modelling approaches compromise a

crucial aspect of multi-stakeholder decision-making processes:
the explainability of solutions to such black-box optimisation
problems.

Providing explainability for machine learning models has
attracted increasing attention driven by the emersion of ex-
plainable artificial intelligence (XAI). However, despite its
possibly meaningful impact, very little attention has been
paid to the explainability of optimisation problems. A small
number of works in this area have emerged recently, mostly
focusing on interpretability, i.e., deriving an easily compre-
hensible set of rules mapping instances to solutions. Tree-
based methodologies as developed in [2], [3] build on the
general conception of decision-trees as inherently interpretable
models. With direct application to power system optimisation,
references [4] and [5] similarly employ decision trees to
introduce interpretability to the DC Optimal Power Flow
(DCOPF) and Unit Commitment problems respectively.

While interpretable, data-driven methods can provide useful
insights, it is unlikely to expect that they will entirely re-
place conventional, optimisation-based decision-making tools
in future control rooms. Instead, explainability methods aim to
reveal the reasons for individual model outcomes and thereby
can support the operator’s ability to justify dispatch decisions
in centralised electricity markets. In GB, the debate on so-
called “skip-rates” has put increasing pressure on control
room engineers to improve the transparency of their actions
in the BM [6]. A “skip” hereby occurs when a seemingly
uneconomical balancing action was taken in favour of an in-
merit alternative. Affected stakeholders requesting reasons for
these decisions would thus be direct beneficiaries of improved
explainability.

To the best of the authors’ knowledge, no prior works have
targeted the development of methods to generate explanations
for specific solutions to power system optimisation problems.
We address this gap by proposing an explainability framework,
detailed in the following sections. Section II introduces the
theoretical concept of counterfactual explanations (CEs) for
the class of continuous convex optimisation problems. We then
consider the case of explaining solutions to DCOPF instances
in Section III. In particular, we propose a methodology to
derive CEs to answer questions such as “Why did we (not)
dispatch this generator?”. Several methods are described to
solve the resulting bilevel optimisation problem. In Section IV
we present the experimental setup used to evaluate the perfor-
mance of the proposed methodology and the accompanying
results. Finally, Section V concludes the paper.

1
This is a peer-reviewed, accepted manuscript of the following paper: Fritz, B., & Bukhsh, W. (2025).  

Explainable DC optimal power flow decisions. Paper presented at IEEE PowerTech 2025 conference, Kiel, Schleswig-Holstein, Germany.

mailto:benjamin.fritz@ieee.org
mailto:waqquas.bukhsh@strath.ac.uk


Notation

Bold lowercase letters (e.g., x) represent vectors, while bold
uppercase letters (e.g., X) represent matrices. Ordinary letters,
either lowercase or uppercase, (e.g., n or N ) refer to scalars
and functions. Sets are denoted by calligraphic letters, e.g. X
and their cardinality is given by |X |. A vector x = {0, 1}N is
a vector of length N whose entries are restricted to either
0 or 1. Similarly, the dataset {x,y}Ni=1 is shorthand for
{(x[1],y[1]), . . . , (x[N ],y[N ])}.

II. COUNTERFACTUAL EXPLANATIONS FOR OPTIMISATION

Counterfactual explanations (CEs) as popularised by [7]
fall into the category of example-based explainability and are
used to generate local, post-hoc explanations, i.e., explaining
the output of a model with respect to a specific input. CEs
are also known as “contrary-to-fact” examples as they define
alternative scenarios deviating from the actual input data. CEs
help the user to identify cause-effect relations between the
model inputs and outputs, allow exploring desired “what-
if” scenarios and are advocated for by studies in social and
cognitive sciences [8].

A. Introduction

While the concept of CEs can be applied analogously for
machine learning classifiers, this paper studies their application
to mathematical optimisation tasks, for which we first consider
the following generic optimisation problem:

x∗ ∈ arg min
x

f(x,Ω)

s.t. gi(x,Ω) ≥ 0 , ∀i ∈ C ,
(1)

where the solution x∗ is the minimiser of an objective function
f and Ω is a set of constant input parameters (e.g., for a linear
optimisation problem this set may be Ω = {A,b, c}). The
problem is subject to a set of constraints gi collected in the
set C. Now consider a situation in which a suggested solution
x∗0 deviates from the users intuitive expectation of what a
typical solution for a given parameter set Ω0 should look
like. A counterfactual explanation then answers the following
question: “How can the input parameters Ω be minimally
perturbed, such that the new solution falls into the region
in which the user expected it to be?” By providing this
information, the CE helps the user to better understand the
impact of the parameters on the solution and identify the most
important parameter change that characterises the difference
between their expectation and the real decision.

B. Bilevel Problem Formulation

The process of obtaining the nearest counterfactual explana-
tion can best be formulated as a bilevel optimisation problem
which is solved after the result of problem (1) is available.
Here, the goal is to find the parameter set ΩCE minimally
perturbed from Ω0. The user also defines the solution region
X in which they would have expected to find the solution (this
may even be a single point). Note that, generally, X ∩x∗0 = ∅,

since otherwise the trivial solution ΩCE = Ω0 would be
obtained. The CE problem then becomes

(ΩCE , x∗CE) ∈ arg min
Ω ,x

∥Ω − Ω0∥ (2a)

s.t. x ∈ arg min
y : gi(y,Ω)≥0

f(y,Ω) (2b)

x ∈ X (2c)
Ω ∈ MΩ , (2d)

where ∥·∥ is a defined distance measurement (e.g. the ℓ1-
norm). Note that, unlike in the original problem (1), the
parameter set Ω is not fixed any more, but has instead become
a decision variable. The constraint (2d) is added to limit the
range in which the parameters Ω are allowed to vary. By
defining the mutable parameter set MΩ , we can also limit the
number of mutable input parameters. For example, in a day-
ahead market clearing, we might not be interested in how the
solution changes based on varying generally fixed parameters,
such as line susceptances or generator limits, but much rather
in terms of truly variable parameters such as the patterns of
demand or renewable energy generation.

C. Single-Level Reformulation

The hierarchical structure of bilevel optimisation problems
makes them intrinsically non-convex and poses a difficulty
to solve them with off-the-shelf solvers. Even linear bilevel
problems are known to be strongly NP-hard [?]. For cases
where the lower-level problem is continuous and convex, most
solution techniques resort to reformulating the problem into
a single-level one, enforcing the optimality of the lower-
level problem by adding additional constraints. These solution
techniques generally start from either of the two following
reformulations: (i) by using the Karush-Kuhn-Tucker (KKT)
conditions or (ii) by applying the strong duality theorem. In
this paper, we use the reformulation via the KKT conditions,
recognising its versatile integration into other solution meth-
ods. For an approach using the strong duality theorem to obtain
CEs for LP problems the reader is referred to [9]. Assuming
both f and g in (2b) to be continuous convex in x, the KKT-
based single-level reformulation of (2) reads

(ΩCE , x∗CE) ∈ arg min
Ω ,x

∥Ω − Ω0∥ (3a)

s.t. gi(x,Ω) ≥ 0 , ∀i ∈ C (3b)

∇xf(x) −
∑
i∈C

λi∇xgi(x,Ω) = 0

(3c)
λi · gi(x,Ω) = 0 ,∀i ∈ C (3d)
x ∈ X (3e)
Ω ∈ MΩ (3f)
x,λ ≥ 0 , (3g)

introducing the dual variable λ as well as the KKT constraints
for stationarity (3c) and complementarity (3d), replacing the
previous optimality constraint (2b).
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III. EXPLAINING GENERATOR DISPATCH DECISIONS

We dedicate this section to finding means to generate
CEs for solutions to the DC Optimal Power Flow (DCOPF)
problem. While one would generally expect LP solutions to
be more comprehensible, it can be found that such dispatch
optimisation problems (especially over large-scale networks)
are sometimes difficultly understood and can lead to coun-
terintuitive solutions [10]. Simply examining the existence of
binding constraints by observing the dual variables may not be
sufficient as it may not be clear which constraint characterises
the difference between two solutions. While useful to the user
of the dispatch optimisation tool (e.g., the operator), CEs can
also be beneficial to justify decisions to stakeholders who do
not have access to the exact network data. If, for instance, a
generator is interested in why their asset was not dispatched
as usual, the operator can explain their decision-making in
terms of publicly available data such as regionally aggregated
demand data (instead of revealing sensitive information, e.g.,
bid values from other generators).

A. DC Optimal Power Flow

Let us consider a transmission network where N , E , G
and D denote the sets for bus nodes, lines between nodes,
generators and demands respectively. The resulting DCOPF
problem then reads

min
pG

cTpG (4a)

s.t.
∑

{n,m}∈En

pL
n,m =

∑
g∈Gn

pG
g −

∑
d∈Dn

pD
d , ∀n ∈ N (λKCL)

(4b)
pL
n,m = (δn − δm)bn,m , ∀{n,m} ∈ E (λKVL) (4c)

− pL ≤ pL ≤ pL (λL,λL) (4d)

pG ≤ pG ≤ pG (λG,λG) , (4e)

where c ∈ R|G|
≥0 is the incremental generation cost, pG ∈ R|G|

≥0

and pD ∈ R|D|
≥0 are the active power injected/consumed by

generators and demands respectively and pL ∈ R|E| contains
the active power flows on all the lines in the network which are
bounded by upper thermal limits pL ∈ R|E|

≥0. bn,m ∈ R is the
susceptance of the line connecting nodes n and m, δ ∈ R|N |

is the vector of nodal voltage angles and pG and pG denote the
lower and upper generator limits. The associated dual variables
are shown in brackets besides the respective constraints.

B. Counterfactual Demand Scenarios

While the previous formulations considered all parameters
Ω to be variable, we hereafter focus specifically on vari-
ations in the nodal demand vector pD. This restriction is
made based on the fact that the main source of variability
in power system operation has for long been the demand,
with additional variability introduced by renewable energy
sources in recent years. If we would like to consider renewable
sources separately, one could treat them as uncontrollable zero-
marginal cost generators, whose output may then simply be

subtracted from the nodal demands. Note that the proposed
methodology could also be easily adopted to consider CEs
based on other parameters (e.g., in the cost vector c).

The definition of the solution region X depends on the
nature of the question being asked. One could consider the
scenario where a single generator g′ asks why their unit had
not been dispatched based on a previous optimal DCOPF
solution pG∗

0 . More generally, we assume that the generator
specifies some minimum threshold Pg′ ∈ R≥0 above which
they had expected the dispatch instruction by the operator.
Considering these assumptions and applying (3) to (4), we
propose that the minimally perturbed counterfactual demand
scenario pD

CE and its respective solution pG∗
CE can be found by

solving the following problem:

min
pD ,pG

∥∥pD − pD
0

∥∥ (5a)

s.t. constraints (4b)-(4e)

cg = λKCL
ng

+ λG − λ
G , ∀g ∈ G (5b)

0 =
∑

{n,m}∈En

λKVL
n,m bn,m , ∀n ∈ N (5c)

0 = λKCL
m − λKCL

n + λKVL
n,m

+ λL
n,m − λ

L

n,m , ∀{n,m} ∈ E (5d)

λL
n,m (pL

n,m + pL

n,m) = 0 , ∀{n,m} ∈ E (5e)

λ
L

n,m (pL
n,m − pL

n,m) = 0 , ∀{n,m} ∈ E (5f)

λG
g (pG

g − pG

g
) = 0 , ∀g ∈ G (5g)

λ
G

g (pG
g − pG

g ) = 0 , ∀g ∈ G (5h)

λKCL ∈ R|N |,λKVL ∈ R|E| (5i)

λG,λG,λL,λL ≥ 0 (5j)
pG
g′ ≥ Pg′ , (5k)

where constraints (5b) to (5d) correspond to the stationarity
condition (3c) with gradients along pG, δ, and pL respectively.
The index ng in (5b) refers to the node n at which a generator
g is connected. Constraints (5e) to (5h) are the comple-
mentarity conditions on constraints (4d) to (4e). Note that
constraints (5e) to (5h) are non-linear due to the multiplication
of primal and dual variables. This introduces a significant
computational challenge and passing this formulation directly
to an optimisation solver may not be a feasible option (as will
later be shown in Section IV).

C. Solution Methods

1) Direct Solver Call: Similar to [9], we explore the
straightforward option of passing problem (5) directly to a
state-of-the-art optimisation solver. We choose the GUROBI
solver version 11.0.3 [11] due to its capability to solve non-
linear problems. From the solver log it can be observed that
GUROBI uses an approach based on Special Order Sets of
type 1 (SOS1). Further information about the exact solution
method is not revealed. We label this approach Gurobi.
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Offline

Generator g′:
Why didn’t we get
dispatched at least Pg′?

Online

Create S uniformly distributed samples of demand pD

DCOPF dataset S = {pD,pG∗,u}Si=1
Train linear decision
tree according to [4]

?

? ?

Find counterfactual demand
scenario according to (5)

Which solution method?

Solve directly (Gurobi)

Find big M values from
historic data. Then solve as
mixed-integer problem (MIP)

Find active constraints sets in historic
data to linearise problem (Look-up) Solve based on decision

tree model (ML)

pD
d1

pD
d2

pD
0

pD
CE

Final step: choose solution
minimally perturbed from
pD

0 . Solve DCOPF (4) with
the new demand pD

CE to see
which constraints changed.

Counterfactual
explanation:

Unit g′ did not get
dispatched because
of a congestion on

line A-B.
Alternatively, if the
demand at node B
would have been
10% higher, then
you would have

been dispatched at
least Pg′ .

Fig. 1: Framework based on counterfactual demand scenarios as described in this paper

2) Fortuny-Amat-McCarl Linearisation: Another common
method that can easily be implemented using off-the-shelf
solvers, is by introducing binary variables, thus transforming
the problem into a Mixed Integer Problem (MIP). As such, we
hereafter refer to this approach as MIP. It builds on the notion
that the complementarity constraints (3d) can be replaced by
so-called “big M constraints”, i.e.:

0 ≤ λi ≤ uiMi , ∀i ∈ C (6a)

0 ≤ gi(x,Ω) ≤ (1 − ui)Mi , ∀i ∈ C , (6b)

where ui is a binary variable introduced for each constraint.
Applying this procedure to, e.g., (5h) results in

0 ≤ λ
G

g ≤ uG
gMg , ∀g ∈ G (7a)

0 ≤ pG
g − pG

g ≤ (1 − uG
g )Mg , ∀g ∈ G . (7b)

This is repeated analogously for constraints (5e) to (5g). A
drawback of this approach is that the choice of appropriate
values for the M constants is a challenging task in itself.
Setting them too small can lead to insufficiently large upper
bounds on either primal or dual variables which could exclude
the global optimum from the feasible region. Conversely, when
chosen too large, numerical instabilities may occur. In this
paper, we adopt the following approach: we determine the
maximum values for both primal and dual variables occurring
in historical data from previous runs. We then multiply these
by a factor of 1,000 to obtain the respective M values. The
process of generating this data is detailed in Section IV.

3) Data-Driven Heuristics: Given the increased capabilities
to store and process large data volumes, we study the possi-
bility to leverage the historical DCOPF data for solving the
CE problem. The dataset is given as S = {pD,pG∗,u}Si=1,
where u ∈ {0, 1}|C| (analogously to Section III-C2) captures
information about whether a constraint was binding or not.
Using this dataset, we adopt two different approaches as
detailed in the following paragraphs. Note that, neither of these
methods have optimality or feasibility guarantees. Just like any
other heuristic algorithm, their purpose is to provide solutions
in cases where exact methods fail to find any solution.

a) Historic data look-up: By performing a simple query
on the dataset, we can find those samples for which the
solution requirement is satisfied, i.e., the reduced dataset{

(pD,pG∗,u)[i] : pG∗
g′[i] ≥ Pg′ , ∀i ∈ {1, . . . ,S}

}
. From this,

we then extract the set of unique binary vectors u which we
gather in the set U . This allows us to effectively transform
problem (5) into an LP by either introducing constraint (6a)
if ui = 0 or (6b) if ui = 1. This procedure is carried out
iteratively for each constraint combination within U , while
keeping track of the resulting counterfactual demand scenarios
pD

CE. Once U has been exhausted, the demand scenario closest
to pD

0 is chosen as the CE. This method is labelled Look-up.
b) Machine learning surrogate: Secondly, we consider

options to approximate the optimal solution to the lower-level
DCOPF problem and thereby entirely eliminate the need for
explicit optimality constraints. The exact optimiser function
(here pG∗(pD)) for any LP is known to be piece-wise linear
and may be found using methods from the field of multi-
parametric programming. However, such methods generally
lack scalability and applications to DCOPF problems have
been restricted to small test cases [12]. In turn, machine
learning (ML) surrogates for solving DCOPF problems have
recently attracted growing academic interest (mostly for ac-
celeration purposes). In this paper, we adopt the approach
proposed by [4], which proposes linear decision trees to
map demand values to optimal dispatch rates. Their approach
maintains interpretability while also guaranteeing feasibility of
the prescribed solutions. To avoid prohibitively long training
procedures, we adopt their “relaxed” node splitting method-
ology. For purposes of brevity, we refer the reader to the
original document to obtain a more detailed description of their
methodology. In our work, we first find those leaves whose
linear decision rule may satisfy pG∗

g′ (pD) ≥ Pg′ . Among these
we then find CE candidates pD

CE minimally perturbed from
pD

0 . This method is later referred to as ML.

D. Illustrative example

For illustration purposes, consider a simple 5-bus system
shown in Figure 2, based on case5_pjm from [13]. Some
values were modified such that (pG, pG) = (0, 500) [MW] for
all generators and pL = 240MW for all lines. The susceptance
values and cost vector are unchanged, where the latter is given
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g1 g2

g5

d1

d5

d2

d3
g3

g4
d43

2 1

5

4
FACTUAL SCENARIO CE VARIATIONS

+0 −201.3

+166.3

+0

+0

+0

+50
+14.1

+70.8
+0

congested not congested

Fig. 2: 5-bus toy network (all units in MW)

as c = (14, 15, 30, 40, 10) [$/MW]. Running the DCOPF
problem (4) using a given “factual” demand scenario with
pD = (300, 480, 140, 600, 20) [MW], we get the optimal solu-
tion pG∗ = (500, 306.2, 485.9, 14.1, 233.8) [MW]. Evidently,
this dispatch does not follow the merit-order. From the dual
variables we can further find that four lines are congested, with
the highest value being λL

4,5 = 53.2 $/MW. At this point it
is not straightforward to guess which congestion led to the
out-of-merit dispatch. Since g5 is the cheapest unit, however,
not fully dispatched, we may ask why it was not dispatched at
least 400 MW. Solving this CE problem using formulation (5)
and SOS1 constraints, we get the CE described by the demand
variations shown in the right part of Figure 2, consisting solely
of an increase of pD

d3
from 140 MW to 190 MW. While g5’s

dispatch has been raised to the specified 400 MW threshold,
other generators would also be dispatched differently in this
scenario. Interestingly, this change removes the congestion
from line {1,4} and not {4,5}, although it had the highest
dual value. With the help of this imaginary scenario, the CE
establishes a causal link between the demand of d3 and the
optimal dispatch of g5.

IV. NUMERICAL EXPERIMENTS

A. Experimental Setup

1) Test cases: The network models used in this study are
based on the IEEE PES PGLIB-OPF benchmark [13]. Specif-
ically, we used the Active Power Increase variants (__api suf-
fix) as these are specifically adapted to increase the probability
of constrained scenarios, and conditions that we expect to
produce non-intuitive solutions. Two slight modifications were
made to the models. First, we removed any generators which
could only provide reactive power (in the PGLib labelled as
SYNC) as they would be irrelevant for the DCOPF simulations.
Second, the generator lower bounds pG were set to 0 as this
assumption was made in [4] when training the decision tree.

2) Demand variations: A dataset of S = 5, 000 samples
of uniformly distributed demand vectors was generated. The
minimum and maximum bounds for the demand were chosen
as 0% and 120% of the default values indicated in the dataset.
For some cases, variations in this range would produce infea-
sible instances. In such cases, new samples were generated
until 5,000 samples with feasible solutions were obtained. For
all cases a tree depth of 6 was chosen for the ML approach.

3) Question generation: To effectively test the performance
of the developed methods, we aim to generate a set of distinct

questions originating from different initial scenarios and asked
by different generators. This is done in a random manner: for
an arbitrarily chosen sample (i), we identify those generators
for which there exists a higher power dispatch in another
sample (j) within S. Among these candidates we then again
randomly select the enquiring generator g′. The generation
threshold is then chosen as Pg′ = pG∗

g′[i]+k×
(
pG∗
g′[j] − pG∗

g′[i]

)
,

where k ∈ [0, 1] is a randomly chosen multiplier. Defining
all questions with respect to another data point has the
benefit of being guaranteed that the resulting problems (5) are
consistently feasible. If a CE problem is found to be infeasible,
then this is due to the solution method and not the question
itself. 200 questions were generated for each test case and then
solved via the methods introduced in Section III-C.

B. Results

All experiments are run on an Intel Core i7 CPU with a
clock rate of 2.6 GHz and 32GB of RAM. The maximum
runtime is set to 10 minutes. This allows us to test a large
number of problems using different methods and test cases.

For the 7 test cases studied, we show the methods’ per-
formances with respect to speed and minimality in Table I.
Minimality is measured by the ℓ1-distance between the CE
and the real demand, normalised by the maximum net system
demand that occurred in all of the 5,000 samples, denoted as
PD
Σ,max. For cases with more than 14 buses, the Gurobi row

was omitted, as the solver could not converge in the prescribed
time limit of 10 minutes. Further insights about the distribution
of normalised CE distances for the 3, 39, and 300 bus test
cases can be found in Figure 3. The following three paragraphs
discuss the performance of the solution methods based on the
rate of infeasible CE problems, computation time, and CE
minimality measured by the normalised distance.

TABLE I: Statistics of solving 200 CE problems on various
test cases with different methods (best methods in boldface)

test case method % inf % time-
out

mean
time [s]

∥pD
0 − pD

CE∥ /PD
Σ,max [%]

min mean max

case3

Gurobi 0.00 3.00 18.147 0.02 7.367 33.249
MIP 0.00 0.00 0.006 0.034 9.91 46.515
Look-up 0.00 0.00 0.108 0.02 7.605 33.249
ML 0.00 0.00 0.12 0.02 8.084 33.249

case5

Gurobi 0.00 73.50 446.917 0.032 3.128 17.784
MIP 0.00 0.00 0.029 0.022 16.873 50.378
Look-up 0.00 0.00 0.245 0.022 10.026 43.836
ML 0.00 0.00 0.363 0.564 16.475 49.94

case14

Gurobi 0.00 46.00 278.301 0.194 11.209 46.639
MIP 0.00 0.00 0.042 0.194 18.29 60.599
Look-up 0.00 0.00 0.265 0.194 17.065 48.456
ML 0.00 0.00 0.248 0.194 18.249 60.305

case24
MIP 40.50 0.00 3.901 13.514 28.87 56.371
Look-up 0.00 0.00 2.219 0.0 4.522 19.06
ML 46.00 0.00 0.669 0.0 21.913 78.366

case39
MIP 0.00 0.00 2.712 5.269 19.119 38.208
Look-up 0.00 0.00 3.566 0.03 5.11 28.465
ML 15.50 0.00 0.364 0.82 9.983 36.836

case118
MIP 0.00 0.00 4.205 1.223 14.483 47.612
Look-up 0.00 0.00 6.517 0.001 2.966 9.618
ML 44.50 0.00 6.698 0.535 13.139 38.558

case300
MIP 0.00 94.00 568.387 4.609 10.072 16.113
Look-up 0.00 0.00 5.494 0.202 3.607 13.82
ML 35.00 0.00 2.901 0.462 8.126 60.02
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Gurobi MIP Look-up ML

Fig. 3: Empirical distributions of absolute distances between
initial scenario and counterfactual demand variation

1) Feasibility: As described in Section IV-A3, the ques-
tions are created such that they prohibit infeasible problem
formulations. Since Gurobi’s SOS1-based solution method is
exact, and the Look-up method is entirely based on referring
to constraint combinations of feasible previous runs, these
methods hence do not produce any infeasible runs. Runs using
MIP are largely feasible, however, for case24 40.5% of all
runs are infeasible, suggesting that the M values were chosen
too tight for this case. ML exhibits infeasibilities, especially
for larger test cases. This is explained by the decision tree’s
increasing inability to accurately map demands to optimal
solutions as the networks grow. In such cases, it may happen
that the model “assumes” that a certain demand variation is
sufficiently large to produce pG

g′ ≥ Pg′ , however, due to the
approximation error, the solution region is not reached. If
none of the leaves yields a feasible pD satisfying the solution
requirement, the run is labelled as infeasible.

2) Runtime: While Gurobi can solve linear bilevel prob-
lems with optimality guarantees, it becomes intractable for
larger test cases. All other methods generally converge quickly
irrespective of the test case. Both ML and Look-up rely on
iterating over a small number of LP formulations that can
be solved efficiently (limited by the number of leaves and
the number of unique active constraint sets |U| respectively).
For case300 it can be observed that MIP is starting to
consume more time than desired, with 94% of all problems
not converging within the time limit. For networks with more
than 300 buses, the methods ML and Look-up should thus
be preferred.

3) CE Minimality: Due to its optimality guarantee,
Gurobi can provide a reference CE, however, only for prob-
lems to which it finds a solution within the time limit. Among
the inexact approaches, Look-up generally provides the best

(i.e., minimally perturbed) CEs for larger test cases. This is
also indicated by Figure 3. Look-up performs well since
(unlike ML) it is not a full approximation of the problem. As
long as we manage to find the correct constraint combination
u, the approach will converge to the globally minimal CE.
Conversely, ML can potentially overestimate the change in
pD needed. The worse performance of MIP is again likely
linked to not choosing sufficiently large M values. However,
using the values derived from the method described in Section
III-C2, the solver already started running into numerical issues,
suggesting that further increasing M values would aggravate
such problems. 0.0 magnitude CEs such as in case24 can
occur when there are generators with the same cost factors,
i.e., the problem had more than one optimal solution at pD

0 .

V. CONCLUSION

This paper employs the concept of counterfactual expla-
nations (CEs) to allow decision-makers justify the solutions
suggested by power system optimisation tools. Specifically, we
consider the outcomes of a DC Optimal Power Flow problem,
for which a generator asks why their dispatch had not been
higher than instructed. We then derive the minimum change
of the nodal demand vector needed to meet the specified
requirement on the solution. The resulting bilevel optimisation
problem is solved using various methods, both exact and
heuristic approaches are tested. It is shown that by simply
iterating over previous DCOPF solutions and using their active
constraint combinations to linearise the bilevel problem can
yield significant speed improvements, while sacrifices on the
CE accuracy are less compared to other inexact methods.
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