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Algorithms for dynamic control of a deep-sea mining vehicle based on deep reinforcement learning

satisfactory algorithms that are capable of handling the complexity and unpredictability in deep-sea
environment. This research deploys advanced deep reinforcement learning algorithms, to enable dynamic
control in the deep-sea navigation - which was previously challenging when using conventional methods.
These algorithms with detailed optimization of the hyperparameters have been implemented on a four-
track deep-sea mining vehicle, demonstrating good performance in dynamic avoidance of obstacles that

are randomly deployed.

Keywords

Deep-sea Mining; Dynamic Obstacle Avoidance; Deep Reinforcement Learning; Hyperparameter

Optimization; Artificial Intelligence

1. Introduction

Deep-sea mining holds significant importance, given the ocean's vast reserves of essential minerals
such as polymetallic nodules, massive sulfides, and cobalt-rich crusts (Leng et al., 2021). Deep-sea
mining vehicles (DSMVs) are crucial for exploring and harvesting ocean resources. However, DSMVs
face substantial operational challenges due to the complex and unpredictable nature of the deep-sea
environment, necessitating advanced control to ensure dynamic avoidance of obstacles.

Historically, DSMV navigation systems relied on conventional methods such as proportional integral
derivative (PID), fuzzy logic, model predictive control (MPC), and adaptive control algorithms. While
PID controllers are popular for their simplicity, they often struggle in the face of non-linear, time-varying
dynamics characteristic of underwater environments. Their performance is heavily reliant on the
predefined parameters, which do not adapt well to unexpected changes, leading to suboptimal control in
dynamic conditions (Yeu et al., 2012). Fuzzy logic systems provide a more adaptive approach by
handling uncertainties in a rule-based manner, yet they require extensive expertise to design and are
difficult to scale for complex scenarios (Dai et al., 2019; Fossen and Lekkas, 2017). MPC offers a
predictive approach to control by optimizing future control actions based on a model of the system.

However, the computational complexity of MPC makes it challenging to implement in real-time
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applications, especially when dealing with the high dimensionality and uncertainty of deep-sea
navigation (Wu et al., 2021). Adaptive control methods attempt to adjust controller parameters in real-
time, but they often require a reliable and precise model of the system dynamics and may not cope well
with the sudden, drastic changes in underwater environments (Fossen and Lekkas, 2017; Shin et al.,
2017).

The emergence of deep reinforcement learning (DRL) has heralded a significant shift in control
systems (Mnih et al., 2015). DRL, with its ability to learn and adapt from interactions with the
environment, offers a promising solution to the challenges faced by traditional methods(Levine et al.,
2016). DRL algorithms are capable of handling non-linear, high-dimensional problems, and can
dynamically adjust their strategies to optimize performance in real-time (Silver et al., 2017). The inherent
flexibility and learning capability of DRL make it an ideal candidate for navigating the intricate and
dynamic landscape of the deep sea.

Recent advancements highlight the need for an innovative DSMV controller. This controller should
facilitate rapid target point acquisition in obstacle-free scenarios and ensure efficient, real-time avoidance
strategies when encountering unforeseen obstacles within a predefined detection domain. Given DRL's
success in similar applications (Chen et al., 2023b; Wang et al., 2023), it stands out as a potential solution
for achieving this balance, paving the way for further research.

This study focuses on designing and evaluating algorithms for DSMV navigation. Specifically, it aims
to: 1) assess the IDDPG and PPO algorithms' efficacy in guiding a DSMV along target paths while
dynamically avoiding obstacles; 2) Compare the performance of these DRL algorithms in obstacle
avoidance; and 3) Provide recommendations for optimal hyperparameter selections.

The structure of the paper is organized as follows: Section 2 presents the DSMV modeling strategy,
encompassing coordinate definition and both kinematic and dynamic modeling. Section 3 explores the
DRL algorithms for DSMV, with the design of dynamic avoidance reward functions and hyperparameter
optimization being detailed. Section 4 elaborates on the numerical simulation framework for training and
presents some results from various navigation tests. Finally, some key findings are summarized in Section

5.
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2. Modeling Strategy

In the context of underwater mining environments, it's pivotal to correlate the scale of the mining
vehicle's body with the mining area. While certain unique environments may present as impassable
obstacles, the vast majority of the underwater environment is anticipated to be relatively flat concerning
the vehicle's navigation path. As such, this study delves into the three degrees of freedom (x,y,8)
motion of a four-track mining vehicle within a two-dimensional plane. It is pertinent to note that, although
the concept of a four-tracked vehicle is not novel per se, the four-track model formulated in this study
builds upon and significantly extends the two-dimensional models from prior research Chen et al.
(2023a), with substantial adaptive improvements for deep reinforcement learning training. In this model,
water resistance and random perturbation resistance have been implemented, which enhance the
capability to simulate the unpredictable conditions of the seabed environment. This nuanced approach
allows for a more accurate representation of the varying underwater dynamics, thereby contributing to
the robustness and adaptability of the model in real-world applications, which is different from the similar
model developed by Xu et al. (2022). Our approach simplifies resistance handling and optimizes various
aspects for the largely unknown underwater environment, thereby endowing the trained controller with
enhanced robustness and generality, especially beneficial for scenarios resembling the four-tracked
configuration. This manuscript provides a detailed explanation of these advancements and their
implications for underwater mining, thereby distinguishing our work from previous literature and

underscoring its novelty and relevance.

2.1 Coordinate Definition and 3D model of a DSMV

(a) Definition of Coordinate Systems (b) 3D model of the DSMV
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Fig. 1. (a) Definition of Coordinate Systems: The subscript g refers to the global coordinate system,
the subscript b refers to the body coordinate system, and 8 represents the heading angle; (b) DSMV
3D Model: The four-track prototype showcasing equipment attachments.

The coordinate systems including both the global and body fixed coordinate systems are depicted in
Fig. 1(a), and the 3D model of the four-track DSMV prototype with equipment attachments is illustrated
in Fig. 1(b). To facilitate the transformation between the local coordinate system and the global

coordinate system, it is essential to utilize the coordinate transformation matrix T(8) expressed in Eq.(1):

cos(@) —sin(@) 0
T(0)=|sin(@) cos(d) 0], (1)
0 0 1

where 6 denotes the heading angle, characterized as the heading orientation of the DSMV within the
global coordinate framework, with the direction of the x,, axis serving as the reference 0 degrees and

the counterclockwise orientation being considered as the positive direction.

2.2 Kinematic Modeling
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Fig. 2. DSMV Kinematic Model: Showcasing a four-track configuration with DSMV’s velocities u;,
and up at the left and right tracks' center axes, respectively.

The kinematic model of the DSMV incorporates a distinctive four-track configuration, as detailed in
Fig. 2. In this arrangement, the velocity at the center axis of the left-side tracks is denoted as u;, whereas
that at the right-side tracks is represented by up. The model assumes that the lateral velocity v,
perpendicular to the DSMV's forward trajectory, is consistently zero. This assumption is premised on the

findings of Chen et al. (2023a), which imply an absence of lateral resistance during the vehicle's forward
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motion. Both u; and uy are considered to align with the DSMV's forward velocity u. Under the
assumption of a rigid body, the actual velocity of the DSMV is calculated as the average of the centroid
velocities from both the left and right tracks. It's important to note that while tracks on the same side may
exhibit varying rotational speeds due to operational dynamics, they are structurally affixed to the same
side of the DSMYV, ensuring coordinated movement. The ground contact length of a single track is
represented as L, while L, signifies the end-to-end distance of two tracks positioned on the same side.
Additionally, D is used to denote the track gauge, defined as the distance between the two track axes of
the mining vehicle, and w; represents the angular velocity of the DSMV rotating about its geometric
center in the body coordinate system. According to the coordinate transformation relationship, in the
global coordinate system, the angular velocity w, of the DSMV rotating around its geometric center
will always be equal to wy,.

Steering of the DSMV is executed by manipulating the speed differentials of the tracks situated on
either side. Any discrepancies in speed on the same side result in track slippage, a common phenomenon
observed during maneuvering. The underlying mathematical relationships and principles governing this

kinematic behavior is detailed in Eq.(2):

. 2
_Up-uy

"D
Based on a single rigid body assumption, the rotational speed and rotation center of each point are the

same when the DSMYV rotated; therefore, the rotation radius R, of the DSMV can be expressed by

Eq.(3):

u D(ug +u;)

Ry == S 3)

b
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2.3 Dynamic Modeling
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Fig. 3. DSMV Dynamic Model: Illustration of tractive and resistive forces on four tracks.

The dynamic model for a four-track DSMV is detailed in Fig. 3. This model comprehensively
represents the dynamic interactions and forces acting on the vehicle. The tractive forces affecting the left
front, left rear, right front, and right rear tracks are designated as F;;, F;,, Fp; and Fp,, respectively.
These forces are essential for understanding the vehicle's motion, where positive slip ratios signify a
heading forward tractive force, propelling the DSMV, whereas negative ratios are indicative of a reverse
direction, functioning primarily as a resistive force. Moreover, the model accounts for resistive forces
specific to each track, labeled as R;;, R;,, Rp; and Rp,. These resistances are multifaceted, including
aspects such as friction resulting from heading forward movement, hydrodynamic drag, and other
random resistances that the vehicle encounters, all of which contribute to the overall force dynamics.
Additionally, fy represents the lateral resistive force that comes into play during turning maneuvers,
crucial for the accurate navigation and control of the DSMV. The interplay of these forces and velocities
is mathematically encapsulated in Eq.(4), providing a robust framework for the dynamic modeling of the

DSMV's movements.

Mu=F, +F,+Fy+Fy—R,—R,— Ry — Ry,
Mv=4fd, , 4)
16 = (FR1+FR2_RR1 _sz)D_(FL1+FLZ_RL1_RL2)D_4f (Lz_dz)
2 2 v s
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where M is the total mass of the mining robot, I is the rotational inertia of the DSMV, 1, v and 6
are the second derivative of x-direction displacement, y-direction displacement and heading angle of the
DSMV respectively. The traction forces F;q, F;,, Fgrq,and Fg, are generated by shearing with the soil.
During the movement of the DSMYV, the thrust of the track can be regarded as the resultant shear force at
each point of the track. The relationship between the thrust and track movement can be expressed using
Eq.(5):

L .
F, = brjo 75, (Jp (%))dx

L .
F,=b .[0 71, (Jpo (%))dx

. , 5)
Fyp = bTIO Tt (Ji (%))dx

L
Fp, = bTJO Tpy (Jga (%))dx

where by is the width of a single track; ‘tLl(le(x)), Tro (jL2 (x)), ‘rRl(le(x)) and Tg, (ij (x))
are the soil shear stresses; and j;;(x), ji2(x), jri(x) and jg,(x) are the shear displacements at the
front end x of the track connection section.

According to a study conducted by Wong and Chiang (2001); Wong et al. (1984) , when the slip ratio
is positive, the relationship between shear stress and shear displacement can be mathematically expressed
using Eq.(6):

| e

TL] (le ('x)) = Tmax 1 +

-1
K- ]

K, x{ } U
[ 1 T kW G
T,,(J,(¥) =7, K, x{1+| ————1|xe Ko lyl1oe Ko

[K(-¢h) ]

, (6)

1

To (U () =7, K, x 1+ _m— 1_

1 7 lij/ez(x) _Jra(x)
. K, K,
Tro (Jpa (%)) = 7, K, X 1+_m—1_xe x|1-e

where the maximum shear stress, denoted as T,,,, as well as the ratio of the residual shear stress to
the maximum shear stress, referred to as K,., and the shear displacement K,, are all experimentally
determined values. For the purposes of this simulation experiments, the following values K, = 0.66,
K, =0.022m and 7,,,, = 4.9kPa were adopted.

When the DSMV is in motion, the track is non-contractible. Consequently, the shear displacement at

each point along the track can be expressed using Eq.(7):
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. X .

Ju)=(o,-V,)—=i,x
@y

J(X)=(ray, =V,) SlippX
L2

Jrn () =(ra, =V;) =X
R1

Tr2 (x)= (rsz - VR) =g, X

R2

(7

where r represents the driving wheel radius of the tracks. w;;, w;,, wgr; and wg, correspond to

the driving wheel speeds of the left front, left rear, right front, and right rear tracks, respectively.

Similarly, i;q, i;5, ig; and ig,

represent the slip rates of the left front, left rear, right front, and

right rear tracks, respectively, which can be defined using Eq.(8):

i= (ro, =V,)
1
ra)Ll
_(ro,-V)
I, =
VC()LZ
_(ray, —Vy) '
Ipr =
I"O)R]
_(rag, =Vy)
Ipy =
}’CURZ

(®)

By substituting Eq.(7) into Eq.(5), the formula for calculating traction with respect to x can be

derived, as expressed in Eq.(9):

L .
F, :bTJ.O 7, (i, x)dx
L .
F, =bTJ.0 7., (i, x)dx
L ) :
Fp = bTIO Ty (igyx)dx

L .
Fp, = brjo Ty (g X)dx

)

The interplay between the traction force exerted by the DSMV tracks and the corresponding slip rate

is complex, as visualized in Fig. 4. A distinctive feature of this relationship is that traction force escalates

swiftly with an increase in positive slip rate, culminating at a peak when the slip rate is approximately

0.02. Beyond this point, traction diminishes and reaches a plateau, converging to a comparatively lower

constant value.
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Fig. 4. Traction Force vs. Slip Rate: Positive slip rates increase traction to a peak before decreasing,
while negative rates show symmetry about the origin.

In scenarios where the DSMV encounters negative slip rates - a situation interpreted as the vehicle's
forward velocity surpassing that of the tracks, resulting in the tracks being dragged - the graph displays
a symmetry about the origin compared to the positive slip rate scenario. Here, the forces typically
considered as traction take on a negative connotation, signifying resistance. This resistance in practical
deep-sea mining operations is multifaceted, comprising draft and compaction resistances (particularly
prevalent during negative slip rates), water resistance, which escalates with speed, and random resistance
due to unpredictable factors such as variations in seabed soil properties, ongoing mining procedures, and
cable-induced oscillations.

Accurately quantifying these resistances, particularly in the variable conditions of the ocean floor, is a
significant challenge. For the DRL-based controller to effectively adapt to these uncertainties, a robust
resistance calculation method, as presented in Eq.(10), has been employed, designed to account for the

dynamic and diverse resistance factors inherent to the seabed environment.

10
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M Mg
R, = 4 +kL1VL21 +6L1

u Mg
R, = 4 +kL2VL22 +9,,
u Mg
Ry, = 4 +kR1VR21 +§R1 > (10)

u Mg
Ry, = T + kRZVRzl + 6R2

M,
f, = ﬂ;Lg +kya),f +8,

where, p, and p, respectively represent the frictional resistance coefficients along the DSMV's
forward direction and perpendicular to it. K;;, K;», Kg1, Ko and K, denote resistance coefficients
linearly dependent on the square of the speeds of the left front, left rear, right front, and right rear tracks,
as well as the square of the angular velocity. 6,1, 8,2, g1, Ogz and &, represent nonlinear resistance
terms associated with the square of the tracks' speeds and the DSMV's rotation, respectively.

This resistance model has been refined based on previous research (Chen et al., 2023a) and comprises
three primary components:

Frictional resistance: A constant value that changes polarity depending on the direction of forward
motion.

Water resistance: Quadratically proportional to the magnitude of the forward velocity.

Random perturbation resistance: A minor stochastic term designed to encompass any other potential
environmental random resistances.

The advancement in the DSMV design is encapsulated in the transition from the traditional two-track
model to a more capable four-track configuration, significantly enhancing its operational adaptability in
challenging deep-sea environments, e.g., improved ground contact, maneuverability, and superior
performance in overcoming obstacles like navigating trenches and ascending slopes, essential for the
intricate and unpredictable seabed. This new model is detailed with parameter values in Table 2 of the
Appendix.

While resistances such as pushing resistance encountered during the DSMV's movement have been
accounted for in the traction's empirical formula and are not part of this resistance term's computation,
it's pivotal to recognize the comprehensive enhancements introduced by the four-track model.

Concentrating primarily on the design and comparative optimization of reinforcement learning

11
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algorithms for dynamic seabed obstacle avoidance control, this research sets the stage for mathematical

validation and further discussions on the simulation model's efficacy in future research.

3. DRL Algorithms for DSMV

IDDPG: This algorithm, an improvement of the Deep Deterministic Policy Gradient (DDPG), has
been thoroughly discussed in previous studies (Chen et al., 2023a). Its suitability for the DSMV was
validated during the path-following controller training, as extensively covered in the research mentioned.
For a comprehensive grasp of the IDDPG algorithm, including its nuanced aspects and primary
procedures, refer to "Algorithm 1 Improved Deep Deterministic Policy Gradient (IDDPG)" in Appendix.

PPO: Renowned for its resilience as an offline learning stochastic policy algorithm, the standard PPO
is well-suited for discrete action spaces. In this study, we modified the algorithm for continuous action
realms, offering an exhaustive compilation of optimization advice for selecting hyperparameters,
especially customized for the DSMV and analogous settings. Although the modified controller
effectively met the dynamic obstacle avoidance training standards, it showed minor deficits in
performance relative to the IDDPG during randomized obstacle avoidance simulation assessments due
to the algorithm's intrinsic variability, but it achieved the essential control objectives commendably. For
an elaborate explanation of the PPO algorithm's methodology and crucial phases, refer to "Algorithm 2
Proximal Policy Optimization (PPO)" in Appendix. The algorithm directly references the methodology
used in the original paper (Schulman et al., 2017), with a selection process for relevant hyperparameters
similar to that of IDDPG, details of which are not reiterated within the algorithm. For specific values of
certain parameters related to the reinforcement learning components in this chapter, please refer to Table

2 in Appendix.

3.1 Network Structures: IDDPG & PPO

IDDPG: Employs two Actor Networks (one Target Actor and one Actor) and four Critic Networks
(two Target Critics and two Critics). The network architecture consists of an input layer, two hidden
layers, and an output layer. The structure is relatively flat. Both actor networks have the same
configuration with neuron counts of: 12 (input state dimension is 12), 256, 256, 4 (output action

dimension is 4). All four critic networks are identical, with neuron counts of: 16 (12-dimensional input

12
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state + 4-dimensional output action), 256, 256, 1 (the output dimension of the value function for
evaluation is only 1).

PPO: Utilizes one Actor Network and one Critic Network. The network structure includes an input
layer, two hidden layers, and an output layer. The architecture is relatively flat, with the Actor Network
featuring neurons in the following quantities: 12 (input state dimension is 12), 256, 256, 4 (output action
dimension is 4); the Critic Network, designed for state value approximation, aligns with: 12 (input state
dimension is 12), 256, 256, 1 (the output dimension of the value function for evaluation is only 1).

The difference in critic network input dimensions between IDDPG and PPO is consequential. In
IDDPG, the critic network takes both the state and action as input, reflecting its role in Q-value
approximation, facilitating the policy update through precise action-value estimation. This inclusion of
action in the critic’s input becomes crucial for environments with continuous action spaces, like deep-
sea navigation. In contrast, PPO’s critic network only considers the state for value estimation, aligning
with its objective of maximizing the expected return. This difference underscores PPO's emphasis on
sample efficiency and stability, albeit at the potential cost of precision in complex environments with

intricate action implications.

3.2 Designing Dynamic Avoidance Reward Functions

In the context of deep-sea mining vehicle (DSMV) navigation, designing an effective reward function
is crucial for dynamic obstacle avoidance. The reward function serves as the guiding light for the DSMV,
encouraging behaviors that lead to successful navigation while avoiding collisions. This section explains
the comprehensive design of the reward function that balances control objectives with unexpected
disturbances.

For obstacle detection scenarios, when the distance to the nearest obstacle (gps) is less than 30m
(the assumed range of the DSMV's obstacle detection capabilities), the reward function prioritizes the
DSMV's relative position and approach direction to both the obstacle and the target. It is designed to
encourage paths that steer clear of potential collisions while maintaining progress towards the destination.
Specifically, the DSMV is rewarded for maintaining a safe distance from the obstacle while orienting
towards the target.

In open water scenarios (8qg,; = 30m, no obstacles detected), the focus shifts primarily to guiding

the DSMYV efficiently towards the target. In these cases, the function simplifies by assuming a constant
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distance to the nearest obstacle and a fixed heading angle deviation. This approach ensures that the
DSMV is not penalized unnecessarily when far from obstacles, promoting smooth and direct navigation
towards the target.

Operational constraints and penalties are also considered, regardless of obstacle presence. The
function mandates that the slip rates of all four tracks should not exceed 50%, reflecting the real-world
operational limitations of DSMVs. Additionally, to prevent stagnation and ensure timely navigation, a
minimum forward speed (V) of 0.35m/s is enforced.

The detailed formulation of the one-step reward function, Ropestep, and its components are

mathematically articulated as follows (Egs.(11) ~ (19)).

_5; if 7wSimOne >=750
N elif o, <2
ROncSlcp - _60’ ellf (SOZS <=0> (11)

(e47y + &) %6/ T+ (60, 04 +EorTor )| T+ Eycle + Ty €lse

where Tsimone refers to the timing of one training round for the DSMYV in the environment; &, is
the distance from the DSMV's current centroid position to the target; gy is the distance from the
DSMV's current centroid position to the center of the nearest obstacle, minus the radius of that obstacle;
Ta, Tr, Toa> Tor, Tyc denote the reward components corresponding to the DSMV's heading angle
deviation towards the target, the DSMV's distance to the target, the DSMV's heading angle deviation
towards the closest obstacle, the DSMV's distance to the closest obstacle, and the DSMV's heading speed
V¢, respectively; €4, €7, €04, €or» Eyc are the weight coefficients for the corresponding reward
components; gy, is the penalty for any track whose slip rate exceeds 50%. The formulas for these
reward components are shown in Eqs.(12)~(17). All units used adhere to the International System of

Units (SI) and have been omitted in the equations for simplicity.
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Top = e o9 41 (15)
Fe ==2e M 41, (16)
1 r 7 7 7 0,
o= {0 bbbl i) 5 50% an

where @1,, and @gq,s represent the deviations of the DSMV's heading angle towards the target and
the closest obstacle, respectively; k,, k¢, koa, kor, kyc are the adjustable hyperparameters used in
the calculation of the corresponding rewards, ensuring that each reward component ranges between -1
and 1 to maintain training stability and the generality of the reward function. Specifically, the approach

direction A,, from the DSMV's current point A(x,,y,) to any point N(x,,V,) is calculated using

Eq.(18):
arctan((y, —»,)/ (x, —x,)), X, >x,

arctan((y, —y,)/ (x, =x)*t7, X, <X, ¥, 2,

arctan -y )/ (x —x))—r, X <X, <

A - (v, =y (x,—x,)) 0 <X Vo <Va (18)

/2, X, =X, ¥V, >V,
-r/2, X, =Xy ¥, <V,
()’ xn = xa’ y)‘l = y{,l

Thus, ¢@r,. and @q,s can be determined using Eq.(19):

@, =60—A,, i =Tar,Obs (19)
where 0 represents the current heading angle of the DSMV.

These components consider various aspects such as the DSMV's orientation towards the target and
obstacles, distance to the target and obstacles, forward speed, and slip rate. The weight coefficients (g4,
&r, etc.) and penalty terms are fine-tuned to ensure the reward function effectively encourages desired
behaviors and discourages detrimental ones. The values for the relevant parameters used in this research
can be found in Table 2 in the Appendix.

To fine-tune the weight coefficients of each component within the reward function, our approach
involves adjusting one parameter at a time. This methodical single-variable adjustment, followed by
repeated training and analysis, aids in identifying optimal values. The initial weight allocations for target
and obstacle components in Ropesiep Were primarily informed by the work of Wang et al. (2023).

Regarding comparative analysis, due to the high non-linearity of the controlled object and
unpredictable obstacle scenarios encountered while tracking targets, it is necessary to provide some
reference during the initial stages of training. Although experiments from AlphaGo (Silver et al., 2016)

and AlphaGo Zero (Silver et al., 2017) suggest that human experience may not always contribute to

15



O J o U bW

OO OO UTTUIUTUTUTUTUTUTUTOTE B DB DB DD DSDNWWWWWWWWWWNNNMNNNMNNNNNNR R PR PR RRP R R
O WNRPOWVWOJdANT D WNRPRPOW®O-TAUBRWNROWOWO®-JdNUD™WNRFROWOW-JOUDWNR OW®W--I0 U D WN R O W

332

333

334

335

336

337

338

339

340

341

342

343

344

345

346

347

348

349

350

351

352

353

354

355

356

357

358

Algorithms for dynamic control of a deep-sea mining vehicle based on deep reinforcement learning

finding the optimal solution, in this study, incorporating penalty terms for slip rate and average forward
speed is essential. While not displayed here, early trials without these penalties resulted in the agent
struggling to find optimal strategies for dynamic obstacle avoidance, often falling into suboptimal
behaviors such as high slip rates, stagnation, or even training collapse.

By carefully calibrating this reward function, we aim to endow the DSMV with the ability to navigate
complex underwater environments while dynamically avoiding obstacles. This ensures the DSMV's

operational proficiency and safety in the unpredictable deep-sea environment.

3.3 Hyperparameter Optimization

3.3.1 Learning Rates

IDDPG & PPO - Actor & Critic Learning Rates: These parameters are crucial as they dictate the
speed and scale of weight adjustments in both the actor and critic networks, influencing the learning
process's efficiency and effectiveness. For both IDDPG and PPO, the learning rate plays a pivotal role,
especially in the context of complex, nonlinear environments where rapid convergence is desirable.

Initially, a more substantial learning rate is indispensable to expedite convergence, but it requires a
subsequent reduction to ensure stability during the later phases of training. In this research, the learning
process commences with a rate [, . = 3e — 04, progressively decaying to l.,q = 3e—06 to
maintain a balance between rapid adaptation and the consolidation of learning. It's noteworthy that
typical initial values for these algorithms are commonly set within the range of 1e — 04 to 3e — 04,
signifying the standard practice in various scenarios.

Moreover, for PPO specifically, the learning rate also governs the magnitude of updates in the policy
and value networks, a critical aspect for the algorithm's success given its reliance on sample efficiency

and the delicacy of policy updates.

3.3.2 Trade-off Between Exploration and Exploitation

IDDPG - Policy and Exploration Noise: Randomness introduced in decision-making enhances the
algorithm's exploratory capabilities. Key components include Policy noise, requiring adequacy for

exploration without descending into randomness (selected as 0.2 in this study); Noise clip, preventing
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destabilizing large policy updates (commonly set at 0.5, adopted in this research); and Policy delay,
stabilizing training by tempering the frequency of policy relative to critic updates.
PPO - Entropy Coefficient: Encourages exploration by increasing policy randomness, typically set

low (0.01 in this case) to avoid excessive unpredictability.

3.3.3 Discount Factor

IDDPG & PPO - Discount Factor (y): A common parameter for all DRL algorithms, y is a discount
factor balancing the significance of immediate versus future rewards. This factor dictates the present
value of forthcoming rewards. A value near 0 indicates myopia with a focus on immediate rewards,
whereas a value closer to 1 reflects foresight, considering future rewards more substantially.

Considering the temporal aspect, the discount factor is typically used to compute the sum of discounted

future rewards, represented as:

Gt = Rt+1 + yR

142

+YR ., +...= ::OykRHkH, (20)

t+3

where G, is the total future rewards (also known as returns) starting from time step ¢, R,,; is the
reward obtained at the next time step, and k is the index of future reward steps.

For a y of 0.95, this theoretically infinite series actually converges, indicating a point where the
incremental future rewards minimally impact the total. This can be estimated by calculating when the
value of the discount factor becomes very small, post n steps. Assuming the discount is desired to reach
a minimal threshold (e.g., 0.01) after a certain number of steps, it is calculated using: y™ = 0.01. By
solving for 'm’ with a y of 0.95: 0.95" =0.01, 'n’ is determined using the equation: n =
logyg5 0.01, which approximately equals 60. This method ensures a more streamlined expression and
understanding of the calculation process. This suggests that after approximately 60 time-steps, the
present value of future rewards diminishes to 1% of the initial reward, defining the effective "horizon"
or the number of time steps considered at y = 0.95. This isn't a strict limit but an indication of the
relatively reduced influence of future rewards on the total return beyond this point. In this task, given the
30m obstacle detection range, corresponding to roughly 60 time-steps for the DSMYV, it's crucial for the
agent to avoid collisions. Therefore, selecting a y of 0.95 is rational based on the aforementioned
calculations. Different tasks might demand varying gamma values, depending on the specific focus of

the objectives.
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3.3.4 Stability and Update Control

IDDPG - Noise Clip & Policy Delay: These parameters manage the impact of noise and stabilize the
update frequency of the Actor and Critic. Specific recommended values are discussed in section 3.3.2.

PPO - &pp, Clip Range and ng,o,: These parameters work in tandem to limit the change amount
per update step and determine the number of update times per data batch. €ppy constrains the policy
update's change extent, with a smaller eppy (0.1 in this study) making the algorithm more conservative.
Clip range, set at 0.2 here, curbs the updated policy from deviating excessively from the old one,
balancing exploration and exploitation. Nepoehs, the count of training repetitions per data batch, requires
tuning for convergence speed and data efficiency. Focusing on thorough sample utilization for offline

learning, a higher value of 256 was opted for.

3.3.5 Experience Replay

IDDPG - Buffer Size & Batch Size: These dictate the volume of past experiences the algorithm can
store and the quantity of experiences utilized per learning update. A larger buffer, like this research’s
choice of 51,200, equates to a more diverse learning history, while the buffer size impacts the gradient's
stability. The batch size is set at the maximum of 512, balancing computational efficiency and sample
diversity.

PPO - Batch Size: Though PPO doesn't employ traditional experience replay, the batch size still
influences the learning data volume from gathered experiences. While larger batches (e.g., 4000 to 64000)
provide more stable updates, they also require more computational resources. Considering computational

constraints, a choice was made for 25,600, ensuring stability and speed in training.

3.3.6 Target Updates

IDDPG - Unique Hyperparameter Tpppg: This parameter governs the rate at which weights from
the primary network are transferred to the target network. A smaller Tjpppg, set at 0.0005 in this study,
ensures that updates to the target network are both gradual and stable. This deliberate pace is critical in
maintaining the algorithm's stability and avoiding overfitting, as it promotes a smoother evolution of

expected Q-values and helps to mitigate potential oscillations in the target Q-values.
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3.3.7 Advantage Estimation

PPO - Generalized Advantage Estimation (GAE) Hyperparameter Agy; & Value Loss
Coefficient: These parameters play significant roles in influencing reward estimation and the
prominence of value loss within the overall loss computation. The Ag,g, set at 0.98 after comprehensive
training, addresses the bias-variance trade-off inherent in advantage estimation, contributing to more
accurate predictions. The Value Loss Coefficient, often invoked when the actor and critic share layers in
a network, was not considered essential in this research due to the effective balancing achieved by

separately optimizing the actor and critic networks."

4. Results and Discussion

4.1 Framework for the Numerical Simulation

Upon the finalization of the four-track model, the establishment of an initial training environment for
the DSMV was deemed imperative, as illustrated in Fig. 5. This facilitated the interaction between the
specified environment and the DSMV simulation model, leading to the construction of the numerical
training process depicted in Fig. 6. After multiple training iterations, a control objective was defined that
enables the DSMV to adhere to a designated mining trajectory and dynamically circumvent obstacles,

even under simulated unknown deep-sea circumstances.

4.1.1 Initialization for Dynamic Avoidance Training

The training environment for the DSMV encompasses specific initial conditions as illustrated in Fig.
5. At the commencement of each training iteration, the DSMYV is positioned at the origin point(0, 0),
with randomized initial slip rates for its four tracks, track speed, and heading angle. The designated target
location is randomly selected within an orange-highlighted region, defined as a ring with a radius

spanning from 100m to 200m, or approximately 10-20 times the length of the vehicle.
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Vn

Target Point P1: Randomly
generated within the orange area

+

X

Initial Point P0: Set at (0, 0) with randomly determined slip rates and heading angle n

Fig. 5. DSMV Training Initialization: Dynamic avoidance with randomized initial conditions, target
within a specified orange region, and obstacle generation in the potential route (blue region).

Furthermore, each iteration includes the generation of an obstacle, represented as a black circle in the
diagram. This obstacle is constrained within a blue region, strategically placed along the potential route
to the target, yet it does not directly impede the vehicle's path. This setup is designed to mimic realistic
operational challenges the DSMV might encounter.

In alignment with actual mining operations, the vehicle's detection range for obstacles is predetermined
at 30m, roughly 3-5 times its length, to initiate a realistic sensory range. The primary objective of this
training phase is to equip the controller with the capability to navigate the DSMV efficiently towards the
target location. When the path is clear of obstacles, the controller is expected to identify and follow the
most optimal route. Conversely, if obstacles are detected within the designated zone, the controller is
tasked with dynamically altering the vehicle's trajectory to circumvent these hindrances, thereby ensuring

the DSMV's operational safety.
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4.1.2 Numerical Simulation Framework
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Slip Control Model with
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IDDPG: Online Learning Network Framework
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Fig. 6. Numerical Simulation Framework: Comprising environment and controller segments, detailing
DSMV dynamics, kinematics, state & reward updates, and introducing IDDPG and PPO algorithms
within the DRL context.

The complex framework for the numerical simulation, as depicted in Fig. 6, elucidates the continuous
interaction between the controller and the environment segments during the training phase. The
environment segment comprehensively includes the slip control, dynamics, kinematics, and the state and
reward updating models of the DSMYV, also known as the agent in DRL terms. The controller segment,
on the other hand, employs two prominent DRL algorithms: the Improved Deep Deterministic Policy
Gradient (IDDPG) and the Proximal Policy Optimization (PPO). The IDDPG algorithm stands out due
to its online learning mechanism, characterized by a continuously updated replay buffer that fosters
concurrent learning and accelerates convergence. This feature renders IDDPG particularly appropriate
for contexts necessitating deterministic responses. Conversely, PPO, recognized for its stability and
robustness, employs an offline learning strategy, essential for comprehensive data analysis and
behavioral assimilation, providing distinct advantages in dynamic obstacle avoidance scenarios. Within
this research, both algorithms are contrasted in a unified training environment, with the objective of
meticulously assessing control efficacy, adaptability, and potential enhancements in analogous
operational settings. Additionally, the controller segment outputs a four-dimensional action a, =
[War1, Warz, War1) Waerz], representing the desired angular velocities for the vehicle's track driving

wheels, and procures negative or positive angular acceleration based on the comparison between current
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and desired speeds. The environment, in turn, outputs a twelve-dimensional state s; =
[6Tar, Sobs Prars Pobs: Vi Vs Vey G, 11, 112, i1, iRZ], which includes various vehicle parameters such as
distances to target and obstacles, deviations in heading angle, speeds, accelerations, and slippage rates.
The one-step reward function is denoted as Ronestep, and S¢1q signifies the state at the subsequent time
step after a single environment update. Each trajectory [s, @, 7y, S¢41] is stored in the memory pool post-

update.

4.2 Training Process

The primary control objective in this study involves the precise navigation of the Deep-Sea Mining
Vehicle (DSMV) towards designated target positions while ensuring the avoidance of various obstacles.
These obstacles include, but are not limited to, regions of the seafloor with excessive topographical
undulations exceeding the capability of the DSMV's four-track system, untraversable trenches or
elevated terrain, and potential encounters with other operational vehicles or marine fauna. In this study,
the various navigational obstacles faced by the DSMV are modeled as circular areas in a two-dimensional
plane. Each circle is centered at the location of an obstacle and has a specific radius that represents the
extent of the obstacle's influence.

In Fig. 7, the training process's effectiveness is evidenced by the accumulative rewards, with both
IDDPG and PPO algorithms initially showing a quick convergence towards an optimal value of
approximately 500. This peak suggests the DSMV's successful navigation to the target without collisions
in certain training instances. However, a stark contrast emerges post-convergence: IDDPG maintains
high reward levels, indicative of consistent performance, while PPO exhibits several dips into negative

values, pointing to episodes of less optimal behavior like local looping or collisions.
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Fig. 7. Training Progress: Accumulative reward trends for IDDPG and PPO algorithms, highlighting
rapid convergence and performance disparities.

The superior stability and adaptability of IDDPG in this training context become evident when
examining these trends. The sustained high positive rewards signify that the controller effectively
mastered the complex task of dynamic obstacle avoidance, proving competent across virtually all
considered navigation scenarios. However, the PPO algorithm's frequent negative rewards imply a lack
of convergence to the optimal solution, likely due to its stochastic nature leading to varying actions for
identical state inputs, even in a well-trained network. In contrast, IDDPG's deterministic approach yields
consistent actions for the same inputs, minimizing the likelihood of errors upon optimal training. After
around 15,000 episodes, translating to hundreds of thousands of learning iterations, the networks' final

parameters were solidified, ready for subsequent simulation assessments.

4.3 Simulation of Dynamic Avoidance Control

A preset spiraling path initiates at (0, 0) and expands outward to various points, culminating at (-600,

-600). Within a rectangular area Ay, = 10°(m?), spanning from (-500, -500) to (500, 500), obstacles
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populate the space at varying densities p, maintaining a random distribution without overlap. Density is
expressed as:
P = Nops / Anap (21)
where Ngps denotes the count of obstacles generated on the map.

The DSMV's directive is twofold: swiftly navigate to interim targets and avoid collisions, a task it
accomplishes by detecting obstacles within 30 meters. As it was primarily trained for single-obstacle
evasion, its navigation decisions are based solely on the proximity of the nearest obstacle, which presents
challenges in obstacle-rich environments. Subsequent sections demonstrate the DSMV's evasion
capabilities under different obstacle densities and assess the efficacy of the trained controllers. Notably,

the DSMV's final stretch, from (600, -500) to the endpoint, is obstacle-free, testing the controller's pure

path-following proficiency.

4.3.1 Initial Navigation Test: Low-Density Environment (p = 5e — 05)

Dynamic Avoidance | p=5e-05

600
L
400 - o
200 -
E of —D
-
o0 e
e S—
=7
—400 |-
——— [ N
@ Obstacles = Achieved Path PPO
600 - & —— Achieved Path IDDPG -~ Target Path
Il Il 1 Il Il Il Il
—600 —400 =200 0 200 400 600

X (m)
Fig. 8. Dynamic Avoidance Test with obstacle density p = 5e — 05: Test initiation points
(pentagrams) and termination positions (triangles) for both algorithms, showcasing successful navigation
to the target in a low-obstacle density environment.
The efficacy of the IDDPG and PPO algorithms in dynamic avoidance control is evident in

environments with sparse obstacle distributions, as demonstrated in Fig. 8. Here, the Deep-Sea Mining
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Vehicle (DSMV) commenced from the same origin points, indicated by pentagrams, and successfully
navigated to the destination, marked by two-colored triangles, signifying the completion of the test either
by reaching the destination or upon an obstacle collision.

IDDPG: The IDDPG algorithm exhibits proficiency in dynamic avoidance within such environments.
The DSMYV, devoid of obstacles, optimally advances towards the target under the IDDPG controller's
guidance. Upon obstacle encounters, the controller adeptly directs the DSMV, ensuring swift evasion
with minimal deviation and promptly resumes the optimal path post-obstacle circumvention.

PPO: Similarly, the PPO algorithm sustains effective dynamic avoidance control under these
conditions. The figure illustrates that, in scenarios free of obstacles, the DSMV closely approaches the
target following an optimal trajectory under the PPO controller. In the presence of obstacles, the PPO-
controlled DSMYV skillfully evades, minimizes route diversion, and swiftly rejoins the optimal course
towards the target post-evasion.

In summary, both controllers, when trained with their respective algorithms, display exceptional
dynamic avoidance capabilities in environments with sparser obstacles. This performance underlines the
adaptability of both algorithms in maneuvering the DSMV through its highly nonlinear and dynamic

contexts, highlighting their potential applicability in analogous deep-sea scenarios.
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4.3.2 Intermediate Navigation Test: Moderate-Density Environment (p = 1e —

04)
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Fig. 9. Increased Obstacle Density Dynamic Avoidance Test (p = 1le — 04): Successful navigation by
both algorithms with noted detours by PPO-controlled DSMV.

Further tests were conducted in environments with increased obstacle densities, as shown in Fig. 9.
The DSMV was subjected to conditions with a less sparse distribution of obstacles (p = 1le — 04),
challenging the dynamic avoidance capabilities of the control systems.

IDDPG: Demonstrating consistency with previous tests at lower obstacle densities (refer to Fig. 8),
the IDDPG algorithm maintained its proficiency in navigating the DSMV. Even in these denser
environments, the vehicle managed to effectively avoid obstacles and maintain an optimal path to the
target, showcasing the algorithm's robustness and adaptability to changing conditions.

PPO: While the PPO algorithm succeeded in guiding the DSMV to its target, a marked difference was
observed in its navigation strategy. Unlike the scenario at p = 5e — 05, the PPO-controlled DSMV
displayed a propensity for extended detours, indicating potential inefficiencies in the algorithm's path
optimization processes under denser obstacle conditions.

In environments with less sparse obstacles, both IDDPG and PPO algorithms ensured the DSMV's
successful arrival at the designated destinations. However, the PPO's performance highlighted a critical

differentiation; it began to exhibit challenges in optimizing evasion routes in denser obstacle fields. This
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observation emphasizes the superior reliability and efficiency of IDDPG-trained controllers in dynamic

obstacle avoidance within the DSMV's operational scope.

4.3.3 Advanced Navigation Test: High-Density Environment (p = 2e — 04)

Dynamic Avoidance | p=2e-04
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Fig. 10. High-Density Dynamic Avoidance Test (p = 2e — 04): Successful navigation with detours
by IDDPG-controlled DSMV and obstacle collisions by PPO-controlled DSMV in high-density areas.

Dynamic avoidance tests in high-obstacle-density environments, as depicted in Fig. 10, further
challenged the algorithms. The networks, fine-tuned through rigorous training, were expected to
maneuver the DSMV through significantly more congested underwater landscapes.

IDDPG: Mirroring the resilience shown in previous assessments (see Fig. 8 and Fig. 9), the IDDPG
algorithm enabled the DSMYV to reach its target in these high-density zones, albeit not without noticeable
detours. This deviation underscores a nuanced limitation within the IDDPG controller's decision-making
apparatus, particularly when navigating through information-scarce, obstacle-rich terrains.

PPO: The test revealed a critical shortfall in the PPO algorithm's operational efficacy. Its decision-
making latency, exacerbated in high-density obstacle environments, precipitated several collision
incidents, marking a stark performance contrast with its IDDPG counterpart.

The escalated obstacle density unveiled pronounced discrepancies in the algorithms' performance.

While both navigated effectively in sparser settings, the PPO-controlled DSMV's collision course in
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denser areas signals potential inadequacies in the algorithm's environmental adaptability or perhaps

points to the need for further optimization of its operational parameters

4.3.4 Extreme Navigation Test: Extreme-Density Environment (p = 5e — 04)

Dynamic Avoidance | p=5e-04
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Fig. 11. Extreme Density Dynamic Avoidance Test (p = 5e — 04): Both IDDPG and PPO-controlled
DSMVs fail to navigate through extreme obstacle density, resulting in collisions.

The final test, characterized by an extreme obstacle density and visualized in Fig. 11, pushed the
algorithmic prowess of both controllers to their operational precipices.

IDDPG: Despite its previously demonstrated efficacy, the IDDPG-controlled DSMV succumbed to
the navigational complexities presented by such a densely cluttered environment. The algorithm,
although maintaining a trajectory closer to the intended path with fewer detours compared to its PPO
counterpart, eventually faltered, culminating in a collision. This underscores the limitations in the
vehicle's detection range and the algorithm's decision-making capacity under extreme conditions.

PPO: The PPO algorithm, already exhibiting deficiencies under less stringent conditions (as seen in
p = 2e — 04), predictably struggled. Its failure, manifested through erratic navigation and eventual
collision, reaffirms the algorithm's susceptibility under strenuous environmental pressures.

These results accentuate an inherent limitation within the scope of dynamic avoidance technology:

there exists a threshold of obstacle density beyond which even advanced control algorithms falter,
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mirroring the potential disorientation a human operator might experience under similar circumstances.
This pivotal finding beckons further exploration, potentially focusing on algorithmic refinement,
modification of training environments, or physical enhancements to the DSMV's detection capabilities

to improve performance in high-density settings.

4.3.5 Summary of Simulation Outcomes

Table 1 Overview of Simulation Outcomes

Target Reached Number of Avoidance Incidents
Ayigp/m? | p/m? Nobs
IDDPG PPO IDDPG PPO

le+ 06 | 5e—05 | 5e+01 True True 0 6
le+06 | 8e—05 | 8e+01 True True 0 11
le+06 | 1le—04 | 1le+ 02 True True 0 11
le+06 | 2e—04 | 2e+02 True False 6 -
le+06 | 3e—04 | 3e+02 True False 6 -
le+06 | 4e—04 | 4e+ 02 True False 10 -
le+06 | 5e—04 | 5e+ 02 False False - -

The collective results of the simulation tests are consolidated in Table 1. The 'Target Reached' column
specifies whether the DSMV successfully navigated to the final destination without colliding with any
obstacles under the respective obstacle densities. Concurrently, the "Number of Avoidance Incidents,'
applicable only upon successful arrival, enumerates the instances of suboptimal avoidance maneuvers.
These encompass situations where the DSMV either rotates in place, delaying progress, or takes
inefficient detours, indicative of the system's shortcomings or failures in dynamically adapting to
environmental variables.

The table uses color coding to differentiate between varying degrees of control proficiency. In
conjunction with the detailed discussions from preceding sections, the IDDPG algorithm emerges as
generally superior in guiding the DSMV through dynamic obstacle avoidance, except in environments
with the highest obstacle density. Conversely, while the PPO algorithm performs well in less dense
scenarios, its performance declines as obstacle density increases, potentially attributable to intrinsic

unpredictabilities in the algorithm's decision-making process.
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In essence, these extensive simulations not only attest to the functionality of both algorithms but also
indirectly verified the correctness of the reward structure and hyperparameter choices elaborated in

Section 3. DRL Algorithms for DSMV.

5. Conclusions

Deep-sea mining vehicles (DSMVs) confront with substantial navigation challenges in complex
underwater environments. Traditional control methods such as PID, fuzzy logic, MPC, or adaptive
control show limited adaptability to high-dimensional, non-linear, and time-varying dynamics. These
limitations highlight the need for advanced control strategies. In this study, we explore deep
reinforcement learning (DRL) algorithms, such as the Improved Deep Deterministic Policy Gradient
(IDDPG) and Proximal Policy Optimization (PPO) algorithms - the former has been widely adopted by
online learning while latter in offline learning. Both algorithms have the powerful fitting and self-learning
capabilities with DRL neural networks.

Through hyperparameter tuning and optimization, five million times of learning are conducted, leading
to a dynamic navigation controller that is capable of handling deep-sea mining operations.

The simulation results indicate that both DRL algorithms, i.e., IDDPG and PPO, successfully break
through the limitations of dynamic control in deep-sea mining, achieving path following and dynamic
obstacle avoidance. Notably, the (online-based) IDDPG algorithm outperforms (offline-based) PPO,
exhibiting more precise and rapid target point acquisition and quicker obstacle avoidance, especially in
high-obstacle-density terrains. As a result, it is suggested that the IDDPG could be adopted to achieve
dynamic avoidance of obstacles in complex under-water environment, enabling the active control of
DSMVs to pave the way for exploitation of sub-sea mining.

While the current study effectively demonstrates navigation capabilities around static obstacles,
further exploration into the performance of these algorithms in dynamic navigation around moving
obstacles could be very enlightening, which could offer deeper insights into the adaptability and

robustness of the DRL-based navigation systems.

30



O J o U bW

OO OO UTTUIUTUTUTUTUTUTUTOTE B DB DB DD DSDNWWWWWWWWWWNNNMNNNMNNNNNNR R PR PR RRP R R
O WNRPOWVWOJdANT D WNRPRPOW®O-TAUBRWNROWOWO®-JdNUD™WNRFROWOW-JOUDWNR OW®W--I0 U D WN R O W

644

645

646

647

648

649

650

651

652

653

654

655

656

657

658

659

660

Algorithms for dynamic control of a deep-sea mining vehicle based on deep reinforcement learning

CRediT Authorship Contribution Statement

Qihang Chen: Conceptualization, Methodology, Software, Data curation, Investigation, Writing —
original draft, Writing — review & editing, Visualization. Jianmin Yang: Methodology, Supervision,
Project administration, Funding acquisition. Wenhua Zhao: Methodology, Supervision, Review&
editing; Longbin Tao: Methodology, Supervision, Review& editing; Jinghang Mao: Conceptualization,

Methodology, Investigation, Review & Editing; Zhiyuan Li: Methodology, Review& editing.

Declaration of Competing Interest

The authors declare that they have no known competing financial interests or personal relationships

that could have appeared to influence the work reported in this paper.

Acknowledgments

This study was supported by the State Key laboratory of Ocean Engineering, the Yazhou Bay Institute
of Deepsea SCI-TECH and the Institute of Marine Equipment. This work was also supported by the
Major Projects of Strategic Emerging Industries in Shanghai, the Fundamental Research Funds for the

Central Universities and China Scholarship Council. The authors are grateful for the financial support.

31



O J oy 0w

661

662

Algorithms for dynamic control of a deep-sea mining vehicle based on deep reinforcement learning

Appendix

Table 2 Values of Main Parameters
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Algorithm 1 Improved Deep Deterministic Policy Gradient (IDDPG)

1:  Input: initial critic networks Qg,, Qg, and actor network 74 with random
parameters 0y, 6,, ¢

2: Input: initial target networks 6; < 0,,05 <« 6,,¢' < ¢

3: Input: initial replay buffer B

4: Input: initial hyperparameters: actor-network learning rate [, critic-network learning
rate l., mini-batch size ky,ecn, memory pool size Ny, .y, update actor interval N, discount

factor y, learning time step t, warm-up time step ty.m, standard deviation oy, 0,, 03,

t
exploration noise decaying coefficient A, exploration noise ¢ey, = normal (0, GZAEXPSOOOO),

policy noise ¢p,jicy = normal(0, g3), total episodes T
5: Observe: initial state s;

6: for t=1to T do

7: if t<tyam:

8

9

Generate action a; < normal(0, ;)

else:
10: Select action @, « 15 (S) + Gexp
11: end if
12: Observe: reward 71, new state s;,,. Store trajectory (S;, @, 73, Sp41) in B with

max size Npax
13: Sample: mini-batch of kya.n trajectories (sg, ag, 1, Sp4q) from B, then update
critic using:

—_— ’
Ary1 < Ty (Se1) + Cpolicy»

Yyee ety anlir% Qp,(St+1, Ter1),

2
0; « arg rréi_n k™1 Z (yt — Qg,(st, at)) ,i=12.

14: if t mod Ny,
15: Update ¢ by the deterministic policy gradient:

Pl (®) = k™ D"V, @0, (5t 00 aymrey(s VT (50

16: Update target networks by:
61 <« (1 =1)6; + 1.6y,
0; « (1 =1)6; + 1.6,
¢ (1—1)$ + L,

17: end if

18: end for
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Algorithm 2 Proximal Policy Optimization (PPO)

1: Input: initial policy parameters 6, initial value function parameters ¢,
2: for k=0,1,2,..do

3: Collect set of trajectories D) = {r;} by running policy m, = () in the
environment.

4: Compute rewards-to-go Rj.

5: Compute advantage estimates, A, (using Generalized Advantage Estimation (GAE)

method) based on the current value function Vi, .

6: Update the policy by maximizing the PPO (with Clip) objective:

@ls) s )
|Dk|T Z Z (;T:k((jltlst) ek(St, at),g(e,A ek(St, at))>,

TEDE t=0

Oryq = arg max

typically, via stochastic gradient ascent with Adam.

7: Fit value function by regression on mean-squared error:
b= art e 5 0600,
TEDE t=

typically, via the Adam optimizer for gradient descent.
8: end for
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