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In this paper, we propose an approach to improve quality in crowdsourcing (CS) tasks using Task Completion
Time (TCT) as a source of information about the reliability of workers in a game-theoretical competitive
scenario. Our approach is based on the hypothesis that some workers are more risk-inclined and tend to gamble
with their use of time when put to compete with other workers. This hypothesis is supported by our previous
simulation study. We test our approach with 35 topics from experiments on the TREC-8 collection being
assessed as relevant or non-relevant by crowdsourced workers both in a competitive (referred to as “Game”)
and non-competitive (referred to as “Base”) scenario. We find that competition changes the distributions of
TCT, making them sensitive to the quality (i.e. wrong or right) and outcome (i.e. relevant or non-relevant) of
the assessments. We also test an optimal function of TCT as weights in a weighted majority voting scheme.
From probabilistic considerations, we derive a theoretical upper bound for the weighted majority performance
of cohorts of 2, 3, 4 and 5 workers, which we use as a criterion to evaluate the performance of our weighting
scheme. We find our approach achieves a remarkable performance, significantly closing the gap between the
accuracy of the obtained relevance judgements and the upper bound. Since our approach takes advantage
of TCT, which is an available quantity in any CS tasks, we believe it is cost-effective and, therefore, can be
applied for quality assurance in crowdsourcing for micro-tasks.

CCS Concepts: • Information systems → Evaluation of retrieval results.

Additional Key Words and Phrases: Game Theory, Crowdsourcing, Relevance Assessment

ACM Reference Format:
Yashar Moshfeghi and Alvaro Francisco Huertas-Rosero. 2021. A Game Theory Approach for Estimating
Reliability of Crowdsourced Relevance Assessments. ACM Transactions on Information Systems 1, 1, Article 1
(November 2021), 29 pages.

1 INTRODUCTION
Crowdsourcing (CS) platforms offer new ways of collecting relevance assessments for IR evaluation
and are already used widely [1–5, 18, 20, 52, 59]. The advantages associated with this platform, i.e.
low monetary cost and high task completion speed, are, however, entangled with mixed output
quality, making the effective use of CS a non-trivial problem. Past studies have shown the importance
of careful quality assurance [40], e.g. for crowdsourced relevance labels for evaluation in Information
Retrieval [36]. Quality assurance, in general, exploits particular task characteristics, which makes
adaptation to different tasks difficult, and usually involve extra costs that could counteract the main
appeal of CS: its low cost.
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In contrast to previous approaches, we propose to use behavioural reactions to quantitative
incentives to detect unreliable workers. We follow a research trend on the subject characterised by
principled approaches, where the methodology is developed from a limited set of simple theoretical
assumptions or models, rather than taking full-bodied mathematical techniques on board that do
not need further development. Examples of principled approaches are those based on the statistical
analysis of agreement [7, 12], probabilistic models [42, 69], game theory [15, 49, 68], etc.

In particular, we build upon the results of one of the game-theoretical approaches, i.e. Moshfeghi
et al. [50, section 2] where a theoretical model was explored by means of simulation. We explore
a competition scheme to which different kinds of workers would react in variate ways, with an
overall increase in the quality of results as well as making unreliable workers easier to detect. The
effect of the competitive and performance incentives on different kinds of simulated workers was
shown to be promising for a real CS scenario. In this work, we adopt the same general game scheme
and fix some of its parameters (in particular, a bonus awarded to the quickest worker) according
to the findings of the simulation study. However, in contrast to our previous work Moshfeghi
et al. [50, section 2] where we used fixed models of different kinds of workers, i.e. Expert, Novice,
Lazy and Cheater we now take a parametric approach with attitudes towards risk as a defining
characteristic, considered within the frame of Prospect Theory. This approach was proposed by
Kahneman and Tversky [28, 29], who observed that human individuals tended to consider the
desirability of uncertain situations in a more complex way than it was initially assumed while
still being rational in the sense of classical utility theory. Prospect theory was then formulated
to include a perceived subjective (prospect) utility value that replaces raw utility, allowing the
introduction of attitudes towards risk into utility calculations.
Explicit consideration of attitudes towards risk is an important part of behavioural economics

[6]. It has been used, for example, to study the impact of wages on labour supply [14]. Moreover, as
described in prospect theory, attitude towards risk can play a key role in determining whether the
optimal crowdsourcing payment scheme is “output-contingent incentives”, “output-independent
incentives”, or “winner-takes-all” CS schemes [15].

Our approach to the problem of mixed quality is based on how a competitive setting can affect
the behaviour of workers highlighting traits such as their attitude to risk, which can help us infer
how reliable they are. Our research questions are:

• RQ1: “How are workers’ performance and use of time affected by a competitive
setting?”

• RQ2: “Can Task Completion Time (TCT) be used to infer the reliability of a crowd-
sourced relevance label?”

We use a competitive game like the one proposed in Moshfeghi et al. [50, section 4] where
workers are given incentives to finish their RA task correctly (pushing towards longer time) and
fast (pushing towards shorter time). As a result of this interplay of forces, TCTs become sensitive
to the worker’s perceptions of likelihoods of success and expected payoff.
If the interplay between the incentives for shorter times and those for longer times makes

unreliable workers use their time differently from reliable workers, then TCT can potentially
provide an a posteriori way of assessing the reliability of results. For example, once a group of
workers have completed the same set of tasks, they can have their TCTs compared and processed to
produce not only the actual task results but an estimation of the reliability of such results. There is
a trade-off here between the added cost of batch-processing and the benefit of estimated reliability.

The majority voting addresses the unreliability of individual workers by checking whether they
agree on a result. When some workers are expected to be more reliable than others, their vote can
be weighted in such a way that a weighted majority reflects reliable workers more than unreliable
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ones. From probabilistic considerations, we derive a theoretical upper bound of the improvement
attainable with an optimally weighted majority voting using worker accuracy data (which is
unavailable in real-life scenarios) as an appropriate comparison criterion for the performance of a
weighted scheme based on TCT.

The rest of the paper is organised as follows: our game-theoretical model is described in section
3, where we show relevant theoretical results about both the Game-Theoretical setting and the
method of Majority Voting, with an emphasis on how performance is expected to be increased
by introducing a weighting scheme based on the reliability of workers. Section 4 describes the
empirical experiment where we link TCT and performance. Results and discussion are in Section 5.
Finally, we conclude in Section 6.

2 BACKGROUND
A great deal of research has been done in the past to identify factors affecting CS quality, focusing on
different aspects of the process from human factors such as demographics or personality traits [36],
to countries or cultures of origin [26, 36, 53], and task design factors such as financial incentives
[20, 47, 54], title, terminology [20], and batch sizes [65] as well as task suitability for CS [16]. As a
result of all these empirical explorations a set of useful guidelines and procedures were proposed
for quality assurance purposes [1, 27, 31, 36, 38, 39, 55, 56].

Research in quality assurance for crowdsourcing has been largely heuristic and not generalizable.
Zhao and Zhu [70] report found that the increase in financial incentives increase only the quantity
and not the quality of the performed work (see also [1]), while other studies found that the level of
pay can affect the quality of the work as well [33]. It has been suggested that the trade-off between
financial incentives and task quality can also be influenced by other factors such as the types of
workers [36] as well as task difficulty [54].

Many of the studies undertaken on crowdsourcing quality have been made in the field of
Information Retrieval (IR). Retrieval systems evaluation requires datasets, where the relevance of
documents to sets of queries have been reliably assessed, from the foundational Cranfield paradigm
Voorhees [63, section 2], which made a simplified laboratory version of the search process to more
complex contemporary approaches including graded relevance scales [22, 43, 52], interactivity
[51], uncertainty [58]. Alonso [1] provided a thorough review of the works in this area. Quality
is usually assured with the use of “gold standard” data, multiple answers [27], qualification tests,
honeypots (i.e. questions whose answers are known in advance) [1] or a combination of the above.
Employing such quality assurance techniques can potentially increase the general experiment cost,
task completion time, and experimenters’ intervention [10]. Furthermore, these approaches are all
based on the task characteristics, which make them empirical and sometimes even arbitrary, so
their robustness is difficult to derive or study.

In contrast to previous approaches, we propose to exploit the characteristics of workers perform-
ing a task for our quality assurance technique, e.g. unreliable workers do not attempt to honestly
complete the task by putting little (lazy worker) or no effort (cheater) in their task performance,
and that can be reflected in different aspects of their behaviour [33, 40, 46]. The objective of this
type of worker is to finish a task as fast as possible, with minimum or no effort, and to get any
reward at all as soon as possible. In turn, these workers tend to finish their tasks faster than those
workers who make an honest effort. This paper proposes an approach to quality in CS for RA based
on identifying unreliable workers using their task completion time (TCT).

TCT has been considered as a factor to identify unreliable workers in the past [8], but the evidence
suggests that variance in TCT and other factors make it difficult to use it simply as a hard cut-off
for separating unreliable workers from reliable ones. Classifying low and high-quality graders has
also been found to be useful for medical labelling tasks in Hutson et al. [25]. Hutson et al.’s model
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share a similar motivation to ours since it considers TCT impacting the quality of grading via a
soft cost for workers, which is an economic incentive. Han et al. [21] also studied strategies used
by different kinds of CS workers and found that experienced workers tend to be faster but not
necessarily more reliable. Wang et al. [64] use the entropy of submission time distributions as one
of the discrimination factors, mainly to detect when tasks are submitted in short bursts rather than
regularly.

Imposing conditions on TCT has also been tried as a way of improving the cost and quality of CS
relevance assessments. Maddalena et al. [43] explored different ways of imposing limits to TCT and
found an optimal limit on TCT, which had the effect of improving the quality of assessments. They
also found that time-awareness induced a learning effect on workers, which, as they undertook
subsequent assessment tasks, became increasingly more efficient.
TCT can only be used a posteriori, since it is only available once the task is completed or, in a

task-batch setting, when a group of tasks have been completed. Within this limits of application,
however, it can be an extremely useful tool.

In this work, we explore a way to turn TCT into a useful factor to detect cheaters by applying a
game-theory setting that includes incentives explicitly related to time. To achieve this, we propose a
competitive game where we motivate workers to finish their RA task as correctly (pushing towards
longer time) and fast (pushing towards shorter time) as possible. Consequently, it is the player who
finishes the assessment correctly and in the shortest time who wins.

As a result of these two opposing forces, based on a competitive game model, we expect different
types of workers to display distinct TCTs. The interplay of workers’ responses to these incentives
make the TCT change differently for ethical and unethical workers; i.e. workers adjust the time
they take to perform a task to be longer or shorter according to their own perception of others’
TCT for the same task.

Majority voting has been extensively researched [7] and used as a way of addressing mixed
quality in crowdsourcing scenarios [57] with promising results. Quality can increase further by
taking into account the reliability of workers via a weighted scheme, and bounds for the reliability
of several aggregation rules have been derived [41]. In the realm of IR, a scheme for relevance
labelling has been proposed that explicitly includes the level of agreement on every particular label
[45].

The kind of micro-tasks we chose for our experiment consists in determining whether a document
is relevant to a query (topic), which is a task widely studied in a crowdsourcing setting [21, 30, 34–
37, 43].

3 THEORETICAL MODEL
We will adopt a game-theoretical model outlined in Moshfeghi et al. [50], a competitive setting
where the demand for quality pushes towards longer TCT, and competition with other players
pushes towards shorter TCT.

3.1 Perception of Risk:
Attitudes towards risk have been shown to have an important impact on the reaction of crowd-
sourced workers to financial incentives. In particular, Easley and Ghosh [15] showed that while the
optimal incentives for risk-neutral are output-independent, competitive winner-takes-all incentives
become more effective as workers deviate from risk neutrality.

It is also a known fact that a risk-seeking attitude is strongly associated with online gambling [9]
and similar behaviours. Even though online gambling has not been connected with CS to the best of
our knowledge, the demographics of crowdsourcing and problematic online gambling (a minority
set of online gambling) have been found to overlap significantly [48]. Therefore, attitudes towards
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risk are likely to be an important factor when designing incentives and competition schemes for
crowdsourcing.

We consider workers with two different attitudes towards risk:
• risk-inclined players who are optimistic and aim for a difficult but better result.
• risk-averse players who are pessimistic and mostly try to avoid bad results.

Prospect theory aims at describing behaviours that used to be considered irrational, i.e. not
consistent with a utility maximisation under available knowledge, but can result from a distorted
perception of risk in an otherwise rational utility calculus. The theory is mainly descriptive, but it
allows to apply the principle of maximising utility to situations where the perception of uncertain
outcomes is biased. Prospect theory introduces attitudes towards risk as ways of perceiving a
prospect utility, which will be maximised instead of an objective one. In traditional utility theory,
an uncertain utility is computed as a probability-weighted average, an expected value. However,
individuals rarely perceive uncertain quantities like that.
According to prospect theory, different individuals can perceive an uncertain utility in an

optimistic, neutral or pessimistic way according to the attitude towards risk. In Figure 1 we show an
example of this: a risk-neutral individual would have its prospect profit and prospect loss aligned
to the probabilistic expected value (a straight line). A risk-averse individual would instead perceive
prospect losses that are lower than the expected value, showing a curve below the line in the
negative side, while a risk-inclined individual would perceive prospect profits that are above the
expected utility, shown as a curve above the line in the positive side.

Fig. 1. Prospect Utility perceived by agents with a definite attitude towards risk vs. Expected Utility. The minimum and maximum values
of the utility are certain, but values in the middle are uncertain. Risk-averse agents will tend to over-estimate uncertain negative utilities
(losses), while risk-inclined agents (thick line) will tend to over-estimate uncertain positive utilities (gains).

Perception of utility under uncertainty has been studied experimentally, and real-life examples
of the prospect utility function can be found in Gonzalez and Wu [19].
In this work, we will consider a utility represented by a reward for being the quickest and

punishment for an incorrect answer, each associated to a probability.
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Therefore, instead of using the complex prospect utility function shown in Figure 1 we will con-
sider rewards and punishments separately, and since these depend on the probabilities of being quick-
est and the probabilities of being correct, respectively, we will focus on the pessimistic/optimistic
perceptions of these probabilities. This approach will simplify our mathematical arguments to
follow.

Incentives to compete will affect risk-inclined workers the most, while risk-averse workers will
be more interested in non-competitive incentives that do not depend on other workers and are
therefore less uncertain.

3.2 Game Theory Models
When many agents can make decisions, and each of them tries to maximise a payoff that is
determined not only by their own decisions but also by the other agents’ decisions, this is what is
called a game in the sense of Game Theory.
It is important to note that the mathematical definition of the game differs from gamification

scenarios, even though they share common elements. Gamification involves managing effective
incentives, as is the case of ESP games or Games With a Purpose [61]. These are not necessarily
game-theoretical approaches, even though they do involve quantifying andmanaging entertainment
rewards to improve the work obtained from volunteers. Gamification has been used for RA tasks in
Eickhoff et al. [17], where individuals were persuaded to assess relevance as entertainment.

Our approach, on the contrary, relies entirely on monetary rewards and models the motivation
of workers as a simple rational principle of maximising monetary gain.

Our starting point is that a result obtained in an insufficient time can only be as good as random,
which makes the likelihood of a correct result dependent on TCT. This approach is in line with
many models used in the study of the human ability to complete mental tasks [11, 60]. We adopt a
game-theoretical model as a way to design and describe a simple mechanism in which TCT and
quality become correlated. Workers are presented with an incentive to take enough time to produce
a correct result and another incentive to be quick enough to stand a chance to out-compete their
peers and earn a bonus.
In our model, the perception of the likelihoods of these two events (time being enough for a

correct result and time being short enough to out-compete the peers) is described with a risk-
inclination factor for each worker. Each worker considers the partial (uncertain) knowledge of what
the others will do and then makes certain choices in order to maximise their individual prospect
gain. The set of such individual choices constitute a stable “solution” to the game called Bayesian
Equilibrium [23]. This equilibrium is stable in the sense that deviating from them would cause each
worker to expect lower gains, so deviations are avoided.

Other attempts have shown that finding a relation between TCT and quality of results is not
trivial [8]. Time invested in a task is usually considered by the cost it represents to the worker
[24, 26]. Task completion has also been modelled as a stochastic process [65], which, however,
do not link them to the quality of results. Evidence of the interplay between different resources
(including time) that workers invest in can be seen in Wang et al. [64, 66].

3.3 Weighted Majority Voting
3.3.1 The Wisdom of the Majority. If all weights are set to be the same, we recover a traditional
un-weighted majority voting. A very simplified estimation of the improvement in performance can
be found as the probability that the majority of N workers coincide in a correct result. Let 𝑎 be the
expected individual accuracy of all workers. For two workers, the probability of both being wrong
is (1 − 𝑎)2, both being right 𝑎2 and one of them only being right is 2(1 − 𝑎)𝑎. If draws are resolved
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randomly, e.g. tossing a coin, the probability of majority voting with two workers being right is
exactly the individual accuracy.
We take the concordance with a training set of gold standard results as being "right" and a

discrepancy as being "wrong". For relevance assessments, we follow the usual retrieval evaluation
practices used in TREC [1].

For more workers, the probability of a right result is a sum of all scenarios where the majority is
right, each one of them 𝑎𝑖 (1 − 𝑎)𝑁−𝑖 where 𝑖 > (𝑁 /2), plus half of the scenarios where there is a
draw 𝑎𝑁 /2 (1 − 𝑎)𝑁 /2 when the total number of workers 𝑁 is even. We define 𝑃𝑛 as the probability
of the result of 𝑛 workers aggregated by a simple majority rule is right.

𝑃2 = 𝑎

𝑃3 = 3𝑎2 − 2𝑎3
𝑃4 = 3𝑎2 − 2𝑎3

𝑃5 = 10𝑎3 − 15𝑎4 + 6𝑎5
𝑃6 = 10𝑎3 − 15𝑎4 + 6𝑎5

𝑃7 = 35𝑎4 − 84𝑎5 + 70𝑎6 − 20𝑎7

(1)

Even numbers of worker 2𝑛 will give the same accuracy as the lowest odd number 2𝑛 − 1 because

Fig. 2. For a group of workers with the same individual accuracies, accuracy of the majority vs. individual accuracy. Darkest line corre-
sponds to 7 workers, then 6, 5, 4, 3, 2 and 1.

of draws: a draw is decided by simply tossing a coin, therefore not improving the majority accuracy.
The majority always outperform individuals when the individual accuracies are better than random
(𝑎 > 0.5), and the advantage increases with number of workers, as can be seen in Figure 2. Majority
accuracies coincide with individual accuracies for 𝑎 = 0, 𝑎 = 0.5 and 𝑎 = 1.0.

3.3.2 Unequal Workers. When different workers have different individual accuracies, expressions
for the majority accuracy analogous to (1) are more complex. We can, however, examine the
condition when the accuracy of less than half of the workers’ pool is high enough to take their
judgement over that of the others. For example, in the case of three workers, the condition when
worker 1 is more trustworthy than the agreement between workers 2 and 3 would be:

𝑎1 (1 − 𝑎2) (1 − 𝑎3) > (1 − 𝑎1)𝑎2𝑎3 (2)
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This condition refers to products of accuracies of the different workers, but majority voting
requires a condition involving terms that depend on a single worker. We can achieve this by taking
logarithms of both sides, as follows:

log
(

𝑎1

1 − 𝑎1

)
> log

(
𝑎2

1 − 𝑎2

)
+ log

(
𝑎3

1 − 𝑎3

)
(3)

A similar expression can be found for any number of disagreeing workers. If we want to maximise
the accuracy of the majority, the optimal weights are then an inverse logit function of the individual
accuracy [13]. The result we derive is consistent with the Nitzan-Paroush rule described in Berend
and Kontorovich [7].

𝑊𝑖 = log
(

𝑎𝑖

1 − 𝑎𝑖

)
(4)

Note that these weights are always positive as long as the individual accuracy is larger than that
obtained by answering at random (𝑎𝑟𝑎𝑛𝑑𝑜𝑚 = 0.5), infinite for 𝑎 = 1 and minus infinite for 𝑎 = 0.
With a distribution 𝑓 (𝑎) across the set of workers, the expected accuracy 𝐴 obtained with the

optimal weighting can be exactly computed as follows:

𝐴 =

∫ 1

0
𝑑 (𝑎1)

∫ 1

0
(𝑑𝑎2)...

∫ 1

0
(𝑑𝑎𝑛)

∑
±1,±2,...,±𝑖

𝐻

(∑
𝑖

log(𝛼 (±𝑎𝑖 ))
log(1 − 𝛼 (±𝑎𝑖 )))

) ∏
𝑖

𝑓 ( |𝑎𝑖 |)𝛼 (±𝑎𝑖 ) (5)

where the summation is over all possible combinations of signs of (±𝑎1,±𝑎2, ...,±𝑎𝑛) and function
𝛼 is defined to be 𝑎𝑖 when 𝑎𝑖 is positive and 1 − 𝑎𝑖 when 𝑎𝑖 is negative, and 𝐻 () is the Heaviside
step function (1 for positive arguments, 0 for negative arguments). The explicit formula for 𝛼𝑖 is:

𝛼 (±𝑎) = 1 − ±1
2

+ ±𝑎 (6)

The majority accuracies are obtained from Equation (5), which is an expression we obtained
mathematically from probabilistic considerations. In order to produce numeric accuracies for a
concrete situation, it is necessary to use probability distributions 𝑓 (𝑎𝑖 ) within the formula reflecting
the experimental conditions, but this does not make it a probabilistic simulation.
In Table 1 an estimation of majority accuracies with random individual accuracies is shown.

These are computed for individual accuracies uniformly distributed between 0.5 and 1.0. Real-life
accuracies will potentially be less scattered, producing smaller differences between weighted and
simple majority accuracies. For the case of accuracies with a beta-like distribution 𝐵(5, 5) between
0.5 and 1.0, peaking sharply in 0.75, the results are shown in Table 2. A comparison between the
two results is shown in Figure 3. We expect the actual performance of the weighted majority voting
scheme to lay between these two extremes.

Note that the weighted approach outperforms the un-weighted majority voting the most when
there is a large variance of individual accuracies, as it is known to be the case in CS.
For the accuracy signals, we are assuming an overall mean accuracy of 0.75, which is probably

a high standard for crowdsourced workers. These results, however, can be recomputed with a
corrected distribution of accuracies.

Accuracy bounds for different aggregation rules (such as weighted majority voting) are available
such as the Dawid-Skene models, but they are based on likelihood maximisation and are therefore
dataset-dependent [58]. As a side result of our optimal weighting majority voting scheme, we have
here developed bounds for accuracy of the majority with a very simple model which do not require
more than one parameter (individual accuracy) to be fixed.
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1 worker 2 workers 3 workers 4 workers 5 workers
Simple 75.00% 75.00% 84.38% 84.44% 89.66%

Weighted 75.00% 83.31% 88.26% 91.67% 93.87%
Table 1. Accuracies for a simple majority and a weighted majority, computed with random individual
accuracies distributed evenly between 0.5 and 1.0.

1 worker 2 workers 3 workers 4 workers 5 workers
Simple 75.00% 75.00% 84.38% 84.44% 89.66%

Weighted 75.00% 79.31% 84.79% 87.78% 90.42%
Table 2. Accuracies for a simple majority and a weighted majority, computed with random individual
accuracies distributed with a beta-like distribution B(5,5) between 0.5 and 1.0, peaking at 0.75.

3.3.3 A note on performance measurements. Accuracy counts only correct results, without dis-
criminating positives or negatives, and is associated with the probability of a result being correct
regardless of its nature. More nuanced performance measurements such as precision or recall,
which are centred on positives and normalised in a different way, are associated with conditional
probabilities, i.e. the probability that a result marked as positive is correct

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛(𝑟 ) = 𝑃 (r positive |r marked as positive ) (7)

Fig. 3. Expected accuracy achieved by simple and weighted majority voting for 2, 3, 4 and 5 workers, computed with random individual
accuracies distributed evenly between 0.5 and 1.0
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and the probability of a positive result being correctly labelled

𝑅𝑒𝑐𝑎𝑙𝑙 (𝑟 ) = 𝑃 (r marked as positive |r positive ) (8)

, respectively. These measurements are based on positive results and ignore individual negative
results.

Taking the distributions of individual accuracies within the “relevant” and “non-relevant” subsets
of the data, we can compute majority versions of 𝑎𝑅 and 𝑎𝑁 in a similar way to how we compute a
majority 𝑎. There is, however, a conceptual difference: the “probability” that the majority result is
positive (relevant) and the “probability” that the majority result is negative (non-relevant) will not
sum up to 1, because they are normalised with different sets (hence we refer to it as “probability”
between quotes). For a majority voting scheme this is not a problem, because what is important is
only which one of these probabilities is higher. And with this, we can compute precision 𝑃 and
recall 𝑅 as follows:

𝑃 = 𝑎𝑅

𝑅 = 𝑎𝑅𝑥𝑅/(𝑎𝑅𝑥𝑅 + (1 − 𝑎𝑁 ) (1 − 𝑥𝑅))
𝑎 = 𝑎𝑅𝑥𝑅 + 𝑎𝑁 (1 − 𝑥𝑅)

(9)

where 𝑥𝑅 is the fraction of pairs that have been labeled as relevant.
Maximisation of precision and recall can only be used to determine the weight of positive results,

but since they ignore negative results, they cannot determine the weight of those. We can, however,
use the values of 𝑎𝑅 and 𝑎𝑁 to define weights for positive and negative results, which would be as
close as we can get to maximise precision.

3.3.4 Weights from Indirect Evidence. Suppose we have a CS platform with lots of workers, maybe
all of them filtered, but we do not have any information on which one of them is more reliable than
another, except the time it took them to complete the task. Once all the tasks in the batch have
been completed, we have in the TCT an extra piece of information we can use to infer what results
are more likely to be correct.
Now suppose we devise a majority voting mechanism where we decide a collective judgement

according to the balance between the voting added weight of workers judging a particular pair
as relevant and the voting added weight of those judging it as non-relevant. This can be done a
posteriori for each batch of tasks after a group of workers have finished, and, therefore, their TCTs
can be collected and normalised. We take a worker’s weight to be a function of TCT, which is the
only available indication of their reliability.
We focus on a class of crowdsourcing micro-tasks that consists in establishing whether a pair

of objects bear a specific relation, e.g. a tag describing a picture, an element belonging to a set, or
a document being relevant to a topic (which is the particular case we used for our experiment,
described in 2).

Taking into account that the time it takes to find out if a document is relevant to a topic could be
different from the time it takes to find out it is not relevant, we define weighting function𝑤𝑅 (𝑡) for
relevant judgements and𝑤𝑁 (𝑡) for non-relevant judgements.

When a set of workers R = {𝑅𝑖 } has taken times TR = {𝑅𝑡𝑖 } to judge a particular topic-document
pair as relevant, and a set of workers N = {𝑁𝑖 } has taken times times TN = {𝑁𝑡𝑖 } to judge it as
non-relevant, we can define a collective judgement as follows:

Judgment:
{

RELEVANT ⇐⇒ ∑
TR 𝑤𝑅 (𝑅𝑡𝑖 ) >

∑
TN 𝑤𝑁 (𝑁𝑡𝑖 )

NON-RELEVANT ⇐⇒ ∑
TR 𝑤𝑅 (𝑅𝑡𝑖 ) <

∑
TN 𝑤𝑁 (𝑁𝑡𝑖 )

(10)
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Note that making the distinction between weights for a "relevant" and "non-relevant" judgement
does not affect the derivation of optimal weights given in Equation (4), but just produces two
versions of it.

A number of effects have been observed to impact TCT: some related to characteristics of the task
such as document length, difficulty, etc. and some related to characteristics of the worker such as
workers getting faster as they gain experience [52]. We partly address these effects by normalising
TCT on each run and use it as the percentage of the maximum time in the particular run.

3.3.5 Non-Binary Labels. Our model considers only binary labels as the simplest case for a crowd-
sourced labelling problem. It has been pointed out that for IR, there is a major advantage in
considering a more sophisticated way of quantifying relevance [22, 52, 59]. We believe that our
method can be extended to fit different relevance scales, although this work would not be by any
means trivial. We discuss the extension to arbitrary relevance scales as a possible avenue for future
research in section 5.7.

3.4 Assumptions of the Model
In order to develop a principled, formal approach to modelling the behaviour of CS workers, we
need to use a few key assumptions to simplify the problem, which are:

3.4.1 Imperfect Information. In a CS scenario, workers are typically far away from each other and
do not have any information about each other, except that provided by the CS system itself. If this
assumption is not fulfilled, some workers will play their knowledge of what the other workers will
do in order to maximise their gain, instead of accommodating their behaviour to the incentives we
design.

3.4.2 Monetary rewards as motivations. Other factors can have an important impact on user
behaviour, such as interface design, the difficulty of the task, etc. Previous research has been found
that the impact on quality is limited [47], but such impact has been observed [34]. We base our
choice of monetary rewards on previous work [50] and [32], in particular regarding the ratio
between bonus for quickness and punishments for incorrect results. If this assumption did not hold,
the incentives would not introduce any difference in the results.

3.4.3 Rationality. We assume the workers to be rational and act in their best interest. This means
that they make the decisions that maximise their utility. Players are known to be irrational in
particular circumstances and even deviate from rationality for no apparent reason. However, in
fixed conditions, this can simply be accounted for as lack of knowledge of an uncertain utility and
has the same effect as noise, therefore not introducing any systematic effect in workers behaviour.
Rationality is generally deemed as a reasonable assumption when studying CS workers [67]. There
are many ways this assumption might not be fulfilled, meaning that workers do not react to
incentives in the way we devise but in different ways, harming their own profit. This would
probably manifest as an erratic or permanently biased workers’ behaviour.

3.4.4 Risk Aversion. This is the most novel and potentially most objectable assumption. Our main
reason to adopt it is intuitive, although we have argued for it in Section 1. Our assumption is that
inclination towards risk will be associated with unreliability, because some workers will approach
the task by hastily taking the risk of obtaining an incorrect result as if they were gambling. This
assumption is based on results linking gambling with risk-seeking [9], as well as on the way
different attitudes towards risk impact the reactions to different kinds of CS incentives [15]. Since it
has been shown that risk-inclined workers will tend to shorter TCTs in a competitive scenario [49],
there are reasonable grounds to consider a relation between TCT and quality via attitude towards
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risk. A recent study on strategies of crowdsourced workers also found that experienced workers
develop an accurate awareness of the risk of rejection and tend to consider it carefully [21], which
can be interpreted as risk aversion. If this assumption did not hold, the mechanism through which
the incentives work would be different. This affects mostly our understanding of what is happening
rather than the actual results, and it would therefore take further experimentation to analyse the
failure of the assumption to hold.

4 EXPERIMENTAL METHODOLOGY
In this section, we devise a between-group study to investigate the relation between TCT and
precision in the competitive scenario where the independent variable is the competition setting
(with two levels: “Base” and “Game”), differing in the description and pay conditions given to the
participants. The dependent variables are the accuracy of gathered labels and corresponding TCTs.

We make use of Amazon’s Mechanical Turk (M-Turk) as our crowdsourcing platform. It provides
a convenient participant pool to draw upon to carry out many tasks, especially relevance assessment
labelling. Participants drawn from the M-Turk population were screened automatically based on (i)
HIT approval rate greater than 95%, and (ii) the number of approved HITs greater than 1000. Being
less restrictive would potentially increase the fraction of unreliable workers, which potentially make
our results stronger, but would also introduce other factors in the use of time like task abandonment
and delayed submission [21]. Delayed submission or accidental premature submissions performed
by inexperienced workers would introduce noise in the TCTs, potentially obscuring the information
it might contain about risk attitudes.
To reduce attrition, demographic questions were put at the beginning of the experimental

procedure [46].

4.1 Data Collection
We used TREC-8, in particular, the LA Times, FT, FR94 and FBIS sub-collections as our test collection.
We randomly selected 35 out of 50 topics in the TREC-8 test set and used all the pooled judged
articles as a gold standard set, following previous research in the domain, e.g. Alonso [1], Alonso
and Baeza-Yates [2], Alonso and Mizzaro [3, 4], Alonso et al. [5], Geva et al. [18], Grady and Lease
[20], Roitero et al. [52], Turpin et al. [59].

4.2 Task
We define two tasks, i.e. Base and Game. In both tasks, the participants were asked to evaluate
the relevance of a set of document-topic pairs. We presented the TREC instructions to the M-Turk
crowds following Alonso [1] suggestions, so that the task be concise, precise, and clear.

We adopt the concept of relevance used in Voorhees et al. [62], which has been used in previous
work in this domain Alonso [1]. We followed the guidelines provided in Alonso [1] to instruct our
workers, e.g. asking for their consistency with their judgement, etc.

4.3 Base Task
We asked participants to perform the relevance judgment task for ten document-topic pairs, with
topics chosen at random for each pair and documents from the pool for that topic. To ensure
quality, we highlighted the fact that random assessment would not work because we know the
answer of a few of the pairs. If they fail to assess them correctly, their HIT will not be approved.
We also clarified that the presence of topic terms in the document does not necessarily mean that
the document is relevant to the given topic. They need to decide by considering more than solely
this criterion.
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4.4 Game Task
For the game task, in addition to the above, we instructed the worker that they would be competing
with a few other M-Turk workers in completing the task. To create the conditions of the game, we
highlighted that they need to complete the assessment correctly and quicker than the other workers.
Times taken by single document-topic assessment were measured in order to assess which worker
was the fastest. When workers completed different numbers of pair assessments in a particular
round, their times per pair would be compared, and bonuses would be paid for each judged pair
where their average time was shortest. We also mentioned that the winner would be rewarded
with a $2.0 additional bonus. This amount might seem small, but it was chosen to be similar to
extra incentives used in works such as [54]. The ratio to overall pay was chosen from the optimal
found in Moshfeghi et al. [50].

4.5 Relevance Assessment System
For the completion of the tasks, we used a custom-made relevance assessment environment designed
to gather the workers’ judgement while retaining a minimum of graphical elements and distractions.
The back-end layer of the system created a set of random ten topic-document pairs from the QRel
file and fetched the associated document and topic information from collections and topic files,
respectively. It also ensured that workers judge a topic-document pair only once, while each topic-
document pair is judged by no fewer than three workers and no more than five. The documents
were presented without their title to avoid it being used as the only criterion. The UI contained
a topic, document and closed question (binary relevance; yes/no). Workers were required to log
in to the system to capture their Worker ID. After workers log in, the UI layer gets a set of ten
topic-document pairs from the back-end layer and presents them, one at a time, in the same order
as they were obtained. Except for random coincidences, only one document was presented to be
judged with one topic. The interface also prevents them from skipping difficult assessments.
Workers’ actions were monitored and logged by the search interface, including the log-in and

log-out time to the system, workers’ as well as their judgement of each document-topic pair. The
length of time workers spent to judge a pair was calculated on the client-side to avoid interference
from network delay: it is computed as the time difference between the moment a topic-document
pair was shown until the assessment was submitted.

4.6 Procedure
At the beginning of the experiment, participants were instructed that the experiment would take
approximately 10 minutes to complete, though they would be given 30 minutes between the time
they accepted and submitted the HIT assignment. They were informed that they could participate
in each task more than once. Workers could only accept the HIT if they agreed to a consent form.
Subsequently, participants were assigned to one of two external surveys (“base” or “game”). At
the beginning of the survey, we describe that all the collected data will be treated as confidential
and anonymous. Payment for HIT completion was $1.0. The total cost of the evaluation was $270,
including the cost of the pilot studies and some of the rejected participants, which we consider to
be cost-effective.
To fulfil the conditions of a between-group study, we eliminated participants whom we found

had taken part in the experiment under different conditions (e.g. taken part in the Game task after
taking part in the Base task, or vice versa). Out of 235 workers who started the tasks, 200 workers
completed them successfully (100 workers per group).
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4.7 Availability of dataset
The authors are willing to make the dataset of the experiment on request.

5 RESULTS AND DISCUSSION
This section presents the experimental findings of our study. We first discuss the primary focus
of the experiment and the baselines we have chosen to address our research questions. We then
proceed to a preliminary analysis by examining all possible subsets of the whole dataset where a
particular document-topic pair has been judged by 1, 2, 3, 4, and 5 users. Since we aim at using TCT
as a reliability discriminating factor in certain circumstances, we perform a preliminary analysis
of TCT distributions. Then, focusing on RQ1, we examine the distribution of TCTs in groups of
workers who obtained average accuracies within an interval and interpret the results according to
the estimations resulting from our model. Finally, we focus on RQ2 and derive an optimal weighting
function from TCTs and examine its performance in weighted majority voting. We compare this
function with an inferred expected accuracy reported for modelling of the game in Moshfeghi
et al. [50], and with a theoretical upper bound, we have derived with weights including the exact
accuracies of workers (which are unavailable in real-life scenarios).

5.1 Baselines and the focus of the experiment
An analysis of our results might be better understood with a previous reminder of the main focus of
this work, which is how TCT can be turned by our game setting into a valuable discriminating factor
for assessment reliability. We do not attempt to show the superiority of a particular methodology
for quality assessment, but only extra information which can be included in most of the existing
quality-enhancing methodologies for crowdsourcing. Performance comparisons aim to evaluate
the potential of TCT measured under a competitive scenario (which we called game) rather than
advocating for one methodology over others.

5.2 Data Subsets with Different Numbers of Assessors

BASE

Assessors Number of pairs Relevant
(positives)

Non-Relevant
(negatives)

1 2220 53.24% 46.76%
2 8640 46.78% 53.22%
3 12840 46.82% 53.18%
4 7880 40.15% 59.85%
5 2706 47.15% 52.85%

GAME

Assessors Number of pairs Relevant
(positives)

Non-Relevant
(negatives)

1 3390 44.12% 55.88%
2 11538 44.32% 55.68%
3 14508 44.83% 55.17%
4 8196 46.22% 53.88%
5 2070 50.24% 49.76%

Table 3. Data subsets where different number of assessors judged each pair. Percentage of pairs where the
document is relevant to the topic, and percentage of pairs where the document is non-relevant to the topic.
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There were cases where the worker’s browser crashed/disconnected/closed tab, or they simply
abandoned the task, which appear in our data as incomplete. In those cases, we discarded the
individual judgement but processed the whole cohort as complete for TCT measurement, bonus,
etc.

To test the model, we also generate partial judgements where we take a subset of the judgements
for a particular document-topic pair. For example, if five assessors judged it, we can generate five
partial sets where only four assessors appeared to judge it: each partial set resulting from discarding
one of the assessors. With a pair judged by 𝑛 assessors, we can generate

(
𝑛
𝑛−𝑖

)
sets where 𝑛 − 𝑖

assessors judged the pair.
The number of data points obtained in this way is shown in Table 3. These numbers show the

dramatic difference between the sizes of the datasets with 1 or 5 workers, which are quite small,
and those with 2, 3, and 4 workers, with substantially more data points.
Even though we chose the sets to be 50%:50% relevant:non-relevant, the abandonment of tasks

and other noise factors make the sets slightly unbalanced. This small deviation is unlikely to impact
the results.

5.3 Individual and Majority Accuracies
Accuracy is the simplest of performance measures since it just counts the number of correct
results and is normalised by the number of total results. For this reason, we start our analysis with
this particular performance measure in order to introduce some more nuance in the following
discussions.
Individual accuracies are found to be very spread, even though a relatively large number of

workers performed very well, as can be seen in the accuracy distribution shown in Figure 4.

Fig. 4. Distribution of individual accuracies of different workers. The curve corresponds to a Beta function B(13,5) corresponding to the
best fit.
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Non-weighted Weighted
Assessors Estimated Empirical Estimated Empirical

1 67.17% 67.17% 67.17% 67.17%
2 67.17% 67.28% 73.01% 67.28%
3 73.34% 73.33% 76.92% 73.32%
4 73.49% 73.84% 80.16% 77.79%
5 77.72% 77.78% 82.69% 79.71%

Table 4. Estimated and empirical accuracies for Majority Voting with and without optimal weighting for
different numbers of workers. Estimated accuracies are computed with Equation (5) and empirical accuracies
simply counting agreement with the gold standard for both positives (relevant) and negatives (non-relevant).

0.5

0.6

0.7

0.8

0.9

Non-weighted

Weighted

1 2 3 4 5

Fig. 5. Empirical accuracies for Majority Voting with and without weighting for different numbers of workers. The yellow box represents
the interval between estimated accuracies for non-weighted and the estimated upper bound given by optimally weighted majority, which
would require knowing the actual exact individual accuracies of workers.

Since each worker did not assess a large number of documents, these accuracies are computed
with few data points and are therefore very noisy. This is evident in the fact that some accuracies
are below 0.5, meaning that workers did worst than tossing a coin, which should not happen with
a large enough number of judgements.
We can use the Equation (5) to estimate how an accuracy-optimal weighting scheme would

performwith this distribution of individual accuracies and compare it with the accuracy we obtained.
The results are shown in Table 4

It has to be noted that the actual accuracies of each worker are not available, and we estimate
them with TCTs. This means that the weights will not be optimal, and the accuracy of the majority
will not reach the upper bound, estimated for an optimally weighted majority. However, we obtain
a remarkable accuracy of 73.01% from just two workers judging each pair, the cheapest and simplest
scenario, where non-weighted majority voting does not produce a noticeable improvement over
just taking individual judgements.
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Since we are using TCTs to estimate workers accuracies, we examine in the next section how the
distributions across our dataset look. In Section 5.6 we will explain in more depth how we estimate
these accuracies from TCTs.

Figure 5 also shows that the lower and upper bounds for accuracy improvement due to weighting
(yellow boxes) seem to be reasonable in the light of our empirical results.

5.4 RQ1: Time Distributions
In this subsection, we examine how the use of time by workers is different when they perform
their task in a competitive setting (game) and when they do it in a non-competitive setting (base).
This addresses our first research question (RQ1): “How are workers performance and use of time
affected by a competitive setting?”.

The raw times (in seconds) as obtained directly from the user logs are not very useful because they
are affected by several random factors such as the quickness of the browser, particular circumstances
of the worker, etc. We want to preserve time orderings (one time being longer than another) while
fitting times distribution to one similar to that of our simulation. We achieve that by a simple
normalisation with a non-linear scaling that puts the median to 0.5 and the max at 1.0:

𝑡𝑛𝑜𝑟𝑚 =

(
𝑡

𝑡𝑚𝑎𝑥

) log(2𝑡𝑚𝑒𝑑𝑖𝑎𝑛 )
log(𝑡𝑚𝑎𝑥 )

(11)

In Figure 6 we show the comparison between normalised times workers took producing a
judgement, comparing relevant and non-relevant. We find that, in general, judging a document as
non-relevant took them less time than judging it as relevant, even though the difference is not very
large. Moreover, the distribution of times itself looks quite different in the base scenario than in the
game: times are more tightly clustered around a mean value in the game scenario than in the base
scenario. Also, time distributions for relevant and non-relevant are more different to each other in
the game scenario, as shown by the areas coloured red and blue in the figure.

Separating the distributions of correct and incorrect results, we discover a more dramatic result.
In Figure 7 we see three clear results:

• In all scenarios, the variation of TCT is larger for incorrect results, but the difference is more
marked in the game scenario.

• In the base scenario, false positives, i.e. incorrect relevants, appear with longer TCT than
false negatives, i.e. incorrect non-relevants.

• In the game scenario, false positives, i.e. incorrect relevants, appear with shorter TCT than
false negatives, i.e. incorrect non-relevants.

The difference in variation is in itself an important finding. It suggests that conscientious workers
accommodate their use of time to the requirements of the task at hand and to the incentives given,
rather than playing with risks and odds. The variation in TCTs corresponding to FP and FN could
indicate an inclination to risk and the impact of other random factors, such as parallel tasks being
approached together with the assessment.
All these results can be explained by simply introducing the concept of risk aversion or risk

inclination, which constitutes a strong argument for the appropriateness of the mathematical basis
of our model.
In Figure 7 we now compare differences in TCTs between True Positves (TP), True Negatives

(TN), False Positives (FP) and False Negatives (FN). The most important patterns we can observe in
this graphic are:

• In the base scenario, incorrect results (both positive and negative) tend to be produced quicker,
regardless of the result being relevant or non-relevant.
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Fig. 6. Compared TCT distributions for relevant labels vs non-relevant labels. Blue differences mark the case
when the count for relevant labels is higher and red when the count for non-relevant labels is higher. The
scale of the TCT is a percentage of the maximum time taken by a worker, normalised in this way in order to
account for some documents to be longer or harder to read than others. The imposed time limit was 30 min,
although maximum times tended to be around 15min.

• In the game scenario, only false positives FP tend to be clearly quicker, while false nega-
tives (FN), are sometimes produced very quickly and sometimes very slowly, with a slight
preference to appear in longer TCTs.

This suggests that if TCT is to be used as a criterion to judge a result in the game scenario, it
should not be used in the same way for relevant results than for non-relevant results.

Coming back to the TCT distributions for relevant and non-relevant measurements, we also find
remarkable differences between those for correct and incorrect results, i.e. agreeing or not with the
gold standard, as can be seen in Figure 8.
This suggests that incorrectly judged non-relevant (FN) results take, in general, much more

time to be produced than incorrectly judged relevant (FP) results. Comparing the incorrect times
between base and game scenarios, we can see that these scenarios produce contrary tendencies:
while in the game scenario, FP tends to be produced quickly, in the base scenario, it is FN that tends
to be produced with shorter TCTs.

Focusing now on correct vs incorrect, we get a similarly clear difference between base and game
scenario (Figure 8). We find that in the base scenario, there is a tendency to produce a wrong result
quicker than a right result, regardless of the nature of the result. In the game scenario, we see a
similar inversion of the tendencies between relevant (positives) and non-relevant (negatives).
We believe that our experimental observations of distributions of TCT provide evidence for an

affirmative answer to our first research question RQ1. We found evidence supporting our claim
that a competitive setting such as the game scenario impacts the way workers invest time on a task
in a way that can be explained by our game-theoretical analysis.
In this work, we see TCT as a resource that workers manage under uncertainty expecting

to obtain a maximum benefit from it. Entangling their choice of TCT with other workers they
do not know much about, we highlight risk-averse or risk-inclined bias in their perception of
such uncertainty, which impacts the way they use their time as a resource. This is a distinctly
game-theoretical approach, where it is the interplay between different agents’ choices leads to an
equilibrium that can be manipulated by modulating individual incentives.

We believe that the use of time by CS workers is a piece of information that can be used beyond
the boundaries of our experimental setting and could shed light on a broader set of CS situations
where workers have the freedom to allocate different amounts of time to the task at hand.
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Fig. 7. Comparison TCT distributions for correctly assigned labels and incorrectly assigned labels, with the
number of pairs labelled relevant superimposed to the number of pairs labelled non-relevant. Blue areas mark
the difference when the count for relevant labels is higher, and red areas the difference when the count for
non-relevant labels is higher.

5.5 Number of pairs judged
Different workers assessed different numbers of pairs, but the design of the experiment encouraged
them to judge exactly ten on each round. As a result, the number of judged pairs was roughly
constant, and we could not measure the effect of its variation on results.

5.6 RQ2: Weighting Scheme
In this section, we explore the use of TCT as an indicator of the reliability of the result provided by
a crowdsourced worker. We do this by examining TCT distributions across different results and
then their potential use within a weighted majority scheme.
Based on the observed differences in time distributions, we can use TCT as an indicator if a

worker’s assessment is more or less trustworthy. This can be introduced as a weighting scheme for
majority voting.

Themajority voting can be put as the question: aremoreworkers assessing this document as
relevant to the query than workers assessing it as non-relevant?. This is a simple approach
that improves the results, but it does not take the differences between workers into account. A
weighted version would correspond instead to: doweights of workers assessing this document
as relevant to the query amount to more than weights of workers assessing it as non-
relevant?. Each assessment is weighted according to the likelihood of a TCT to correspond to an
accurate judgement according to our simulation.
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COMPARISON OF TIME DISTRIBUTIONS
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Fig. 8. Comparison between task completion times for relevant and non-relevant pairs, with the number of
correctly and incorrectly assigned labels superimposed

In Moshfeghi et al. [50] a simulation of the game scenario was run, and it was found that different
TCTs would be a hint of a different expected accuracy in the result. In Figure 9 we overlap the
curves for accuracies from optimal weighting functions from TCT with the heatmap of distributions
of individual accuracies obtained from the simulation in that previous work. The coincidence of
these two graphics coming from entirely different sources (a theoretical simulation and an empirical
study) is remarkable.
Our main findings were that the optimal weighting functions of TCT for TP vs FP were very

different from those for TN vs FN for the game scenario. However, the optimal weight for the base
scenario is no weight, i.e. a flat distribution of weights. Performance in the base scenario could not
be improved by introducing a TCT-based weighting, therefore coinciding with previous studies
where no clear relation between TCT and performance were found [24].

Our results suggest that the model presented inMoshfeghi et al. [50] could be greatly improved by
including a difference between assessing relevance and non-relevance. In that model, all assessments
were merely taken to be correct or incorrect, without any bias or difference to particular results
being relevant or non-relevant.
We suggest a way of including this difference between different results by using a two-step

probabilistic model, where there is a first quick assessment finding obvious results and then a
second more careful assessment. This is shown in figure 10 beside the model taken from [50]. Since
obviously non-relevant results and obviously relevant results will not be equally frequent, this
model will introduce expected correctness for a given TCT for relevant and non-relevant results.
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Fig. 9. Individual accuracies (axis Y) vs TCT (axis X). The curves depict optimal weighting functions of TCT,
for results "relevant" and "non-relevant". The heatmap in the background shows the count of simulated events
where a result from a worker with a particular reliability (expected accuracy) produces a result within a
particular TCT, from a simulation in a previous work (darker means more events, lighter means fewer events).

Amore refined version of the judgement model would then be one where the worker is faced with
the decision whether the result is obviously irrelevant, or further examination, where relevant/non-
relevant possibilities are examined in a more detailed way, as is shown in figure 10.

In the initial mode, there is a minimum time to assess a document-topic pair, and if the time taken
is less, then the result will be as accurate as a random choice. This introduces an expected accuracy
that increases with TCT. This model does not distinguish between relevant and non-relevant
document-topic pairs. Our empirical data suggests that such distinction is necessary on the model,
and we, therefore, suggest to include as an extra step:
(1) First inspection: Is the pair obviously irrelevant? (this step takes a minimum time 𝑡1)
(2) If it is not obviously irrelevant, second inspection: Is the pair relevant? (this step takes a

minimum time 𝑡2)
A one-step inspection will result in an expected accuracy of:

𝑃correct (𝑡) = 𝑃0 + (1 − 𝑃0)
∫ 𝑡

0
𝐷 (𝑡 ′)𝑑𝑡 ′ (12)

where 𝐷 (𝑡) is the distribution of minimum times across all pairs. If the time taken by the winner
(quickest) worker on each round is taken as a random variable, 𝐷 (𝑡) is its distribution.

A two-step inspection will result in different expected accuracies for relevant and non-relevant
results. For a correct relevant result, TCT must have surpassed both minimum preliminary times 𝑡1
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Fig. 10. Refined model of the judgement process including a first check for obvious irrelevance. On the left,
original model, and on the right, two-steps model.

and 𝑡2. For a correct non-relevant result, TCT can either surpassed 𝑡1 if the result is obvious or both
𝑡1 and 𝑡2 if it is not.

𝑃R correct(𝑡) = 𝑃0(𝑟 ) + (1 − 𝑃0(𝑟 ) )
∫ 𝑡

0

∫ 𝑡 ′′

𝑡 ′
𝐷1 (𝑡 ′′)𝐷2 (𝑡 ′)𝑑𝑡 ′𝑑𝑡 ′′

𝑃N correct (𝑡) = 𝑃0(𝑛) + (1 − 𝑃0(𝑛) )
(∫ 𝑡

0
𝐷1 (𝑡 ′)𝑑𝑡 ′ +

∫
0

𝑡 ∫ 𝑡 ′′

𝑡 ′
𝐷1 (𝑡 ′′)𝐷2 (𝑡 ′)𝑑𝑡 ′𝑑𝑡 ′′

)
(13)

Distribution 𝐷1 corresponds to a distribution of times amongst obvious document-topic pairs
that are judged immediately, and distribution 𝐷2 corresponds to the extra time required for a
more close look at difficult document-topic pairs. We expect two-step processes to happen when
the document is relevant to the topic in a non-obvious way. With a big dataset, we could obtain
distributions 𝐷1 and 𝐷2 from our experimental data by classifying the results between obvious and
non-obvious and taking distributions of minimal times for each subset. For the purposes of this
work, however, we do not need to compute these distributions explicitly but only consider their
role in shaping the Bayesian Equilibrium of the game.
Two-step expected accuracies can be included in the game-theoretical computations of the

model, giving different optimal TCT distributions for relevant and non-relevant pairs, similar to
our experimental findings.

Applying the optimal weighting function to majority voting, we obtained improved performance
with respect to non-weighted majority voting in terms of both precision and recall, as can be seen
in Table 5.

First of all, we find that individual workers have an average precision of 61.11%
An anomaly seems to have occurred for the case when four workers assess each pair, i.e. precision

going down and recall going up compared with the other cases. This might be just a statistical
fluctuation that became visible because of the small size of the sample. An increase in recall means
that the number of positives is increasing, both false and true, so precision can be harmed by a bias
of the weighting towards relevant results.
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Precision Recall
workers Non-weighted Weighted Non-weighted Weighted

1 61.11 61.11 70.46 70.46
2 61.29 63.67 71.10 73.14
3 67.92 68.13 76.76 77.68
4 69.10 67.18 78.52 84.27
5 75.22 75.44 83.18 84.14

Table 5. Percentages of Precision (P) and Recall (R) with optimal weighting for the game scenario only (no
weighting is optimal for the base scenario). These results are computed with a tidied-up dataset where outliers
and partial results produced by workers who abandoned the study were taken out.

In the non-competitive base scenario, as it was mentioned, the optimal weighting scheme was
no weighting, so the results are the same as non-weighted majority voting.
For the competitive scenario, the most promising results are the improvement of performance,

with only two workers assessing each pair. The majority voting is known to perform badly with
even numbers of workers because of draws, and even more for two workers. This makes the
approach all the more promising since it suggests that better quality can be obtained with fewer
workers and therefore fewer costs.

GAME
Precision Recall

Workers Non-Weighted Weighted Non-Weighted Weighted
1 61.14 61.14 65.99 65.99
2 60.98 63.48 67.01 66.91
3 69.21 69.92 74.39 76.18
4 71.03 73.51 78.35 78.09
5 78.46 80.26 84.24 86.94

BASE
Precision Recall

workers Non-weighted Weighted Non-Weighted Weighted
1 60.75 73.09 65.67 66.35
2 63.40 73.05 66.45 67.88
3 65.27 77.95 69.64 71.05
4 63.56 77.72 68.37 69.93
5 63.53 79.53 68.66 70.63

Table 6. Percentages of Precision and Recall computed on an untidied dataset (incomplete results and outliers
not removed). Best results highlighted

It has to be noted that optimisation was carried on a dataset where unfinished results and TCT
outliers were removed. However, on a complete un-tidied dataset, the performance of the obtained
weighting scheme is even more promising, as can be seen in Table 6. Weighted majority voting
outperforms unweighted for all numbers of workers, except again for four players where curiously,
the precision/recall balance has been flipped with respect to the clean set. This is probably because
a more variate accuracy allows more room for improvement. When some individual results are
more accurate than others, a weighting scheme can prevent low accuracy individual judgements
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from impacting the overall result while boosting the influence of high accuracy judgements. A
simple majority voting scheme, on the contrary, would take them all on equal ground.

Applying the weighting scheme to the base scenario with all the data also increases performance
for all numbers of players, which could be an indication that the relation between TCT and
performance is still present in that case, even though it is less clear.

5.7 Beyond binary scales
In section 3.3 we imposed a sharp weighted majority rule determining which of two possible labels
had more support from the workers, giving each a different weight according to their expected
accuracy. However, relevance scales are often arbitrary, and it is necessary to understand how to
interpret assessments performed into one of them would translate to others. This is a relatively
novel area of empirical research, but there are already key results like those in Han et al. [22] that
can be used as a starting point for an extension of the results of our method to other relevance
scales.

For example, the procedure we propose can be used for fine-grained relevance scale by making
use of both reasonable assumptions and empirical knowledge about the correlation between nearby
labels, e.g. how "very relevant" and "fairly relevant" are more in agreement than "very relevant" is
to "not very relevant".

A possible way of extending our method would be to assign a worker a probability distribution
over all the relevance scale, and these distributions can be combined into a weighted majority
distribution in a similar way we combine binary probabilities. A relevance level with a maximum
probability can be chosen as a majority-endorsed result, and the level of agreement can be charac-
terised by a measure of how probability distributions differ across all relevance levels. This is an
avenue for further development of the model, which can be built on the empirical results found in
studies such as [43–45, 52, 59].

6 CONCLUSION
In this paper, we address the problem of mixed quality in CS results by studying the possible use
of TCT as an accuracy-estimating criterion. We hypothesise that a mechanism based on a game
theory model can turn task completion time into an effective discriminative factor for workers with
consistently poor performance (unreliable). We, therefore, designed a CS relevance assessment task
scenario inspired by an n-player Chicken game model, where there are two opposing forces: one
pushing towards quickness and another pushing towards correctness. We tested our hypotheses
with a crowdsourced evaluation using 35 topics from TREC-8 collection.

Our results contain strong evidence that competitive scenarios allow the use of TCT, a quantity
that is very easy to obtain, as a hint of poor performance from workers; this amounts to an
affirmative answer to RQ2. TCT is also an independent source of information to previously used
criteria, which might make its joint use along with others potentially more powerful.
We use TCT to weight workers in a majority voting scenario, which improves performance

dramatically in the cases where few workers (2 or 3) assess the document-topic pairs. The optimal
weighting profile matches simulation results from previous work obtained from a game-theoretical
model, suggesting that the model is adequate to describe empirical situations. Moreover, our data
suggest a way to enrich the model, adding a distinction between relevant and non-relevant results,
which we adopt and develop. We find the TCT-based weighting scheme to introduce a remarkable
improvement for the cheapest case of only two workers assessing each document-topic pair.
As a side result arising from our optimal TCT-based scheme, we calculated from probabilistic

considerations a lower and upper bound for the average accuracy in a weighted majority voting
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scheme, consistent with previous results in aggregation rules for crowdsourcing. This can be applied
to evaluate weighted majority voting schemes in other instances of crowdsourcing.
Distributions of TCT in the competitive scenario shed light on the behaviour of workers re-

garding the use of time and allows us to analyse it from a game-theoretical perspective, using
powerful concepts such as risk inclination/risk aversion. We found empirical evidence that under
an appropriately set game scenario, the use of time by workers can be understood as a strategy,
and it becomes a useful predictor for performance. We believe our results contribute to the general
understanding of CS workers’ behaviour, in particular, its aspects related to the use of time, accuracy
and how it is affected by competing with other workers. This amounts to an affirmative answer to
RQ1.

Using TCT as a discriminating factor under a competitive scenario would introduce requirements
of synchronisation between workers, and processing the results of small cohorts of workers only
after the last one has finished, which might slow down the crowdsourcing process. We think,
however, that in many scenarios, these limitations would be overruled by the advantages of more
reliable results.

An apparent direction to continue this research is conducting larger studies to verify some of the
key hypotheses, i.e. to what point risk-inclination and/or poor quality are persistent characteristics
of particular workers, and to what point they are associated across tasks. There is also a plethora of
CS tasks that could benefit from a similar game scenario and for which similar quality improvement
strategies can be used.

Another obvious direction for research would be exploring how to apply the proposed method-
ology to more sophisticated and state-of-the-art labelling schemes, such as fine-grained relevance.
In this work, we sketch a possible way of extending our method to other relevance scales. It would
also be interesting and worthwhile to incorporate our method into larger-scale methodologies such
as the linear tensor augmentation techniques used in the GLAD model [71].
This work addresses the problem of large but scarce sets of labels, using tensor decomposition

techniques to augment the label sets with inferred values. This is a linear technique, while our
optimal weight problem is non-linear. The two could be combined in various ways, and together
they can be used to generate large-scale enriched high-quality crowdsourced datasets. This is a
potential path for future development.
Finally, since we have shown the usefulness of quantifying attitudes towards risk, their direct

study can also be an interesting avenue of research. Their study could potentially shed light on
the behaviour of CS workers in similar tasks, but also more generally, on users interacting with
information retrieval systems.

A RAW DATA
In this appendix, we show some unprocessed or partially processed data that we used for our
analysis.

A.1 Judgement countings
In table 7 we show how many of the judgements in every condition are classified as true positives
(relevant document to a query, judged as relevant), true negatives (non-relevant document to
a query, judged as non-relevant), false positives (non-relevant document to a query, judged as
relevant) and false negatives (relevant document to a query, judged as non-relevant).
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Base
Assessors True Positives True Negatives False Positives False Negatives

1 755 711 471 283
2 2945 2723 1875 1097
3 4386 3966 2862 1626
4 2038 2670 2046 1126
5 929 779 651 347

Game
Assessors True Positives True Negatives False Positives False Negatives

1 1054 1223 671 442
2 3636 4127 2297 1478
3 4688 5106 2898 1816
4 2788 2786 1622 1000
5 786 647 383 254

Table 7. Data subsets where different number of assessors judged each pair. Positives stand for “document
relevant to topic” and negatives for “document non-relevant to topic”. All possible datasets where this number
of workers assess a document-topic pair have been counted.
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