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Vision-based relative navigation technology is a key enabler of several areas of the space industry such as on-orbit
servicing, space debris removal, and formation flying. A particularly demanding scenario is navigating relative to a
non-cooperative target that does not offer any navigational aid and is unable to stabilize its attitude.
Previously, the state-of-the-art in vision-based relative navigation has relied on image processing and template match-
ing techniques. However, outside of the space industry, state-of-the-art object pose estimation techniques are dom-
inated by convolutional neural networks (CNNs). This is due to CNNs flexibility towards arbitrary pose estimation
targets, their ability to use whatever available target features, and robustness towards varied lighting conditions, dam-
age to targets, occlusions, and other effects that might interfere with the image. The use of CNNs for visual relative
navigation is still relatively unexplored in terms of how their unique advantages can best be exploited.
This research aims to integrate a state-of-the-art CNN-based pose estimation architecture in a relative navigation sys-
tem. The system’s navigation performance is benchmarked on realistic images gathered from the European Proximity
Operations Simulator 2.0 (EPOS 2.0) robotic hardware-in-the-loop laboratory.
A synthetic dataset is generated using Blender as a rendering engine. A segmentation-based 6D pose estimation CNN
is trained using the synthetic dataset and the resulting pose estimation performance is evaluated on a set of real images
gathered from the cameras of the EPOS 2.0 robotic close-range relative navigation laboratory.
It is demonstrated that a synthetic-image-trained CNN-based pose estimation pipeline is able to successfully perform in
a close-range visual navigation setting on real camera images of spacecraft that exhibits, though with some limitations
that still have to be surpassed for the system to be ready for operation. Furthermore, it is able to do so with a symmetric
target, a common difficulty with neural networks in a pose estimation setting.
Keywords: close-range relative navigation, pose estimation, symmetric uncooperative target, monocular camera,
convolutional neural network, domain randomization

1. Introduction

Object pose estimation is an integral part of close-
range visual relative navigation with uncooperative tar-
gets. It is relevant in future activities such as on-orbit
servicing and active space debris removal. Generally, two
tasks can be distinguished in pose estimation systems -
initialization and tracking. Initialization refers to a situ-
ation with no previous information about where a sought
target is in the sensor field of view. Tracking refers to
a situation where previous estimates are available (after
initialization) and so the search space for an estimate is
smaller. Technology demonstrations so far have handled
these tasks via solutions like template matching or image

processing algorithms, perhaps seeking to fit lines of a
wireframe model to the lines found in the image, for ex-
ample. However, the general computer vision field has
focused on convolutional networks, also for navigational
tasks. Bringing convolutional neural networks over to vi-
sual relative navigation in space would potentially offer
several advantages over the state of the art. To start with,
they could be flexible towards all kinds of target objects,
not just ones that have distinguishable lines or silhouettes.
Furthermore, they can learn whatever visual features are
useful for the performance of the task, not just manually
designed visual features like lines. If this flexibility can
be capitalized on, CNNs could form a basis for a general
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visual relative navigation system that does not require a
new integration for every new target with a possibly dif-
ferent appearance. This paper focuses on the integration
of a state-of-the-art convolutional neural network (CNN)
into a visual relative navigation system. Particularly, the
focus is on the pose initialization task, as it is the first step
of any such system. The CNN itself [1] was chosen based
on the ESA Kelvins Pose Estimation Challenge [2], where
its authors achieved the top score on real camera images
of spacecraft while having been mostly trained on syn-
thetic images. This is desirable as the aim is to train fully
on synthetic images and to achieve robust performance on
real camera images. Section 2 starts with an overview of
previous research that the current work is based on. Sec-
tion 3 follows with an elaboration on the specific methods
used in the work. Section 4 presents the experiments that
have been carried out thus far in the pursuit of a CNN-
based pose initialization system. Finally, section 5 wraps
up the findings of the paper.

2. Related work

Convolutional neural networks are starting to be incor-
porated into visual relative navigation systems in a variety
of ways. Gerard et al. [3] used the CNN featured in this
work in the ESA Kelvins Pose Estimation Challenge to
rank second in the leaderboard, with the highest score on
real images. The post-competition analysis of Kisantal et
al. [2] found that all 20 submissions used deep learning as
a part of their pose estimation pipeline.

CNN-based pose estimation work has arrived at many
different ways to adapt to symmetric targets. This is par-
tially due to the many ways that CNNs can be used to
arrive at a pose estimate. A fairly recent work by Park et
al [4] uses a principle they call ’transformer loss’ to train
their network to estimate the pose of a symmetric target.
Essentially, the keypoints of the closest symmetric pose to
the predictions of the network are chosen for each image
in a training batch. The same approach is adopted in this
work as well as a modified variation. It’s a preferred so-
lution as it is a simple change to get networks otherwise
not designed for symmetric objects specifically to perform
with symmetric objects.

Domain randomization has been demonstrated to be an
effective tool for enabling synthetic-image-trained neural
networks to perform in real world conditions in different
navigation and movement tasks of different fields. To-
bin et al. demonstrated that an object detector trained on
synthetic domain-randomized images [5] can form an ef-
fective basis for robotic grasping in real world conditions.
Loquercio et al. [6] demonstrate an autonomous racing
drone navigation system trained on domain-randomized
synthetic images that is able to fly through a real-world

gated racetrack at high speeds.

3. Approach

This section presents the methods used to conduct the
research. First, the tools and settings of the synthetic im-
age production pipeline are explained in subsections 3.1
to 3.1.4. Following that, the laboratory yielding real cam-
era images of physical spacecraft is described in subsec-
tion 3.2. Lastly, the details of the pose estimation pipeline
incorporating the CNN are presented in subsection 3.3.

3.1 Production of synthetic camera images of spacecraft
in relative navigation setting using Blender

The open-source 3D-rendering software Blender is
used to generate simulated synthetic images of a represen-
tative target spacecraft in relative navigation scenarios, as
if a chaser spacecraft were observing it. A few sample
images are shown in Figure 1.

3.1.1 Rendering engine

The used renderer is a raytracing engine called Cycles.
The use of a raytracer allows the generation of more real-
istic shadows and reflections, which are important in rel-
ative navigation settings. Often the only source of light
in the orbital environment is the Sun and therefore signif-
icant parts of the spacecraft can be obscured by shadows.
Also, many spacecraft incorporate highly reflective mate-
rials and components such as solar panels or Multi-Layer
Insulation (MLI).

3.1.2 Background environment

The background of the rendered environment varies
depending on the experiments. The datasets used in sec-
tion 4.1 merely feature a static panoramic image taken at
an Earth orbit position, produced using SpaceEngine. It
is an HDR-image, so the stars and Sun are visible simul-
taneously. This is perhaps not realistic, but it adds more
visuals to reflect off of the MLI and the solar panels. The
particular height of the orbital position or the lighting en-
vironment does not matter too much as the background
is merely added to provide somewhat realistic reflections
for training. The orientation of the background is ran-
domized along all three axes. The datasets used in Sec-
tion 4.2 feature modifications to this background base-
line. The first modification is that the brightness of the
background is allowed to vary between fairly bright and
entirely black. The second modification is that Blender’s
procedural textures ’Magic’ and ’Voronoi’ are also mixed
in with the original space environment image at randomly
varying strengths. The reasoning behind these modifica-
tions is explained further in Section 4.2, but briefly stated
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Fig. 1: Several views of the representative target space-
craft as rendered in Blender.

this is to prevent the neural network to get used to a spe-
cific background.

3.1.3 Lighting and camera sensor
There is a single light source in the scene besides the

background which also emits light. This is a parallel ray
light source to mimic the Sun. For the datasets in Section
4.1 merely the direction of the Sun is randomized. For the
datasets in Section 4.2 the Sun’s light emission strength is
also varied between a bright value and nearly completely
dark value. Furthermore, the camera exposure time is var-
ied in order to provide globally dark or bright images as
well.

3.1.4 Spacecraft
The spacecraft is a simplified version of a phsyical

mockup described in Section 3.2. It exhibits finite sym-
metry about its longitudinal or docking axis, though at
various multiplicities. There are three material groups
used in the model. The front hexagonal plate and column
are wrapped in MLI, which is mimicked via a golden re-
flective material. The folds of the MLI are replicated via
Blender’s procedurial ’Voronoi’ and ’Magic’ textures ap-
plied to the surface normal map, which means that light
bounces off the surface similarly to how a folded and crin-
kled foil would. The second material is the solar panel,
mounted on the sides of the hexagonal main body of the
spacecraft. This is also a reflective material with a dark
blue hue. The third material is a glossy white paint fea-
tured on the details of the body and docking adapter. The
model is simplified in the sense that it lacks certain MLI
cutouts that are featured on the physical mockup as well
as some small scale details like screws that are a part
of the original complex CAD drawing of the spacecraft.
There are a few further discrepancies. One of them is a
missing solar panel plate on one side of the hexagonal
body, which leaves a gap where one can look at the in-
terior of the mockup. The second discrepancy is that the
front hexagonal railing on the docking adapter has been
deformed slightly (a few centimeters out of the plane of
the railing) due to impacting the floor in a previous ac-
cident. Overall, these differences should not stand in the
way of applying a network trained with simulated images
on real images of the physical mockup taken with a cam-
era. They are rather viewed as opportunities to see how
local differences impact tested neural network solutions.
The above-described setup is used for datasets in Section
4.1 for training and testing. The datasets in Section 4.2
come with further modifications, though. More precisely,
the three materials are randomized per image in various
ways. The randomly varied parameters include material
color, metallicness, and reflectivity. Furthermore, random
Magic and Voronoi textures with randomly varied magni-
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Fig. 2: A view of the robotic arm system that simulates
proximity maneuvers via movement of a sensor pack-
age and a physical spacecraft mockup at the EPOS 2.0
laboratory. Photo: DLR, CC-BY 3.0

tudes and other parameters governing the appearance of
the procedural textures are mixed in with the base materi-
als to increase the unpredictability of the surface textures.

3.2 Pseudo-real images of physical spacecraft mockups
in relative navigation setting and EPOS 2.0 labora-
tory

The intention of this research is to deploy neural-
network-based relative navigation system in realistic set-
tings after training them with synthetic images. The DLR
EPOS 2.0 laboratory [7] facilitates the imaging of phys-
ical scale model mockups with real cameras as well as
closing the loop and using computer vision to guide and
control relative navigation maneuvers. The facility also
features the simulation of orbit and attitude dynamics for
both chaser and target spacecraft. Section 4.2 uses real
images recorded during close range approach and flyby
maneuvers at close range to test the performance of the
segmentation-based keypoint regression network in esti-
mating the pose of the target spacecraft.

3.3 Pose estimation using segmentation-based keypoint
regression network

A full relative navigation system often requires tar-
get object position and orientation estimates to function.
Without specification, ’pose’ usually refers to both of
these. A full relative navigation system usually composes
of multiple components. For example, there might be a
component that determines target object pose and posi-
tion information without prior state information or a ’pose
initializer’. This information could then be fed to a state
estimator like a Kalman filter to take advantage of the in-
formation contained in previous estimates. This work pri-
oritizes the ’pose initialization’ task within relative nav-
igation systems - that is to find a pose solution from a

single image without having access to previous estimates.

The full details of the utilized neural network solution
is described in [1]. Only the modifications to the orig-
inally presented solution as well as a brief overview is
presented in this paper to avoid repetition. The network
architecture itself is unmodified compared to the refer-
ence work. The network layers are given in Table 1. This
network architecture was selected, because it was a top-
scoring approach in the ESA Kelvins Spacecraft Pose Es-
timation [2] competition when evaluated on the real im-
ages of the Tango spacecraft of the PRISMA mission.
This aligns with the goal of applying this network on the
pseudo-real robotic laboratory images. On its input side,
the network consumes a three-channel color image of size
256x256 pixels. The network outputs a 3D-tensor. Two
dimensions of this tensor correspond to the 2D spatial
dimensions of the image, essentially dividing the input
image into a lower-resolution grid. The third dimension
contains the 2D normalized image coordinates of the esti-
mated keypoints as well as two probabilities belonging to
”spacecraft” or ”not spacecraft” classes. This way, each
grid cell or ’pixel’ in the output side contains its own es-
timate for all of the keypoints as well as the class prob-
abilities. This means that there is a large amount of re-
dundancy with respect to the estimates and a strategy is
needed to condense these to a single set of image coordi-
nates for each of the keypoints. In the present work, the
predictions of all cells labeled ”spacecraft” are used with
the OpenCV implementation of EPnP [8] to obtain the 3D
coordinates of the keypoints.

The original approach as published in [1] envisions a
3D bounding box around the target object and the corners
of this project are estimated by the network. However, the
solution that was used for the ESA Kelvins Pose Estima-
tion Challenge featured a modification where the bound-
ing box did not envelop the entire spacecraft but rather
its main rectangular body, as presented by Kyle Gerard at
Kelvins Day after the competition [3]. This was found to
achieve a lower loss in training.

One aspect that has to be discussed is the applicable
ranges for this network. The network learns to estimate
keypoints for spacecraft that appear a certain size or at a
certain range from the camera during training. This means
that if during training the network has seen images taken
from 3-5 meters from the target, it will not do well with an
image where the target is 10 meters away from the cam-
era, since the learned features are range-dependent. There
are a couple of possible solutions to deal with this, but this
work crops the spacecraft in an image based on its mask
image or class label image, which means that the location
of the spacecraft in the image is presumed to be known.
In a full navigation system this is obviously not a realistic
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expectation and would therefore require a solution such
as training the network on all kinds of target distances or
using an object detector to crop the image. In this work
it is done as a simplification to study the pose estimation
pipeline’s domain adaptation characteristics and suitabil-
ity for symmetric target objects.

4. Experiments

This section presents the experiments, their results, and
the underlying reasoning for them. Network training de-
tails are not presented as they have not been changed with
respect to the reference work [1], other than the loss func-
tion.

4.1 The problem of a symmetric spacecraft target
One of the immediate issues one runs into when trying

to adapt the network described in Section 3.3 to the tar-
get spacecraft in Figure 3 is due to the symmetric geom-
etry of the spacecraft. Figure 3 shows the keypoints that
are estimated in the experiments in these sections. Ide-
ally, each coordinate position in the output tensor of the
neural network would always estimate the same uniquely
identifiable specific fixed keypoint. However, it is clear
from Figure 3 that each of the six keypoints on the main
hexagonal body of the spacecraft are not uniquely iden-
tifiable as each of the six corners looks very similar to
the other ones. Hexagonal corner number four wouldn’t
mean anything. However, the real physical mockup space-
craft in the robotic setup and simulation of course has a
unique, single pose mathematically. The problem reveals
itself during training of the network - trying to adjust the
weights of the network to estimate these pseudo-unique
labels from simulated runs leads to the network estimating
their average. The six hexagonal body keypoints as shown
in Figure 3 would all end up in the center of the plane they
belong on as each arbitrary pseudo-unique label drags the
estimates in different directions, ultimately having a loss
minimum in the center of the hexagonal front plate. Es-
sentially, one would be trying to teach the network to es-
timate a one-to-many relationship, which it is not set up
for.

This symmetry problem can be solved if the trained
problem can be reduced to a one-to-one relationship. This
has been done in a simple way in [4], for example, where
during training the closest of all of the ambiguous pose so-
lutions is selected for loss calculations. This should pull
the estimated keypoints to one of the six ambiguous pose
solutions in this case, though one would not be able to
control which of them. The same approach is adopted in
this work, though it has to be adapted with some modi-
fications. Since the network predicts one full set of co-
ordinates and classes for each cell of the subgrid that the

Fig. 3: Estimated keypoints on the spacecraft body as
marked with colored circles.

output is divided into it yields highly redundant predic-
tions. One has two options then during training - to select
the closest ambiguous pose solution for the entire group
of keypoint estimates or to let each cell in the subgrid ap-
proach its own ’closest’ solution.

4.2 Domain randomization for sim2real and robustness

Multiple principles were followed to ensure that the
trained network would be able to work in all sorts of en-
vironmental and target conditions. An operational sys-
tem would see a variety of lighting strengths and di-
rections, shadows, target material and shape conditions,
background, and camera settings and faults. Many of
these effects are captured by varying the absolute and rel-
ative pixel intensities in the image. In this work, this has
been achieved with varying some parameters inside the
Blender software. The global image intensities in the im-
age are varied via the lighting and camera parameters. The
strength of the Sunlight source is varied, as well as the
background texture, which also contributes to the lighting
environment. Furthermore, the camera exposure time is
varied. The contrast and brightness of the spacecraft are
also varied via randomization of the material qualities of
the shaders - the colors, metallicness, and reflectivity are
randomized on all three material groups on the spacecraft
model. Furthermore, a random combination of Blender’s
”Magic” and ”Voronoi” procedural textures are mixed in
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Layer type Filters Size / Stride Output
Convolutional 32 3x3 256x256
Convolutional 64 3x3 / 2 128x128
Convolutional 32 1x1

1x Convolutional 64 3x3
Residual 128x128

Convolutional 128 3x3 / 2 64x64
Convolutional 64 1x1

2x Convolutional 128 3x3
Residual 64x64

Convolutional 256 3x3 / 2 32x32
Darknet-53 Convolutional 128 1x1

8x Convolutional 256 3x3
Residual 32x32

Convolutional 512 3x3 / 2 16x16
Convolutional 256 1x1

8x Convolutional 512 3x3
Residual 16x16

Convolutional 1024 3x3 / 2 8x8
Convolutional 512 1x1

4x Convolutional 1024 3x3
Residual 8x8

Convolutional 512 1x1
2x Convolutional 1024 3x3 8x8

Convolutional 512 1x1 8x8
Convolutional 256 1x1 8x8

Head from [1] Deconvolutional 256 2x2 / 2 16x16
Route to 16x16
Convolutional 256 1x1

2x Convolutional 512 3x3 16x16
Convolutional 256 1x1 16x16
Convolutional 128 1x1 16x16

Deconvolutional 128 2x2 / 2 32x32
Route to 32x32
Convolutional 128 1x1

3x Convolutional 256 3x3 32x32
Convolutional 2 + 2*# of keypoints 1x1 32x32

Table 1: Architecture of segmentation-based keypoint regression network.
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with the material representing the MLI. This is because
the real physical spacecraft mockup has an MLI layer with
folds and blemishes that are not represented on the model.
Therefore it is not desired that the network learns to rely
on the predictability of the MLI surface. The background
image of a position in orbit around Earth also receives a
mixing with these same random textures so that the net-
work does not learn to separate the spacecraft purely due
to the presence of these textures.

4.3 Datasets
For ease of reference, the datasets have been described

and assigned unique identifiers in this section. This is to
prevent confusion in the description of the experiments.

• Training dataset A Includes 15000 images rendered
with Blender. Target spacecraft rotations are random.
Target range random between 5 - 30 meters. Lateral
relative displacement randomn, while being limited
to within 1.3 meters of the limits of the camera field
of view. The largest dimension of the spacecraft is
1.32 meters from the center of rotation, so this lim-
itation ensures the spacecraft is in full view of the
camera. The direction of the Sun is randomized. The
orientation of the background is randomized. The
images are monochromatic.

• Training dataset B Includes 15000 images rendered
with Blender. The differences with respect to dataset
A will be described. Target ranges are now not sam-
pled uniformly with respect to distance, but rather
with respect to the size of the target in the image.
This is an attempt to improve accuracy at closer
ranges as otherwise images where the spacecraft
dominates the space of the image are underrepre-
sented. Furthermore, multiple other factors are var-
ied as a part of the domain randomization scheme.
Additionally varied parameters include camera ex-
posure time, background texture brightness, back-
ground and target surface texture mixing with ran-
dom ’Magic’ and ’Voronoi’ procedural textures of
Blender as well as the parameters of these tex-
tures, Sun illumination strength, target material col-
ors, roughness, and metallicness, as well as a random
gaussian blur on the images.

• Test dataset C Includes 760 images rendered with
Blender. Target spacecraft rotations cover entire pose
space with 20 degree spacing in all three Euler an-
gles. In terms of the rotation angle around symmet-
ric axis, only a space between two ambiguous poses
are covered (60 degree range due to the six-fold finite
symmetry of the main hexagonal body). Target range

is fixed at 5 meters and is not laterally displaced. The
additional domain randomization variations present
in training dataset B are not featured here. Other pa-
rameters (lighting, materials, etc) are equivalent to
training dataset A.

• Test dataset D Same as test dataset C, but at a fixed
target range of 17.5 meters.

• Test dataset E Same as test dataset C, but at a fixed tar-
get range of 30 meters.

• Test dataset F Includes 3346 real images of a physi-
cal target spacecraft mockup from DLR EPOS 2.0
robotic close-range relative navigation laboratory at
various ranges under 25 meters. Rotations and posi-
tions conform to samplings from representative ap-
proach and inspection maneuvers. Lighting condi-
tions vary, also exhibiting some extremely overlit im-
ages. Not a lot of lateral displacement is exhibited as
target is mostly centered in camera view.

4.4 Error metrics
The error metrics used in the work are unusual from the

point of view of comparing neural networks performing a
certain task as they are dependend on the target object,
but they make sense when trying to determine the perfor-
mance of this network as a part of a navigation system.
The focus is on producing metrics that are intuitive for a
navigation engineer.

• Longitudinal axis projection error In the case of the
target object featured in this work, there is one axis
that is more important than the others. It is the sym-
metry axis and also the axis along which one would
approach the docking adapter. This error is calcu-
lated by projecting the predicted longitudinal axis
onto the ground truth longitudinal axis and extract-
ing the angle between them via the cosine law.

• Lateral axis projection error The error is calculated
the same way as the longitudinal axis projection er-
ror, but instead an axis is used that is perpendicular
to the longitudinal axis. This error expresses rota-
tion error about the symmetry axis, which is an im-
portant quantity to estimate during the approach with
the docking adapter.

• Position error magnitude The absolute position error
magnitude is also calculated to determine the quality
of the position estimate.

4.5 Experiment 1
Experiment one focuses on the symmetry-adapted loss,

where the entire spatial grid of the output tensor is allowed
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to converge on the closest ambiguous pose as a group,
meaning that the average closest pose is selected for train-
ing for each individual image. The network is trained on
training dataset A and tested on test datasets C, D, and E.
The results of the experiment are presented in Figure 4 in
terms of the metrics explained in Section 4.4.

The first thing to note is that the altered loss function
attains meaningful results. Without it, training would col-
lapse all points onto symmetry axis, which is unusable for
any further processing. The largest angle errors occur at
close range, while position error is reduced the closer the
target. All graphs display ”outlying” cases. Longitudinal
axis error shows cases where the symmetry axis is nearly
the opposite direction as to what it should be, meaning
the system thinks it is looking at the back of the space-
craft when it’s looking at the front, or vice versa. This
is due to a poor choice of keypoints as for the case of the
observer being exactly on the symmetry axis, the keypoint
locations on the image are indistinguishable between the
cases of looking at the front or back of the hexagonal main
body. There is a case of maximum position error of 159
meters in the 30 meter distance test set. What happens
here is a failure of the PnP solver as the network predicts
the keypoints correctly, but likely the PnP solver strug-
gles to converge to either of the two ambiguous solutions
caused by the chosen keypoints.

4.6 Experiment 2
Experiment two is largely the same as the first one, ex-

cept the network was trained on training dataset B, fea-
turing domain randomization and a different sampling of
target ranges, designed to make the apparent size of the
target in the pictures uniformly represented in the dataset
(more images at closer ranges). The results are presented
in Figure 5.

The performance in terms of the angular errors has not
changed in an appreciable way - at least through the lens
of these histogrammed metrics. The position error has be-
come worse at distance, but that was expected due to the
lower representation of distant images in training dataset
B compared to training dataset A. At least it seems that
making the dataset more challenging via domain random-
ization has not challenged the networks too much. How-
ever, this might change with a smaller network.

4.7 Experiment 3
Experiment 3 is largely the same as experiment 2, but

an even looser training loss has been used. This time, each
”pixel” in the output tensor is allowed to converge to its
own closest symmetric pose solution, rather than forcing
them to all converge as a group towards one answer.

The angular error maximums decrease in all cases.

Otherwise the graphs are fairly comparable.

4.8 Experiment 4

Experiment 4 is different entirely from the previous
ones. The network is trained on training dataset B and
evaluated on test dataset F, which is composed of real im-
ages.

Angular error outliers and 180-degree-flips of longitu-
dinal axis are much worse, but that is because the dataset
of real images has a much higher proportion of images
that are near or almost exactly on the approach/symmetry
axis, which causes problems with the PnP solver. The
domain randomization process has been successful in this
case, as a network trained on the images of training dataset
A completely failed to produce usable keypoint coordi-
nates. They were simply spread all across the image and
the network was unable to fully segment the spacecraft
in the image. The network trained on domain random-
ized images clearly manages to make ”inlying” estimates
that are quite close to the error histograms of the synthetic
datasets.

4.9 Dissecting outliers

Outlying pose estimates can be seen in the histograms
of all experiments. However, the combined effect of do-
main randomization in training images and the looser loss
function introduced in experiment 3 seem to have a reduc-
ing effect in terms of outliers. This section will explore
some of the outlying cases that remain in experiment 3 as
well as the ones in experiment 4.

The dataset of real images of experiment 4 reveal a
couple of failure modes. The first failure mode is to do
with the keypoint estimates from the neural network not
agreeing on which symmetrically ambiguous pose to es-
timate. Often the keypoints passed to the PnP solver in a
failure mode like this still manage to produce a fairly ac-
curate pose. The other failure mode originates from the
choice of keypoints on the spacecraft. At certain attitudes
of the spacecraft, they project onto the image in a way that
is ambiguous when one tries to go from 2D to 3D again
with the PnP-solver. Most importantly, this happens in the
approach direction. When the chaser is aligned with the
symmetry axis on approach, the keypoints in the image
could belong to a pose where the chaser is approaching
the docking adapter or where the chaser is looking at the
back of the hexagonal main body. In addition to these
failures, the synthetic datasets feature a few more situa-
tions where the keypoint projections cause the PnP-solver
to settle on the wrong answer.
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(a) (b) (c)

(d) (e) (f)

(g) (h) (i)

Fig. 4: Comprehensive results of the first experiment. Figures a,d,g correspond to lateral axis projection error his-
tograms at ranges 5, 17.5, and 30 meters, respectively. Figures b,e,h correspond to longitudinal axis projection
error histograms at ranges 5, 17.5, and 30 meters, respectively. Figures c,f,i correspond to absolute position error
magnitude histograms at ranges 5, 17.5, and 30 meters, respectively. Vertical axes are on logarithmic scale in order
to highlight low and high values simultaneously.
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Fig. 5: Comprehensive results of the second experiment. Figures a,d,g correspond to lateral axis projection error
histograms at ranges 5, 17.5, and 30 meters, respectively. Figures b,e,h correspond to longitudinal axis projection
error histograms at ranges 5, 17.5, and 30 meters, respectively. Figures c,f,i correspond to absolute position error
magnitude histograms at ranges 5, 17.5, and 30 meters, respectively. Vertical axes are on logarithmic scale in order
to highlight low and high values simultaneously.
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Fig. 6: Comprehensive results of the third experiment. Figures a,d,g correspond to lateral axis projection error his-
tograms at ranges 5, 17.5, and 30 meters, respectively. Figures b,e,h correspond to longitudinal axis projection
error histograms at ranges 5, 17.5, and 30 meters, respectively. Figures c,f,i correspond to absolute position error
magnitude histograms at ranges 5, 17.5, and 30 meters, respectively. Vertical axes are on logarithmic scale in order
to highlight low and high values simultaneously.
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(a) (b) (c)

Fig. 7: Comprehensive results of the fourth experiment. Figure a histogram corresponds to lateral axis projection error
at various ranges. Figure b histogram corresponds to longitudinal axis projection error at various ranges. Figure c
histogram corresponds to absolute position error magnitude at various ranges. Vertical axes are on logarithmic scale
in order to highlight low and high values simultaneously.

5. Conclusions

The experiments demonstrate that the selected net-
work has the potential to perform relative navigation tasks
on real images of symmetric targets while having been
trained on synthetic images, thanks to domain randomiza-
tion and the modified loss function. There are several re-
maining issues that require attention before this pose ini-
tialisation pipeline can be used in a fully functional rel-
ative navigation system. The PnP-solver causes failure
modes due to the particular configuration of selected key-
points, most critically when approaching along the dock-
ing adapter axis. Furthermore, the target cropping via la-
bel images is unrealistic and should be replaced with an
alternative solution.

This is being examined under a larger programme of
work as part of a PhD thesis and as an Early Stage Re-
searcher of the Stardust-R Innovative Training Network.
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