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Abstract. XML is of growing importance in a range of computer ap-
plications. In addition to being a document exchange format it is now
commonly used for data storage and retrieval as well. While XML offers
great potential to unite data exchange and storage, it is expensive to pro-
cess data stored in textual format. The document object model (DOM)
defines convenient means to access XML data, but many implementa-
tions struggle with performance limitations. The data model implied by
the standard needs new data structures and adapted query algorithms to
enable native XML databases to perform acceptably. This introduction
describes a preliminary data structure developed with these objectives
in mind. It also gives an overview of our future research directions and
anticipated problems.

1 Introduction and Research Objectives

XML is of great importance in the domain of document management and is
now emerging as an alternative to conventional database approaches, partic-
ularly in the case of less regularly structured data [1]. Further development
of this capability requires that one must be able to query XML data sources
with acceptable performance. Many database suppliers offer extensions to their
RDBMSs that enable the data storage and retrieval in XML format, but the
primary data model of these engines remains table-orientated. Emerging native
XML databases (NXDs) [2] offer a tailor-made storage solution for XML, but
their implementation technology is as yet immature compared to that of the
established RDBMSs.

It is our belief that potential difficulties originate at the access level. While
large volumes of XML data stored in textual form are hard to access, mappings
to a relational database typically result in a large number of performance limit-
ing joins [3]. Common in-memory representations suffer from excessive memory
requirements while disk-based system suffer from poor response times. It is the
goal of our research to combine elements of these different approaches to find a
method suitable to handle large XML databases with acceptable performance.

2 Related Work

Significant research has already been carried out in the area of integrating XML
data into relational [3] and object orientated databases [4]. Several mapping



schemata exist that allow storage of hierarchical XML into relational tables or
object stores. Little research has been done in the area of compact representation
of XML data despite of the fact, that this could help to move more of the
processed data from external into internal storage. Similar approaches in the
relational field have shown good results [5]. The semistructured, hierarchical
nature of XML makes it harder to treat than two-dimensional, strongly typed
relational data. Most implementations of the DOM [6] so far have concentrated
on extensive functionality rather than on compact representations. Thus those
implementations can only handle relatively small documents. PDOM [7], which
is a persistent DOM implementation that supports queries using XQL[8], allows
access to elements of larger documents. The data is held on disk and copied into
a buffer memory for processing. Compression is used for disk storage but not in
memory. Xindice [9], a native XML database, supports compression of individual
elements, both in main memory and in secondary storage. The compression is
limited to the tokenisation of element and attribute names and primarily used to
increase the speed of querying. However, redundancy present in the data itself
is not utilised, thus the compression achievable is moderate. Compression for
document-centric XML is provided by some systems such as Tamino [10]. All of
the designs mentioned are aimed at relatively small documents, though Xindice
and Tamino allow documents to be grouped into collections and support queries
across these collections.

3 Design

The overall task of finding a suitable combination of data structure and query
algorithm is tackled in a bottom-up fashion. It is our believe, that a compact
in-memory representation of semistructured data will offer opportunities for
high-performance query algorithms. To date we already have developed a DOM
compliant compact data structure based on dictionary substitution. The follow-
ing sections describe some design decisions and early results from this work. It
is described in more detail in [11]. The basic design combines two approaches
to achieve a compact representation: dictionary substitution for the occurring
strings and minimising of the number of objects required to represent the DOM
tree. Although the created structure works with any well-formed XML docu-
ment, data-centric XML files were assumed for optimal compression.
Dictionary substitution is a well understood, relatively simple compression
mechanism [5]. Every occurring data word is stored in a dictionary and rep-
resented by a short binary token. Every occurrence of this word in the source
document is replaced by its corresponding token. This compression technique is
especially suitable for XML as its verbosity requires every piece of information
to be expressed in textual form. In terms of our DOM, a data word is the name
or the value of an attribute, an element name or any character data section. This
means that the metadata contained in the element tags is compressed using the
same compression technique as used for the data. Our system builds a separate
dictionary for every domain, with the type of a node serving as primary domain.



The domains of character data, attribute names and values are additionally sub-
divided by the name of their containing or direct parent element, hence allowing
the storage of related information in one dictionary and limiting the size of the
individual dictionaries. A programming technique that minimises the number of
objects held in memory to a minimum was used. The structure of documents is
stored in an array of integers rather than as a tree of objects [11]. This approach
is closely related to the flat, textual representation of XML. The structure is
given by corresponding start and end tags. It is reasonably easy to translate this
into a series of tokens as used for example for the binary WAP format [12]. The
document structure can then be stored in a simple array of integers.

4 Implementation

The designed system, the Dictionary substitution based DOM implementation
(DDOM), was implemented in Java. The object minimisation technique used
saves memory but may also result in excessive processing power requirements to
support the frequent generation of objects. To minimise this, internal methods do
not use the methods provided by the DOM interface, which return Node objects.
Instead they work directly on the compressed representation. Tree traversals are
translated into short linear searches over the structure array.

5 Measurements

Initial measurements confirm that significant savings can be achieved. Figure
1 shows the measured memory requirements of a domain name server (DNS)
database. The memory requirements of this real-world example lie 30-80 % be-
low those of typical DOM implementations. Both Crimson and Xerces showed
linear growth in memory consumption for files above a certain threshold. The
memory consumption of the DDOM grew less than linear, but depended on the
redundancy present in the data. However, data compressed using the current im-
plementation still requires 1-2 orders of magnitude more memory than its gzip
compressed textual representation, which was used as a practical measurement
of the entropy.

6 Conclusions and Future Work

The prototype implementation demonstrates a significant space saving compared
with standard DOM implementations. This could be improved using a better im-
plementation of the dictionaries. The influence of the type of data needs to be
analysed more closely, using a variety of possible sources. Currently the com-
pression mechanism works at document level. To make this technique useful for
NXDs, it will need to work on collection level [2] to allow queries across several
documents. More work will be required to analyse the query performance of this
and other solutions. Therefore the next step of our work aims to provide query



support for DDOM. We have currently two strategies to achieve this. One ap-
proach involves the integration of the compression technique used with an NXD.
The alternative is to adapt the DDOM to work with an external query engine.
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